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Introduction

Setting up the 6th conference on Real Numbers and Computers has been a
great pleasure. Once again, we will bring together specialists from various re-
search areas, all concerned with problems related to theoretical calculability
or actual computations based on real numbers. These computations use many
number systems, they are implemented by a software package or in hardware,
and they use arithmetic such as floating and fixed point, serial, on line, con-
tinued fractions, exact, multiple precision, interval and stochastic.

This meeting continues a series of conferences started in 1995 in France (Saint-
Etienne, followed by Marseilles, 1996, and Paris, 1998). In the year 2000 the
conference was first held in Schloss Dagstuhl, Germany, to reflect its pan-
European nature. The last RNC took place in Lyon, 2003. We are thank-
ful to the steering committee, Peter Kornerup (Chair), Jean-Claude Bajard,
Jean-Marie Chesneaux, Marc Daumas, Dominique Michelucci and Jean-Michel
Muller, for his help.

We are very proud that the conference features invited lectures of Benno
Fuchssteiner (Paderborn, Germany), Simon Plouffe (Montréal, Canada) and
Stefan Schirra (Magdeburg, Germany). The contributed papers have been
reviewed and selected by the program committee. We would like to thank
all the reviewers once again for their great job and for all the time they did
spend in writing helpful comments and suggestions to the authors. We would
also like to thank the authors for the quality of the work presenting original
research results and insightful analyses of current concerns.

We are confident that the rich and diverse program will bring interesting
new perspectives to your research work and that you will enjoy your stay in
Schloss Dagstuhl. Vasco Brattka and Norbert Müller are warmly thanked for
the organization.

Christiane Frougny
(Program Committee Chair)
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Invited Lecture:

New ideas and results for

solving Differential equations symbolically

Benno Fuchssteiner

AutoMATH: MuPAD Gruppe

Fachbereich 17

Universitt-GH Paderborn

D-33095 Paderborn

Abstract

The lecture is a report on current research activities of the MuPAD group in the
area of symbolic and numeric solutions of ODE (ordinary differential equations).

Based on a unification of Lie-point-symmetries and Lie-Bäcklund-symmetries the
results of classical Lie-symmetry approaches (for example Liouville-Arnold) to ODE
are generalized thus opening new avenues for using integrability (around initial
values) for wider classes of differential equations.

Applications and numerical consequences of these results will be discussed and
plans how to extend current solution methods, numerical as well as symbolical, to
wider classes of transcendents (i.e. Painlevé transcendents) will be presented.

Email address: bf@fuchssteiner.de (Benno Fuchssteiner).
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Invited Lecture:

A survey of Integer Relations

algorithms and rational numbers

Simon Plouffe

LaCIM
Université du Québec Montréal

Case Postale 8888, succursale Centre-ville
Montréal (Qubec) H3C 3P8

Abstract

It is widely believed that Integer Relations algorithms such as LLL, Lattice re-
duction or PSLQ which are implemented in most computer algebra systems are
generalizations of the Euclidian algorithm or the continued fraction algorithm.

We give simple examples of cases where the programs fails to find a solution and
in general examples of problem that could hardly be solved using such tools.

Most of the examples are either large rational numbers or near rational numbers,
the difference being so small that even very high precision do not guarantee to have
results.

Key words: Pisot sequences, Golden ratio, Zeolites, Coordination sequences,
Algebraic numbers, LLL, PSLQ, Integer Relations, Lattice Reduction.

Email address: simon.plouffe@sympatico.ca (Simon Plouffe).
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Invited Lecture:

Real Numbers and Robustness in

Computational Geometry

Stefan Schirra a

aDepartment of Computer Science, Otto von Guericke University Magdeburg,

39106 Magdeburg, Germany

Abstract

Robustness issues due to imprecise arithmetic used in place of exact real number
computation are a notorious problem in the implementation of geometric algorithms.
We briefly address some robustness issues and discuss approaches to resolve them.

Key words: computational geometry, robustness, exact geometric computation

1 Introduction

Computational Geometry as a discipline has its roots in theoretical computer
science. The central issues are designing efficient algorithms and data struc-
tures for and investigating the intrinsic complexity of geometric problems
[3,13,42]. The computational model most frequently used in Computational
Geometry is the so-called real RAM, a powerful random access machine that
can store and perform exact arithmetic operations with arbitrary real numbers.
Thus, by definition of the computational model, real number computation is
not an issue in Computational Geometry.

Practice, however, is different. Precision caused robustness problems are often
a nightmare for the programmer of a geometric algorithm if standard floating-
point arithmetic is used as a substitute for real numbers [27,22,19,51]. Program
failures caused by imprecise computation are very hard to find and seem to be
very hard to resolve. Failures caused by imprecision include program crashes,
infinite loops, and inconsistent or totally wrong output. We present some ex-
amples in the next section and discuss approaches to deal with such problems
subsequently.

Email address: stschirr@isg.cs.uni-magdeburg.de (Stefan Schirra).
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2 Robustness Issues in Computational Geometry

Often, imprecise computation causes program crashes. This is in contrast to
purely numerical computations. There, no combinatorial structures are in-
volved and, with the exception of division by zero, some output is always
computed. In geometric computing, program crashes are caused since impre-
cise computation produces inconsistent decisions that lead algorithms into
states that contradict basic axioms of geometry and hence cannot be handled
by the algorithm. A well-known example of geometrically impossible situations
caused by imprecise computation are Ramshaw’s braided lines [43,36]: Because
of the inaccurate comparison of y-coordinates of two different straight lines
at different x-coordinates, with limited precision floating-point arithmetic, a
program might conclude that the lines are braided and intersect more than
once!

A similarly simple violation of geometric axioms can be observed when one
computes an intersection point p of two lines `1 and `2 and tests whether
p lies on `i, i = 1, 2, both with limited precision floating-point arithmetic.
The problem arises with both almost parallel lines as well as with lines where
intersection point computation is not ill-conditioned. Most of the time, at least
one of the tests fails, see Fig. 1 and the robustness demo in the 2.x releases of
the computational geometry algorithms library cgal [10].

Fig. 1. Testing whether the intersection point of a horizontal and a vertical line lies
on both lines with floating-point arithmetic. Whenever one of the tests fails, a dot
is drawn. The dot is dark if both test fail. According to floating-point arithmetic,
only 20% of the intersection points lie on both lines in this typical example.

Such violations of the axioms and theorems of Euclidean geometry can lead
to catastrophic errors, even with the simplest algorithms in Computational
Geometry like computation of the convex hull of a set of points in the plane.
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Fig. 2. Incorrect convex hull of 9 points in the plane computed with an incremental
convex hull algorithm based on floating-point arithmetic. Note that two of the points
are almost identical and thus only 8 points are visible.

Fig. 2 shows a set of points where the convex hull computed with an incre-
mental convex hull algorithm implemented with double precision floating-point
arithmetic does not contain a point which clearly lies outside of the computed
hull polygon. There are even examples, where a point outside is orders of mag-
nitude away from the hull computed with floating-point arithmetic, see [30]
for concrete coordinates.

The basic theorems on which the correctness of incremental convex hull com-
putation is based, and possible violations of these theorems with floating-point
computation are discussed in [30]. For example, with incremental convex hull
computation, an edge e of the current hull is removed when point q is added if
the supporting line of e separates q from the current hull. In this case we say
that the point q sees the edge e. There are examples where a point outside the
current convex hull sees all edges of the convex hull according to floating-point
arithmetic. Again, such a situation is geometrically impossible. Depending on
the data structure used to represent a convex hull polygon and on the update
strategy (immediate or postponed updates), an implementation will crash or
loop forever in such a case; see [30] for further details.

Program crashes are probably the most frequent form of catastrophic er-
rors due to precision problems. However, it is debatable whether crashing
or garbage in the output is more annoying. With a crash it is obvious that
there is something wrong while the garbage might be undetected as such, since
usually there is no post-processing check [2,34] for correctness.
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3 Approaches to Resolve Robustness Problems

Robustness problems arise because the substitution used for real number com-
putation in practice does not behave like the exact arithmetic assumed in the-
ory, when geometric algorithms or data structures are designed and proved to
be correct. There are two obvious approaches to resolve this contradistinction:
(1) Take the imprecision of the arithmetic into account when an algorithm is
designed in theory, or (2) compute exactly in practice. The phrasing in (2)
needs some explanation. What we need is a correct combinatorial part of the
output. In order to achieve this, we request that all decision made by a pro-
gram are made as if they had been made with exact computation. However,
we do not ask for numerical exactness. It suffices to have some symbolic rep-
resentation that allows for computing approximations to whatever precision
we want. The subtleness concerns precision and decision. There is no need for
precise numerical values, but for correct decisions that guarantee that the con-
trol flow in the program is the same as in its theoretical counterpart on a real
RAM. Fortunately, the second approach is feasible for most problems studied
in Computational Geometry, at least, theoretically. The second approach is
known as the exact geometric computation paradigm [49,50].

The first approach is not attractive because it requires redesigning of the rich
collection of algorithms devised in Computational Geometry based on the
real RAM. Still, there are some approaches in this direction, e.g. [23,38,26],
see [51,44,20] for more complete listings. The most promising among the ap-
proaches in the first category is topology-oriented implementation [46]. It has
been applied to a number of geometric problems, especially various kinds of
Voronoi-diagram computations [47]. The idea is to rely on logical and combi-
natorial computations but not on the numerical part. With topology-oriented
implementation, a program computes some output even if the results of all
numerical computations are replaced by random numbers. In spite of this,
the combinatorial part of the output is guaranteed to have certain certified
properties and is the correct combinatorial output for some perturbation of
the input. Logical and combinatorial computations are used to avoid inconsis-
tencies, such that a program never crashes because of contradicting decisions
based on imprecise numerical computation. Of course, the computed output
might not be correct. Actually, computed output and correct output might be
very different. For example, the convex hull from Fig. 2 is a perfect output
in the sense of topology-oriented implementation because it is convex and the
correct output for some perturbation of the input points, but is it useful?

Robustness issues are closely related to degeneracies. Degeneracies are special
configurations of geometric objects like three or more collinear points or four
or more cocircular points in the plane. Degeneracies can be a curse in the
implementation of a geometric algorithm published in a conference or journal
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paper, because handling degeneracies is often intentionally not discussed in
publications, but left to the reader. Detecting a degeneracy involves some
equality testing.

4 Exact Geometric Computation

Exact geometric computation assures that all decisions made by a program
are correct. Without loss of generality, we may assume that branching in de-
cision steps always depends on the sign of some real number computed during
program execution only. The goal with exact geometric computation is to com-
pute exact signs, but not necessarily exact numerical values. If you consider
different levels of geometric computing, with arithmetic as the lowest level
and geometric predicates as the next higher level, exact geometric computa-
tion assures exactness on the level of geometric predicates, not necessarily on
the arithmetic level.

Exact computation is a prerequisite for symbolic perturbation, [17,45,48] which
has been proposed as a mean to deal with degeneracies, i.e. rather to avoid
dealing with them. More recently, controlled (explicit) perturbation [24,25]
has become another alternative to avoid handling of degeneracies. If there is a
need for exact solutions, degeneracies must be handled. However, most of the
time, the primary motivation for using exact geometric computation is rather
reliability of the software than exactness.

Exact geometric computation is known to be feasible for almost all problems
in Computational Geometry. Here we assume that all numerical values in the
input data are rational numbers. This is not a severe restriction as all real
numbers representable by floating-point and integer number types provided
by standard programming languages are indeed rational numbers. If all geo-
metric objects involved are linear objects (e.g. points, straight line segments,
ray, . . . ), computations stay within the field of rational numbers and thus
can be done exactly, for example using an arbitrary precision integer num-
ber type to represent numerators and denominators. Geometric computations
with non-linear geometric objects usually involve irrational numbers as well.
Fortunately, for most geometric problems, they involve real algebraic numbers
only. There are some exceptions, for example, computing the shortest path
amidst a set of discs in the plane, where the length of a path usually is a
transcendental real number [11].

It is well known that exact computation with real algebraic numbers is feasible
[33]. In the classical approach, a real algebraic number α is represented by a
(square-free) polynomial P and an isolating interval I, such that α ∈ I and α is
the only root of P in I. There are algorithms to perform basic arithmetic oper-
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Fig. 3. Union of discs.

ations with such representation. Furthermore there are algorithms to compare
two real algebraic numbers given in this representation, see also [39]. Thus,
like in the rational case, exact computation with basic arithmetic operations is
possible. Computing isolating interval representation for the roots of a univari-
ate polynomial with rational or real algebraic coefficients is possible as well.
Therefore, for example, exact computation involving square root operations is
feasible, too.

Surprisingly, even in the presence of non-linear geometric objects, rational
numbers are sometimes sufficient. Let us assume we are given a number of
discs in the plane and we want to compute (the boundary of) their union, see
Fig. 3. Each circle is given by three defining points with rational Cartesian co-
ordinates. The union can be computed using inversion and duality, see [13,35].
Only the very last step of this algorithm, computing the circular arcs of the
boundary, involves potentially irrational numbers. In all intermediate steps all
occurring numbers are rational. The irrational numbers in the last step can
be avoided, too, if a symbolic representation for the circular arc endpoints as
a specified intersection point of two circles is used in the output.

The challenge with exact geometric computing, both with rational and real
algebraic numbers, is efficiency, since a simple substitution of the arithmetic
by arbitrary precision rational arithmetic or real algebraic arithmetic based
on isolating interval representation can slow down computation by several or-
ders of magnitude compared to pure hardware-supported floating-point arith-
metic 1 [29]. Exact geometric computation became an adequate alternative by

1 Of course, here we compare apples and oranges. On one hand, we have a program
that is fully reliable, on the other hand we have a program which sometimes crashes
or computes garbage. Furthermore, we can compare running times only for those
cases where both programs compute some more or less meaningful result. So this
comparison is unfair.
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the use of so-called floating-point filters [4,7,14,21,29,31]. The idea is to use
floating-point computation whenever it is known to be reliable. In a floating-
point filter, a floating-point computation is combined with an error compu-
tation. Whenever the error is zero or smaller than the computed absolute
floating-point approximation, the sign of the floating-point approximation is
the sign of the exact value. Only if the correctness of the floating-point com-
putation cannot be detected this way, the computation is redone using an
alternative exact method. Since degeneracies or near degeneracies are rare in
many applications, floating-point filters often lead to a significant speed-up
compared to sole use of much slower exact rational or algebraic arithmetic.

The smaller the error bounds computed by a floating-point filter, the more
often the filter will assert correctness of a floating-point computation. De-
pending on the computation of error bounds and approximations, one dis-
tinguishes static filters, semi-static filters, and dynamic filters. With static
filters, a-priori-knowledge about the size of the operands and the operations
to be performed is used to compute an error bound beforehand. Thus, if all
floating-point computations are detected as reliable by such simple filters, all
you have to pay for in terms of running time in addition to a program purely
based on floating-point computation are comparisons with precomputed er-
ror bounds. Semi-static filters precompute an error bound partially. At run
time, maximum size of the operands is computed and combined with the
precomputed part. Dynamic floating-point filters do not make any a priori
assumptions about operands and operations. The most prominent represen-
tative of this species is interval arithmetic (based on floating-point numbers).
An interval gives us both an approximation and a corresponding error bound
and tells us the sign if it does not contain zero.

The trade-off between speed and the quality of approximation and error bound
can be used to built cascaded filters. After a filter failed, one can use a more
selective, but also more time-consuming filter, before one switches to exact
arithmetic.

In any case, these techniques require the ability to recompute a numerical
value and therefore require access to an exact representation of the operands
of a computation. In order to enable recomputation, expression trees are used
in the lea system for lazy rational arithmetic [1], the number type Expr in the
core library [28], and the number type real [9,5] in leda [36] to record the
computation history of a numerical value. Pointers to the trees representing
the operands of an arithmetic operation are maintained when an operation is
performed. Actually, we do not have trees but directed acyclic graphs (dags)
since there might be more than one pointer to the same operand, see Fig. 4
for an example.

Expression dags enable lazy adaptive evaluation of the sign of a number given
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d = (qx − px)(ry − py)− (qy − py)(rx − px)

−

∗

− −

∗

−−

px py qx qy rx ry

d

Fig. 4. Expression dag for orientation computation according to the expression
shown on top of the figure. px, py, qx, qy, and rx, ry are Cartesian coordinates
of three points. The sign of d gives us the orientation of the points, i.e., it tells us
whether the sequence of points forms a left turn, a right turn, or whether the points
are collinear.

by some expression. An approximation with high precision is computed only if
this is necessary. If the result of a computation is not close to zero, a rough ap-
proximation is sufficient to determine the sign. Only if a current approximation
of a numerical value is not sufficient to determine the sign, the computation
history stored in the expression dag is used to recompute a better approxima-
tion with higher precision. This is iterated with higher and higher precision if
necessary. Software floating-point number types with variable mantissa length
(bigfloats) are used to compute these approximations.

If the true sign of a numerical value is not zero, this strategy terminates since
the precision of the computed approximation is increasing and the error bound
is decreasing, such that finally the error bound will become smaller than the
absolute value of the approximation of the non-zero numerical value. In order
to detect that a value is zero, however, additional information is needed. A
separation bound (sometimes also called root bound) for an arithmetic ex-
pression is a lower bound on the absolute value of the expression, if the value
is non-zero. Since in concrete program code, the expression used in a compu-
tation is fixed and since all possible operands belong to a finite set of values,
e.g., the set of all integers representable by 32 bits or the set of double pre-
cision floating-point numbers, there are only finitely many possible value and
hence the value of the expression cannot be arbitrarily close to zero. Thus
there is a gap between zero and next smallest absolute value and hence the
existence of a separation bound is obvious; the crux is to find constructive
separation bounds that can be computed efficiently. Concerning constructive
separation bounds, there has been much progress concerning the strictness of
the bounds as well as the supported operations [6,32,8,37,41]. The most recent
versions allow for computation of separation bounds for all kinds of real alge-
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braic numbers whereas earlier constructive separation bounds, especially those
used in Expr and leda::real support only a subset of real algebraic num-
bers, namely the closure of the integers under the basic arithmetic operations
(including division) and square root resp. kth-root operations.

For the sake of concreteness, we state a simplified constructive separation
bound for the restricted division-free case. Let E be an arithmetic expression
involving addition, subtraction, multiplication and kth root operations only.
For expression E, a real number u(E) is computed according to the following
table:

E u(E)

0 1

integer N dlog |N |e
E1 ± E2 max(u(E1), u(E2)) + 1

E1 · E2 u(E1) + u(E2)

k
√
E1 du(E1)/ke

Then the absolute value of expression E is either zero or at least

(

(2u(E))deg(E)−1
)

−1

where deg(E) is a bound on the algebraic degree of the value of E.

There are further techniques to compute with real algebraic numbers exactly,
e.g. coding by polynomials and sign sequences [12]. Such techniques have not
been exploited in Computational Geometry yet.

The number types Expr and leda::real use expression dags, iterated floating-
point evaluation with higher precision, and separation bounds to guarantee
correctness of all comparison operations between such numbers. The sign eval-
uation is called adaptive because the amount of work for the sign computation
depends on the size of the absolute value. Easy cases can be decided quickly,
only difficult cases take longer. Let us call sign computations, where the sign
is zero, degenerate, analogously to geometric degeneracies. If there are hardly
any degenerate cases, the lazy evaluation strategies are faster than the exact
arithmetic alternatives; if there are many degeneracies, it might be better to
use exact arithmetic right from the beginning.

core’s Expr and leda::real are general purpose tools that put exact geo-
metric computation into effect on the arithmetic level in an extremely user-
friendly way. Usually, for a special geometric problem there are adjusted more
efficient ways that implement exact geometric computation on the level of
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geometric predicates. For linear geometry, theory and practice of designing
efficient exact predicates are already quite advanced. First advanced results
for non-linear geometry have been achieved in the Effective Computational
Geometry project [16] recently.

Exact geometric computation is used cgal [10,18,40] and in the geometric
part of the leda library [36]. Both are software libraries implemented in C++.
leda provides two exact geometry kernels, one for purely rational computa-
tions and another one based on leda::reals. These kernels use floating-point
filters to speed up exact geometric computation. The cgal library is largely
based on the generic programming paradigm known from the standard tem-
plate library of C++. Once familiar with this paradigm and the use of traits
classes, the user can easily choose among geometry kernels with various kinds
of filters and support of exact geometric computation as well as exchange the
underlying number type(s).

Beyond the use in Computational Geometry, especially the above mentioned
libraries, exact geometric computation has not yet found widespread applica-
tion because it slows down computation even in those cases where floating-
point arithmetic works well. Apparently, users are rather willing to accept
catastrophic failures in rare and not so rare cases. Moreover, in many ap-
plications, exactness in its own right is not an important objective because
the geometric data is known to be inaccurate anyway, for example, due to
measurement errors. If real algebraic numbers of high algebraic degree are
involved, exact geometric computation is not yet a valid alternative because
performance slows down tremendously.

5 Equality Testing

Equality testing is unavoidable if degeneracies must be treated correctly. If
correct treatment of degeneracies is not necessary, topology-oriented imple-
mentation is an alternative where equality testing of numerical values is not
needed. Anyway, equality testing should be avoided whenever possible. With
adaptive exact arithmetic it is most expensive and with imprecise arithmetic
equality will not be detected correctly. Often equality or zero testing can be
easily avoided by geometric considerations. For example, assume that one
wants to compute the intersection points of two circles. Using elimination,
one can compute the x- and y-coordinates of the intersection points, both of
the form α ±

√
β. In order to find the correct combinations among the four

possible pairs, one is tempted to plug the pairs of coordinates into the circle
equations and to check whether this yields zero. However, a comparison of the
coordinates of the centers of the circles suffices to find the valid combinations,
see Fig. 5.
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Fig. 5. There is no need for equality testing when intersection points of circles are
computed.

For some geometric problems, degeneracies arise self-acting, however. Con-
sider computation of the Delaunay triangulation of points which are given as
intersection points of circles, see Fig. 6. Here it is very likely that there are
four or more cocircular points.

Fig. 6. Delaunay triangulation of intersection points of circles.

6 Conclusions

The exact geometric computation paradigm has been successfully applied to
a large number of problems in Computational Geometry. This was possible
since almost all geometric problems are algebraic in nature if we assume that
all input coordinates are rational numbers (or algebraic numbers). The as-
sumption that all input numbers are rational is a realistic one for practical
applications and not a restriction. Nevertheless, there are first approaches to
extend exact geometric computation to non-algebraic computations [11,15].
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The selection of examples and techniques presented here is certainly biased
and definitely incomplete. For further discussion, examples and references we
refer the interested reader to survey papers on precision and robustness issues
in Computational Geometry like [51] or [44]. A current challenge in this area is
to avoid the growth of the complexity of the real numbers involved in cascaded
geometric computations by rounding geometric objects to simpler ones while
preserving as much of the topology as possible.
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[36] Kurt Mehlhorn and Stefan Näher. LEDA: A Platform for Combinatorial and

Geometric Computing. Cambridge University Press, Cambridge, UK, 2000.

[37] Kurt Mehlhorn and Stefan Schirra. Exact computation with leda real -
theory and geometric applications. In G. Alefeld, J. Rohn, S. Rump, and
T. Yamamoto, editors, Symbolic-algebraic Methods and Verification Methods.
Springer Mathematics, Wien, 2001.

[38] V. J. Milenkovic. Verifiable implementations of geometric algorithms using
finite precision arithmetic. Artif. Intell., 37:377–401, 1988.

[39] Bhubaneswar Mishra. Algorithmic algebra. Springer-Verlag New York, Inc.,
1993.

20



[40] Mark H. Overmars. Designing the Computational Geometry Algorithms
Library CGAL. In Proc. 1st ACM Workshop on Appl. Comput. Geom., volume
1148 of Lecture Notes Comput. Sci., pages 53–58. Springer-Verlag, May 1996.

[41] Sylvain Pion and Chee K. Yap. Constructive root bound for k-ary rational input
numbers. In Proceedings of the nineteenth annual symposium on Computational

geometry, pages 256–263. ACM Press, 2003.

[42] F. P. Preparata and M. I. Shamos. Computational Geometry: An Introduction.
Springer-Verlag, 3rd edition, October 1990.

[43] L. Ramshaw. CSL notebook entry: The braiding of floating point lines.
Unpublished note, 1982.

[44] Stefan Schirra. Robustness and precision issues in geometric computation.
In Jörg-Rüdiger Sack and Jorge Urrutia, editors, Handbook of Computational

Geometry, chapter 14, pages 597–632. Elsevier Science Publishers B.V. North-
Holland, Amsterdam, 2000.

[45] R. Seidel. The nature and meaning of perturbations in geometric computing.
Discrete Comput. Geom., 19:1–17, 1998.

[46] K. Sugihara, M. Iri, H. Inagaki, and T. Imai. Topology-oriented implementation
- an approach to robust geometric algorithms. Algorithmica, 27(1):5–20, 2000.

[47] K. Sugihara, Y. Ooishi, and T. Imai. Topology-oriented approach to robustness
and its applications to several Voronoi-diagram algorithms. In Proc. 2nd Canad.

Conf. Comput. Geom., pages 36–39, 1990.

[48] C. K. Yap. Symbolic treatment of geometric degeneracies. J. Symbolic Comput.,
10:349–370, 1990.

[49] C. K. Yap. Towards exact geometric computation. In Proc. 5th Canad. Conf.

Comput. Geom., pages 405–419, 1993.
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Abstract

Floating-point arithmetic is defined by the IEEE-754 standard and has often been
formalized. We propose a new Coq formalization based on the bit-level representa-
tion of the standard and we prove strong links between this new formalization and
a previous high-level one. In this process, we have defined functions for any round-
ing mode described by the standard. Our library can now be applied to certify
both software and hardware. Developing results in those two dramatically different
directions, like no other formal development so far, guarantees that nothing was
forgotten or poorly specified in our formalization. It also lets us compare our work
with the existing bit-level formalizations developed with other proof assistants.

Key words: floating-point, Coq, IEEE-754, formal proof checking

1 Introduction

Formalizing floating-point arithmetic is not easy: the floating-point data type
is complex, may be partially unspecified and may contain errors or strange be-
haviors. Moreover, it involves strong considerations on cost and efficiency and
many features are the result of a long history of increasingly better prototypes.
The floating-point arithmetic, defined by the IEEE-754 standard [24,25], is
both widely used and little known [13]. Most programs, including numeric
simulations, weather forecast and aeronautics use lots of computations which
are mainly floating-point computations.
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Moreover, floating-point arithmetic is a sensible topic. As the Pentium Bug [8],
bugs can be very expensive and people have long tried to get rid of them us-
ing formal proofs [22,15]. Many formalizations were developed [6,19,23,14,17],
sometimes made by processor constructors. They either consider the significa-
tion of the float or the vector of bits involved depending on the wanted type
of proofs. Our formalization [10] considers the signification, is in Coq [16] and
has already led to the proofs of both old and new results [11,3,18,4].

We could have based our formalization of IEEE-754 standard on the one done
in Coq by Loiseleur [19] but we do not. We want to be as generic as possible
to cover from very small to very wide formats, and there are only 5 formats
defined by Loiseleur with given number of bits for the fraction and the expo-
nent. We also want to use the Coq type for real numbers R and its automations
whereas the floats of [19] are valued in a strange dyadic type not very usable.
Lastly, the vector of bits used by Loiseleur are “registers” which are more dif-
ficult to use and have less proved properties than the recent Bvector library
of J. Duprat.

All the proofs of this paper are available at this address:
http://lipforge.ens-lyon.fr/www/pff/,

the corresponding files are IEEE.v and RND.v.

Our high-level formalization is easy to use but does not consider the hardware
implementation required by the IEEE-754 standard. We want to formally de-
fine floats also as vectors of bits in the Coq system and prove the equivalence
between the two visions. In the following, we show that one of our float can
be transformed into an IEEE float and that this transformation is correct and
bijective. The aim is not to create just another formalization, but to guarantee
that our floats correspond to the reality.

We first describe the floats defined by the IEEE-754 standard and then our
initial formalization in Section 3. We describe new results about rounding
modes in Section 4. We then explain our new definitions and types in Section
5 and prove the equivalences in Section 6 before the conclusion.

2 Machine floats

2.1 Definitions

The machine floats are strictly defined by the IEEE-754 standard: a floating-
point number is composed of three fields, the sign s, the unbiased exponent e
and the fraction f as shown by Figure 1.
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e f

p− 1 bits1 bit

s

N bits

Fig. 1. A machine float

The sizes of the fraction and the unbiased exponent are defined in a format,
that is the number of bits allowed for the fraction and the unbiased exponent.
The standard defines the following formats:

• the single precision format (32 bits): 8 bits for the unbiased exponent and
23 bits for the fraction,
• the double precision format (64 bits): 11 bits for the unbiased exponent and

52 bits for the fraction,
• the double-extended precision format (at least 80 bits): at least 15 bits for

the unbiased exponent and at least 63 bits for the fraction.

We denote p and call “precision” the number of bits allowed for the fraction
plus 1 (p = 24 in single precision and p = 53 in double) as in Figure 1. There
is one bit less in the fraction as the implicit one (see next subsection) is added
when the float is really computed. We denote N the number of bits allowed
for the unbiased exponent (N = 8 in single precision and N = 11 in double).

The IEEE-754 standard defines three types of special values:

• ±∞: they are the results of an operation such that the correct result is too
big (in magnitude) to be represented.
• ±0: both have the value 0. The sign information indicates which infinity is

the answer of the operation 1/0.
• NaN , or Not-A-Number: it is the result of an absurd or impossible operation

such as
√
−1 or 0/0 or +∞−∞. A NaN means that no value (or any value)

is acceptable as result for this operation.

The IEEE-754 moreover governs the way all these special values behaves when
computed on. The laws are quite reasonable: if one operand is a NaN , the
result is a NaN , infinities behave as mathematical infinities. . .

2.2 Interpretation

These vectors of bits must be understood as either real values or special values.
We take a machine float f composed of its sign s, its unbiased exponent e and
its fraction f . It belongs to a format as defined above (N bits for the unbiased
exponent and p − 1 for the fraction). As the values of the vectors of bits are
positive and as we want to get positive or negative exponent, the vector of
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bits must be biased and the bias is B = 2N−1 − 1.

We denote by 1•f (resp. 0•f) the value of the fixed-point number 1.b1b2 . . . bp−1

(resp. 0.b1b2 . . . bp−1) that is to say 1 +
∑p−1
i=1 bi2

−i (resp.
∑p−1
i=1 bi2

−i).

Depending on the values of e and f , the following table describes the inter-
pretation of machine floats. It adds the way such numbers are called.

Unbiased exponent Fraction Value Type

e = 2N − 1 f 6= 0 NaN Not-a-Number

e = 2N − 1 f = 0 (−1)s∞ Infinity

0 < e < 2N − 1 (−1)s × 2e−B × (1 • f) Normal

e = 0 f 6= 0 (−1)s × 21−B × (0 • f) Subnormal

e = 0 f = 0 (−1)s0 Zero

For a normal float of unbiased exponent e, the biased exponent is e − B, so
that the biased exponent range is nearly symmetrical: between 1−B = −2N−1

and B = 2N−1−1. The biased exponent of subnormal floats is 1−B in order to
compensate the 0•f instead of 1•f : there is therefore equal distance between
floats both between subnormal and between the smallest positive normal float
and its successor.

The IEEE-754 standard also sets many other things, including rounding modes
(see Section 4), conversions, exceptions and flags.

3 Our high-level formalization of floats: pairs

This formalization is presented in [10] for Coq developments. It takes ad-
vantage of the easiness to manipulate integers with Coq, unlike rationals.
Floating-point numbers are here pairs of signed integers (n, e) and are of type
float in Coq. As we use both a signed mantissa and a signed exponent, we
do not have the complexity of either the sign bit or the bias.

We then define a coercion that transforms a pair into the corresponding real
value:

(n, e) ↪→ n× βe ∈ R
where β is the radix of the floating-point system. We note =R the equality of
the real values, that is to say after coercion.

The minimal exponent is denoted by −emin and we do not consider an upper
bound on the exponent. Unsigned mantissas are supposed to fit in p bits. A
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pair (n, e) is therefore called bounded (Fbounded property) if |n| < βp and
e ≥ −emin. A bound B is defined as both p and emin.

This definition allows possibly many pairs to share the same real value. For
example using radix 2, the floats (8, 0), (4, 1) and (1, 3) all represent the real
value 8. We call normal a bounded pair such that β · |n| ≥ βp and subnormal a
bounded pair such that β · |n| < βp and e = −emin. We then easily prove that
any bounded pair is equivalent (has the same real value) to a unique canonical
pair, either normal or subnormal.

These many representations are sometimes a pain: we lose for example the in-
tuitive uniqueness of the pair corresponding to a value. Anyway, we could work
with canonical pairs only and this allows the usual behavior of machine floats.
But these multiple representation permit new theorems: L. Théry proved the
correctness of an algorithm using two pairs f and g under the assumption that
ef ≤ eg. It means that the algorithm is correct if the canonical representations
of f and g have this property. It also means that the algorithm is correct if
there exist two pairs representing f and g having this property. This is a much
stronger result: f = (5, 3) and g = (1, 3) fulfill ef ≤ eg but their canonical
representations do not.

4 Rounding

As many floats may represent the same value, rounding is not defined as a
function, but as a relation. A rounding is a relation between a real and a
float (given a radix and a format), this rounding property tells that the float
is a possible rounding of the real. This can be misleading as we are used to
state “let u be the rounding to the nearest of x+ y”. We cannot make people
state “let u be one of the possible roundings to the nearest of x + y”. We
therefore decide to define rounding functions. They are also useful as we are
able to name the result of an operation: for a given property P , we can express
something like P (5(r)) instead of ∀u : float, 5(r, u)→ P (u).

We base these definitions on the fact that R is an Archimedean field, meaning
that there exists a function called up from the reals R to the signed integers
Z such that: ∀r ∈ R, up(r) > r and up(r) − r ≤ 1. We then define b c as
brc = up(r)− 1. We then have that brc ≤ r < brc+ 1, we then get some kind
of integer rounding down.

Let F be the first normal positive float. More precisely, F only depends on the
format: F = (βp−1,−emin) =R β

p−1−emin . We then define the rounding down
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of a positive real as

5p(r) =











(br × β−ec , e) if r ≥ F, with e =
⌊

ln(r)
ln(β)

+ 1− p
⌋

(br × βeminc ,−emin) if r < F.

We then prove that, for all r ≥ 0, 5p(r) is a canonic float (normal in the first
case and subnormal in the second case), and is a rounding down of r.

Given these facts, the roundings up and down on any float were easy to define
and prove. First, the rounding up of a positive real is:

4p(r) =











5p(r) if r =R 5p(r)

5p(r)
+ if not.

where, for any bounded float f , the float f+ is the successor of f , i.e. the
smallest bounded float strictly greater than f . There is no definition problem
as we have no overflow: all floats have a successor and all reals have a bounded
rounding.

5(r) =











5p(r) if r ≥ 0

−4p (−r) if not.
4 (r) =











4p(r) if r ≥ 0

−5p (−r) if not.

For any real r, the float 4(r) (resp. 5(r)) is canonical and a rounding up
(resp. down) of r.

For the rounding to the nearest, there are many available choices: when the
two floats bracketing the real are at equal distance, both are correct roundings
to the nearest. But the IEEE-754 standard defines an even rounding to the
nearest, meaning that when this case occurs, the float with the even mantissa
must be returned. We define two roundings to the nearest: the first one is the
rounding to the nearest up (when the case occurs, the biggest float is returned)
and the second is the even rounding. The rounding to the nearest up is defined
in the 754R revision of the IEEE-754 standard.

◦up(r) =











4(r) if |4(r)− r| ≤ |5(r)− r|
5(r) if not.
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◦even(r) =







































5(r) if |5(r)− r| < |4(r)− r|
5(r) if |5(r)− r| = |4(r)− r|

and the mantissa of 5 (r) is even

4(r) in the other cases.

This last function is correct because, if 5(r) and 4(r) are different, then
4(r) = 5(r)+ and if one has an even mantissa, the other has an odd mantissa.
From this fact and the preceding ones, we prove that the results of the last
two functions are canonical floats, and that, for all real values r, ◦up(r) is a
rounding to the nearest of r and ◦even(r) is the rounding to the nearest even
of r.

One may wonder how constructive are these rounding functions. The answer is
that they are as constructive as the real numbers are. As we use the standard
real numbers (R) of Coq which are axiomatized [20], we cannot really touch or
use these real numbers and their values are not computable. The constructive-
ness of our functions is directly linked to the constructiveness of the set used
for R. In all our other developments, we did not use any special properties of
R except the fact that it is an ordered field. We here need the Archimedean
property, which is an axiom of the standard real numbers of Coq. We could
have used a constructive set for R as in [12] but we prefer to use the standard
library to make our development compatible.

5 Definitions: IEEE floats and associated functions

5.1 Basic type

Unlike the preceding sections, we set the radix to 2 from now on. To define the
IEEE floats in Coq, we rely on the Bvector definitions of the Coq standard
library done by J. Duprat. We denote by v a vector of bits and val(v) the
integer value corresponding to the vector of bits. This value is obtained using
the Coq function binary value.

A format is defined as two integers, the p and the N of the Section 2, that is
to say the number of bits allowed for the fraction plus 1 and the number of
bits allowed for the unbiased exponent. The IEEE floats are then composed
of a sign, a fraction of length p− 1 and a unbiased exponent of length N . We
then describe the various functions on this type. Some of them are described
in Figure 2. We assume from now on that p ≥ 2 and N ≥ 1.
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float

IEEE Float

RFloat To IEEE

IEEE To R

FtoRradix

Fig. 2. Pairs/IEEE floats/Real numbers Diagram

5.2 From IEEE Floats to real numbers

We recall that the bias defined by the IEEE-754 standard is B = 2N−1 − 1.
We also use p − 1 as the bias corresponding to the fact that the mantissas
of our pairs are integers and not fixed-point numbers as in the standard.
This transformation was done by multiplying the IEEE mantissa b • f =
b.b1b2 . . . bp−1 by 2p−1. Let us consider an IEEE float x denoted by (s,m, e)
where s is the sign, m the fraction of size p− 1 and e the unbiased exponent
of size N .

An IEEE float is normal if his unbiased exponent is neither zero, nor the
maximum exponent 2N − 1. If x is normal, then its real value is

(

2p−1 + val(m)
)

2val(e)−B−p+1

if s is false and the opposite of this value if s is true.

An IEEE float is subnormal is his unbiased exponent is zero. If x is subnormal,
then its real value is

(val(m)) 22−B−p

if s is false and the opposite of this value if s is true.

We can then define IEEE To R as a function from IEEE Float to R. If the
exponent is zero, we compute the value in the subnormal case. If not, we
compute in the normal case. But if the exponent is the maximal value, the
theoretic value of the float is either NaN or ±∞ and no value of R can
represent it. We decide to construct a function that works only on a part
(normal and subnormal) of the possible inputs, but that returns a real. Note
that +0 and −0 are associated to the same real value 0.
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5.3 From pairs to IEEE floats

The definitions of Section 5.1 exactly correspond to IEEE-754 standard. We
then have to write a function Float To IEEE transforming our pairs into IEEE
floats. We use the function Z to binary that transforms an integer into a
binary vector of given size representing it. Of course, this function gives a
correct answer only if the integer is positive and not too big. We note z` the
result of Z to binary on the integer z using a vector of size `.

Let f be a pair (nf , ef ). Let f̃ = (nf̃ , ef̃ ) be the canonical pair associated with
f . The values of the parts of the IEEE float corresponding to f are given in
the following table.

f̃ is we have sign unbiased exponent fraction

normal nf > 0 false ef̃ + B + p− 1
N

nf̃ − 2p−1 p−1

normal nf < 0 true ef̃ + B + p− 1
N

2p−1 − nf̃
p−1

subnormal nf ≥ 0 false 0
N

nf̃
p−1

subnormal nf < 0 true 0
N −nf̃

p−1

This function always returns +0 when the pair has the value zero. As there is
only one null pair, there is no way to get a −0.

5.4 From IEEE floats to pairs

In a symmetrical way, we define a function that transforms a IEEE float x
into a pair. Let x = (s,m, e). The following table describe the different cases
of IEEE To Float:

s val(e) mantissa exponent

false 0 val(m) 2− B − p
true 0 −val(m) 2− B − p
false 6= 0 2p−1 + val(m) val(e)− B − p+ 1

true 6= 0 −2p−1 − val(m) val(e)− B − p+ 1
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6 Results

6.1 Allowed pairs

We cannot allow any pair to be handled. To be transformable into IEEE floats,
the pairs must correspond to machine floats that fit into the floating-point
format. It means that the mantissa and the exponent must be in given integer
intervals. For an easier use and to increase compatibility with our library,
we define this using the very used property Fbounded on pairs described in
Section 3. We then define the bound B as (p, emin) where p is the precision of
the machine floating-point format and

emin = B + p− 2.

The smallest positive float is indeed 2−emin and is also the machine float with
an unbiased exponent worth 0 and a mantissa with all zeros except the last
bit which is worth 1. This subnormal float is worth 21−B0•0 · · · 1 = 21−B21−p.

This is not enough as the exponent must have an upper bound. We therefore
define the property InDomain on a pair f as:

f is bounded by B ∧ ef̃ ≤ B − p+ 1 = 2N−1 − p

where f̃ is the unique canonical pair associated with f . In fact, this property
on the pair f does not bound the exponent of f , but of f̃ . This the the loosest
requirement as we have already proved that the canonical pair has the lowest
exponent possible, as far as equivalent bounded pairs are concerned.

This statement is equivalent to |f | ≤ Maxfloat with Maxfloat being the biggest
machine floating fitting in the format: Maxfloat = (2p− 1, B− p+ 1). But the
chosen statement is more easy to use afterwards.

6.2 Function

To prove that Float To IEEE is a function, considering the equivalence prop-
erty =R, we prove that, if f and g are two pairs sharing the same real value,
then they share the same IEEE representation. We prove that in the theorem
Float To IEEE fn, assuming that f and g are in the domain.
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6.3 Same real value

We here want to prove that the diagram of Figure 2 commutes. It means that,
given a pair, its real value is the same as if it was first transformed into an
IEEE float and then valued.

The main theorem (float equals IEEE) states that, if a pair f has the above
InDomain property, then the diagram commutes, i.e.

FtoRradix(f) = IEEE To R(Float To IEEE(f)).

6.4 Bijection

To prove that the function Float To IEEE is a bijection, we define its inverse
IEEE To Float and prove that the diagram of Figure 3 commutes.

IEEE To Float

IEEE Float

Float To IEEE

float

Fig. 3. Pairs/IEEE floats Diagram

We first prove that the result of IEEE To Float is always a bounded float.
We then want to prove that, for any IEEE float, if we apply successively
IEEE To Float and Float To IEEE to it, we come back to the initial IEEE
float. Unfortunately, this is not true for one float: −0 (the IEEE float where
the sign is worth 1, the fraction and the unbiased exponent are worth 0).
This float is indeed transformed into a pair worth zero, which is transformed
into the +0 IEEE Float. Except this one, all the other IEEE floats are left
untouched, as stated in the IEEE To Float To IEEE theorem:

x 6= −0 ⇒ Float To IEEE(IEEE To Float(x)) = x.

On the other hand, given a pair f that is in the domain (has the InDomain

above property), if we apply Float To IEEE and IEEE To Float to it, we get
nearly f : we get the canonical representation associated to f (note that this
is Leibniz’s equality, not an equality over R):

IEEE To Float(Float To IEEE(f)) = f̃ .
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7 Conclusion

Getting those two formalizations in one system is interesting as we can mix
them: a natural extension of this bit-level representation is the way the pro-
cessors round their results: this is a 1978 result by Coonen [9]. For the usual
operations (+, −, ∗, /, √ ), 3 bits are enough to guarantee the correct round-

ing: those bits are called GRS (guard-round-sticky). The certification of this
process can only be done using a bit-level representation as those bits do not
correspond to an increase in the precision for the sticky bit, but to something
more complicated. The high-level certification is more useful to guarantee that
a real value is rounded to a given float as the definitions are easy to read. A
bit-level definition of roundings is very error-prone compared to a high-level
one. Mixing the two representations allows us to express high-level properties
of bit-level algorithms.

The obtained results show the equivalence between the floats as defined by the
IEEE-754 standard and a subset of the floats used in our formalization. But
this equivalence requires that the floats are bounded by a precise bound B, but
also that they have an upper bound on the exponent. Our developments do
not consider this case, because it leads to Overflow and exceptional behaviors
(creation of NaN , traps. . . ). We do not handle those behaviors yet and they
can easily be detected a posteriori: this is usually not an expected behavior
and we will probably have to check that these exceptions do not occur and
hardly that the result is a NaN or an infinite. This also means increasing the
number of uninteresting hypotheses of any lemma.

Even so, proofs are rather long and tedious as each case (normal/subnormal,
positive,negative) is to be studied to get inequalities needed to prove that the
values put in the vectors actually fit in it and are the good ones: this work is
about 2400 lines of Coq long of which about 200 lines are for the formalizations.
Moreover, proofs of computations on real values, coercions and casts between
Peano integers (N, nat), signed integers (Z, Z) and real numbers (R, R) lack
automation [5]. Difficulties were softened by the use of graphical interfaces,
namely Pcoq [1] and ProofGeneral [2].

We are getting closer to formalize the IEEE-754 standard in its whole. We
lack the special values: NaN and ±∞, but also −0 that we will probably
encode as a special value. We are working on a nice and complete way to
handle exceptions and traps as required by the IEEE-754 standard. There are
in the standard five exceptions defined: Invalid, Division by zero, Overflow,
Underflow and Inexact. Any computation that signals an exception can call
a trap: the program that has signaled the exception is stopped and another
function (possibly user-defined) is executed before the initial program could
be restarted. This mechanism requires that any program using floating-point
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computations may be stopped any time and that the execution flow may be
redirected any time. This means that a computation is not only a function
taking the operation, the operands and the rounding mode. It also takes and
returns the exceptions signaled and may execute a given or user-defined func-
tion depending on the exception(s) signaled.

A natural extension is the formalization of the IEEE-854 standard [7], as
this standard defines the floating-point arithmetic with any radix (in fact,
only radix-2 and radix-10). It may seem strange, as our initial formalization
is radix-independent, to define IEEE floats only with radix 2. This choice is
based firstly on the fact that we want to come as near as possible to the
IEEE-754 standard and the real hardware floats, which means the radix is
2. More, we want to use only types defined by the Coq standard library and
only vectors of bits are available, namely the Bvector library of J. Duprat.
There is no general vector of bits type with digits between 0 and β−1 (or even
more general). This is probably due to the fact that general-radix applications
are very few (except when the radix is 2n [21] that is equivalent to groups of
digits) and not hardware-implemented.
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Automata, Borel functions and real numbers

in Pisot base
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Abstract

This note is about functions f : Aω → Bω whose graph is recognized by a Büchi
finite automaton on the product alphabet A×B. These functions are Baire class 2
in the Baire hierarchy of Borel functions and it is decidable whether such fonction
are continuous or not. In 1920 W. Sierpinski showed that a function f : R → R

is Baire class 1 if and only if both the overgraph and the undergraph of f are Fσ.
We show that such characterization is also true for functions on infinite words if
we replace the real ordering by the lexicographical ordering on Bω. From this we
deduce that it is decidable whether such fonction are of Baire class 1 or not. We
extend this result to reals functions definable by automata in Pisot base.

Key words: Borel set, Borel function, automata, sequential machine.

1 Introduction

Very often in computer arithmetic a carry propagates from right to left. In
[5,16] on-line algorithms are proposed to compute arithmetic expressions from
left to right. In general, on-the-fly algorithm process data in a serial manner
from the most significant to the least significant digit. These algorithms how-
ever use several registers, each of them representing a correct prefix of the
result, corresponding to an assumed value of the carry. In [5,16] is presented
a theoretical framework which allows to easily obtain on the fly algorithms
whenever it is possible. C. Frougny [11] shows that a function is computable
on the fly if and only if it is computable by a right subsequential finite state
machine. The idea to read from left to right in a right subsequential finite
state machine suggests non determinism. Moreover, working on infinite words

Email addresses: cagnard@univ-corse.fr (B. Cagnard),
simonnet@univ-corse.fr (P. Simonnet).

Real Numbers and Computers’6, 37–54 Nov 15-17, 2004, Dagstuhl, Germany



rather than finite words suggests discontinuity. A natural hierarchy exists on
discontinuous Borel functions, the Baire classes of functions. The function f
belongs to class 0 if it is continuous. The function f belongs to class 1 if it
is the pointwiselimit of a sequence of functions of class 0. The function f be-
longs to class 2 if it is the pointwiselimit of a sequence of functions of class 1,
and so on. The present work concerns functions f : Aω → Bω whose graph is
recognized by a Büchi finite automaton on the product alphabet A×B from a
topological point of view. Topology and automata on infinite word have been
heavily studied. It is easy to see that our functions are of Baire class 2, we
prove that we can decide if they are of Baire class 1. We also prove this same
result by interpreting these functions in a Pisot base manner. This extend the
applicability of our result to the domain of real numbers. Our proof uses an
old result of Sierpinski on Baire class 1 functions and decidability results of
Landweber. The set of points of continuity of a function f on an infinite word
is always a countable intersection of open sets which is dense whenever f is of
Baire class 1. We expect that our approach will shed new light on the discus-
sion in the field of on-the-fly algorithms. For this reason we present a detailled
study of the Booth canonical recoding on infinite word. This function is an
example of a discontinuous first class function.

The paper is organized as follows. First in sections 2, 3, 4 we present some
necessary definitions and properties from automata theory and descriptive
set theory. In section 5 we prove our decidability result on infinite words.
In section 6 we study the Booth canonical recoding. In section 7 we prove
our decidability result in the case where our functions define functions on
real numbers in Pisot base. In the conclusion we advance our impressions on
the asynchronuous case, that is to say the case of functions whose graph is
recognized by Büchi automaton which transitions are labeled by couples of
words (u, v) ∈ A∗ × B∗ instead of couples of letters (a, b) ∈ A× B.

2 Infinite words on a finite alphabet

We note ω the set of natural numbers. Let A be a finite alphabet and <
a linear order on A. All alphabets that we consider will have at least two
letters. We denote a the smallest element (first letter) of A and z the greatest
element. A finite word u on the alphabet A is a finite sequence of elements of
A : u = u(0)u(1)...u(n) where all the u(i)’s are in A. The set of finite words on
A will be denoted A∗. The length (number of letters) of a word u will be noted
|u|. A particular word is the empty word ε, |ε| = 0. The set A+ is A∗ − {ε}.
With concatenation, A∗ is a monoid with unit element ε. There is a natural
order on A∗ : the lexicographical ordering, still denoted by <.

Lemma 2.1 Let n be in ω, we note An the set of words u ∈ A∗ with |u| = n.
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(i) For all n ∈ ω − {0}, every word u ∈ An different of an have an immediate
predecessor in An noted u, for the lexicographical ordering.
(ii) For all n ∈ ω−{0}, every word u ∈ An different of zn have an immediate
successor in An noted u for the lexicographical ordering.

Proof: By induction on n the length of u. If u = vl with v ∈ An−1 and l ∈ A
then :
if l 6= a or z : u = v(l − 1) and u = v(l + 1),
if l = a : u = vz and u = v(a+ 1),
if l = z : u = v(z − 1) and u = va. ¤

An infinite word α on the alphabet A is an infinite sequence of elements of
A : α = α(0)α(1)...α(n).... The set of infinite words on the alphabet A will
be noted Aω. We note α[n] the finite word formed with the n first letters of
the infinite word α, α[0] = ε, α[1] = α(0). The set Aω, viewed as a product of
infinitely many copies of A with the discrete topology, is a metrizable space.
It is equipped with the usual distance d defined as follows. Let α, β ∈ Aω,

d(α, β) = 1/2n with n = min{i ∈ ω | α(i) 6= β(i)} if α 6= β

d(α, β) = 0 if α = β

The collection (uAω)u∈A∗ is a basis of clopen sets for this topology. Recall that
(Aω, d) is a compact metric space. The set Aω is ordered by the lexicographical
ordering <.

3 Automata on infinite words

For all this section, one can see [19].

Definition 3.1 A Büchi (nondeterministic) automaton A is a 5-tuple : A =<
A,Q, I, T, F >, where A is a finite alphabet, Q is a finite set of states, I ⊂ Q
is the set of initial states, T ⊂ Q×A×Q is the set of transitions and F ⊂ Q
the set of final states.
An infinite word α ∈ Aω is recognized by A if there is β ∈ Qω so that:
β(0) ∈ I, ∀ n ∈ ω, (β(n), α(n), β(n+ 1)) ∈ T and there exists infinitely many
n’s so that β(n) ∈ F .
The set of words recognized by a Büchi automaton A is noted Lω(A).

Let us denote by P(Q) the power set of Q. Notice that T can be viewed as a
partial function δ : Q×A→ P(Q) where δ(p, a) = {q ∈ Q | (p, a, q) ∈ T}. By
defining δ(p, ub) =

⋃

q∈δ(p,u) δ(q, b) and δ(p, ε) = {p}, δ can be extended to a
partial function δ : Q× A∗ → P(Q).
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A path c of label α in A is an infinite word c = c(0)c(1)...c(n)... ∈ (Q×A×Q)ω

so that ∀n ∈ ω, c(n) is of the form (β(n), α(n), β(n + 1)) with β(0) ∈ I and
c(n) ∈ T .

c = β0
α0−→ β1

α1−→ β2
α2−→ . . .

Let us note Infinity(c) the set of states which appears infinitely many times
in c. A path c of label α is successful if the word α is recognized by A, it
means that Infinity(c)

⋂
T 6= ∅.

An automaton is called deterministic if it has an unique initial state and for
each state p and each letter a there exists at most one transition (p, a, q) ∈ T .
In this case the partial transition function δ can be can be viewed as δ :
Q × A → Q. For all infinite word α there exist, then, at most one path c of
label α.

Example 1 Let A be the Büchi automaton on alphabet A = {0, 1}×{0, 1}, with
states Q = {1, 2, 3, 4, 5}, initial states I = {1, 3, 4}, final states F = {1, 3, 5}
and transitions

T = {(1, (0, 0), 1), (1, (1, 1), 2), (2, (0, 0), 1), (2, (1, 1), 2),

(3, (1, 1), 3), (4, (0, 0), 4), (4, (1, 1), 4), (4, (0, 1), 5), (5, (1, 0), 5)}

The graphical representation of A is given in Figure 1, the initial (resp. fi-
nal) states are represented using an ingoing (resp. outgoing) unlabeled arrow
. This automaton recognizes the graph of the function S : {0, 1}ω → {0, 1}ω

defined by S(α) = α if α has an infinite number of zeroes, S(1ω) = 1ω and
for all u ∈ {0, 1}∗ S(u01ω) = u10ω. Let µ2 : {0, 1}ω −→ [0, 1] defined by

µ2(α) =
∑∞
i=0

α(i)
2i+1 . One can easily verify that for all α ∈ {0, 1}ω, S(α) is the

maximum lexicographic of the binary representations of µ2(α). S is known as
normalization in base 2.

Definition 3.2 A Muller automaton A is a 5-tuple : A =< A,Q, I, T,F >,
where A is a finite alphabet, Q is a finite set of states, I ⊂ Q is the set of initial
states, T ⊂ Q×A×Q is the set of transitions and F ⊂ P(Q). The difference
between Büchi automata and Muller automata is the acceptance condition.
An infinite word α ∈ Aω is recognized by A if there is an infinite path c of
label α so that Infinity(c) ∈ F . A deterministic Muller automaton is defined
as in the case of deterministic Büchi automata.

Consider the following logical language : the set V of the variables, its elements
noted by x, y, z... , a constant symbol 0 and a unary fonction s (as successor).
We define the set of the terms T by :

i) A variable is a term.
ii) 0 is a term.
iii) if t ∈ T then s(t) ∈ T .
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Figure 1. Normalization in base 2

Let P (as parts) another set of variables, this variables are noted X , Y , Z...
and two binary predicates =, ∈. The atomic formulae are of the form t = t′

with (t, t′) ∈ T 2 or t ∈ X with t ∈ T and X ∈ P .

Definition 3.3 A formula of S1S is defined as following :

i) An atomic formula is in S1S.
ii) If φ ∈ S1S then ¬φ, ∀xφ, ∃xφ, ∀Xφ, ∃Xφ are in S1S, with x ∈ V,
X ∈ P

iii) If φ and ψ are in S1S then φ ∧ ψ, φ ∨ ψ, φ⇒ ψ, φ⇔ ψ are in S1S.

The interpretation of these formulae is the following : the variables of V are
interpreted as natural numbers, the symbol 0 as 0 ∈ ω, the symbol s as the
successor function in ω, the variables of P as subsets of ω and the predicates
symbols as = and ∈ in ω. If each integer is assimilated to a singleton and each
subset of ω to an infinite word on the {0, 1} alphabet, then a S1S formula
φ(X1,X2, ...,Xn), with X1,X2, ...,Xn free variables defines the ω-language Lφ ⊂
2N × . . . 2N
︸ ︷︷ ︸

n

of the n-tuple of characteristic words satisfying φ.

An ω-language L is said definable in S1S if there exists a formula φ in S1S
so that L = Lφ.

Recall the following result :

Theorem 3.4 for all ω-language L, the following assertions are equivalent :

i) L =
⋃

1≤i≤nAiB
ω
i with Ai, Bi rational sets of finite words.
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ii) L = Lω(A) with A nondeterministic Büchi automaton.
iii) L = Lω(A) with A deterministic Muller automaton.
iv) L is definable in S1S.

We call Rec(Aω) the family of such languages.

4 Borel hierarchy

For all this section, one can see [15,19]. Borel sets of a topological space X
are the sets obtained from open sets using complementation and countable
unions. When X is metrizable we can define the hierarchy of Borel sets of
finite rank :

Definition 4.1 Let X be a metrizable space, for n ∈ ω − {0}, we define by
induction the classes Σ0

n(X), Π0
n(X) and ∆0

n(X) :
Σ0

1(X) = G(X) the class of open sets of X
Π0
n(X) = {A∨ | A ∈ Σ0

n(X)}, where A∨ refers to the complement of A.
Σ0
n+1(X) = {∪mAm | Am ∈ Π0

n(X),m ∈ ω}
∆0

n(X) = Σ0
n(X) ∩Π0

n(X)

In particular, we have :
Π0

1 is the class of closed sets.
Σ0

2 = Fσ is the class of countable unions of closed sets.
Π0

2 = Gδ is the class of countable intersections of open sets.

One can prove that : Σ0
n ∪Π0

n ⊂∆0
n+1.

This gives us the following picture where any class is contained in every class
to the right of it :

Σ0
1 Σ0

2 Σ0
3 Σ0

n

∆0
1 ∆0

2 ∆0
3 . . . ∆n . . .

Π0
1 Π0

2 Π0
3 Π0

n

The Borel hierarchy is also defined for transfinite levels [15], but we shall not
need them in the present study.
For all n ∈ ω the classes Σ0

n(X), Π0
n(X), ∆0

n(X) are closed by finite union
and intersection, moreover Σ0

n(X) is closed by countable union, Π0
n(X) closed

by countable intersection and ∆0
n(X) closed by complement.

When X is an uncountable metric complete space, the Borel hierarchy is strict.
In what follows X will be Aω or [a, b] with a and b real numbers.
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Definition 4.2 The definition of Baire classes for functions is recursive.
Let X, Y be metrizable spaces and a function f : X → Y .

i) f is Baire class 0 if f is continuous.
ii) ∀n ∈ ω, f is Baire class (n + 1) if f is the pointwise limit of a sequence

of Baire class n functions.

The Lebesgue, Hausdorff, Banach theorem make the connexion with the Borel
hierarchy, see [15] :

Theorem 4.3 Let X, Y be metrizable spaces with Y separable. Then for all
n ≥ 2, f : X → Y is Baire class n iff for all open V ∈ Y , f−1(V ) ∈ Σ0

n+1(X).

Remark 1 Note that this result hold for n = 1 if in addition X is separable
and either X = Aω or else Y = R.

Denote cont(f) the set of points of continuity of f . We have the classical
following proposition, see [15] :

Proposition 4.4 Let X, Y , be metrizable spaces and f : X → Y , then
cont(f) is Gδ.

The following result due to Baire shows that Baire class 1 functions have many
continuity points, see [15] :

Theorem 4.5 Let X, Y , be metrizable spaces with Y separable and f : X →
Y be Baire class 1. Then cont(f) is a dense Gδ set.

It is well known that the graph of a continuous functions is closed. The fol-
lowing result is classical, see [8] for example.

Lemma 4.6 Let X, Y , be metrizable spaces with Y compact and f : X → Y .
f is continuous iff its graph is closed.

Lemma 4.7 Let X, Y , be metrizable spaces with Y separable and f : X → Y .
If f is Baire class n then its graph is Π0

n+1(X).

Proof: We give the proof in the case X = Aω, Y = Bω. First notice that if
f(α) = β then ∀u ∈ B∗, (β ∈ uBω ⇒ f(α) ∈ uBω) and if f(α) 6= β then
∃u ∈ B∗ such that β ∈ uBω and f(α) /∈ uBω. Thus :

(α, β) ∈ graph(f)⇔ f(α) = β ⇔ [∀u ∈ Y ∗(β ∈ uBω ⇒ f(α) ∈ uBω)]

As f is Baire class n, {α ∈ Aω|f(α) ∈ uBω} is in ∆0
n+1(Aω) and

{β ∈ Bω|β ∈ uBω} is in ∆0
1(Bω). Thus for all fixed u ∈ B∗,

{(α, β) ∈ Aω × Bω | (β ∈ uBω ⇒ f(α) ∈ uBω)} is in ∆0
n+1(Aω × Bω) and

{(α, β) ∈ Aω×Bω | ∀u ∈ B∗(β ∈ uBω ⇒ f(α) ∈ uBω)} is in Π0
n+1(Aω×Bω).
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5 We can decide if a function definable in S1S is Baire class 1

Definition 5.1 Let A, B be finite alphabets a function f : Aω → Bω is defin-
able in S1S if its graph is defined by a formula in S1S.

Thanks to Theorem 3.4 f : Aω → Bω is definable in S1S if its graph is
recognized by a Büchi automaton on the product alphabet A× B.

Recall that f is Baire class n if f−1(U) ∈ Σ0
n+1 for every open set U ∈ Bω. As

(uBω)u∈B∗ is a basis of clopen sets, this condition is equivalent to :

∀u ∈ B∗, f−1(uBω) ∈∆0
n+1 (1)

It is easy to see that sets recognizable by Muller automata are ∆0
3, in fact

they are boolean combination of Σ0
2.

Proposition 5.2 Let A, B be finite alphabets and f : Aω → Bω be a function
definable in S1S. Then f is Baire class 2.

Proof: We need only to remark that if U is recognizable by a Muller automa-
ton then f−1(U) is recognizable. ¤

At last, let us recall a result of Landweber [14] :

Proposition 5.3 If L ∈ Rec(Aω) and Π0
2 then L is recognizable by a deter-

ministic Büchi automaton.
Moreover one can decide for L ∈ Rec(Aω) if it is Σ0

i (resp. Π0
i ) for i = 1, 2.

Let f be definable in S1S, it is easy to see that cont(f) is still definable in
S1S. So by propositions 4.6 and 5.3 cont(f) is recognizable by a deterministic
Büchi automaton. Moreover if it is Baire class 1 then by proposition 4.7 its
graph is recognizable by a deterministic Büchi automaton.

Definition 5.4 Let f : Aω → Bω be a function where Bω is lexicographically
ordered. The overgraph and the undergraph of f are respectively :

G ↑ (f) = {(α, β) ∈ Aω × Bω | f(α) < β} (2)

G ↓ (f) = {(α, β) ∈ Aω × Bω | f(α) > β} (3)
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W. Sierpinski [24] has shown that a function f : R → R is Baire class 1 if
and only if the overgraph and the undergraph of f are Fσ. We show that this
characterization is also true for functions on infinite words if we replace the
real ordering by the lexicographical ordering on Bω.

Proposition 5.5 Let A and B be two finite alphabets, then f : Aω → Bω is
Baire class 1 iff the overgraph and the undergraph of f are in Fσ.

Proof:

(⇒)
Let (α, β) ∈ Aω ×Bω. The word f(α) is lexicographically less than β iff there
exists n ∈ ω such that f(α)[n] = β[n], i.e., they have the same prefix of length
n, and f(α)(n) < β(n). Let u = f(α)[n+ 1] ∈ B+, then f(α) ∈ uBω. So :

G ↑ (f) =
⋃

u∈B+

(f−1(uBω)×
⋃

v>u,|v|=|u|
vBω)

As Fσ is closed by countable unions then the overgraph of f is Fσ.
(⇐)
Let u ∈ B+, we denote by a the minimum and z the maximum of B.
We first consider the case where u is not of the form an or zn . We have :

β ∈ uBω ⇔ β > uzω and β < uaω

α ∈ f−1(uBω)⇔ f(α) > uzω and f(α) < uaω

Then f−1(uBω) = {α ∈ Bω | f(α) > uzω}
⋂
{α ∈ Bω | f(α) < uaω}

But {α ∈ Bω; f(α) > uzω} (respectively {α ∈ Bω | f(α) < uaω}) is Fσ as
section of the undergraph (respectively overgraph ) of f and this proves the
result.
In the case where u = an, the proof is the same with f−1(uBω) = {α ∈
Bω | f(α) < uaω}. And for u = zn, f−1(uBω) = {α ∈ Bω | f(α) > uzω} ¤

Remark 2 Note that the notion of Baire class 1 is purely topological so it is in-
dependant of the order on B. So to be Fσ for the overgraph and the undergraph
is independent of the choice of the order on B.

Theorem 5.6 We can decide if a function f : Aω → Bω so that
Graph(f) = {(α, β) ∈ Aω ×Bω | f(α) = β} is definable in S1S is Baire class
1.

Proof: Fix an order on B. The lexicographical ordering on Bω is definable in
S1S. We have:

(α, β) ∈ G ↓ (f)⇔ ∃γ ∈ Bω ((α, γ) ∈ Graph(f) ∧ β < γ)
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Then the overgraph and the undergraph of f are definable in S1S. Using
proposition 5.3, we can decide if f is Baire class 1. ¤

6 An example of non continuous Baire class 1 function : the canon-

ical Booth function

In [11], C. Frougny shows that a function can be computed on-the-fly iff it
is a right subsequential function. She gives as example the Booth canonical
recoding, see also [18] for applications to multiplication. In this section, we
extend the Booth canonical recoding on infinite words, prove that it is a non
continuous Baire class 1 function and give its set of continuity points.

We recall the definition of a right subsequential function.

Definition 6.1 A right subsequential machine with input alphabet A and out-
put alphabet B, M = (Q,A × B∗, T, i, s) is a directed graph labeled by el-
ements of A × B∗ where Q is the set of states, i ∈ Q is the initial state,
T ∈ Q × (A × B∗) × Q is the set of labeled transitions and s : Q → B∗ is
the terminal function. The machine must satisfy the following property : it is

input deterministic, i.e., if p
a/u
−−→ q and p

a/v
−−→ r, then q = r and u = v. A

word u = a0...an ∈ A
∗ has v ∈ B∗ for image by M if there exists a path in M

starting in the initial state i

i
an/vn
−−−→ q1

an−1/vn−1

−−−−−−→ . . . qn
a0/v0

−−−→ qn+1

with vi ∈ B
∗ and such that v = s(qn+1)v0...vn.

A function f : A∗ → B∗ is right subsequential if there exists a right subse-
quential machine M such that if u ∈ A∗ and v ∈ B∗, v = f(u) iff v is the
image of u by M.

On finite words, the Booth canonical recoding is the function that maps any
binary representation onto an equivalent Aviezinis one with the minimum
number of non-zero digits : ϕ : {0, 1}∗ → A∗ with A = {1, 0, 1} where 1 means
−1 [18]. It can be obtained by a least significant digit first (LSDF) algorithm
by replacing each block of the form 01n, with n ≥ 2, by 10n−11. The following
right subsequential machine realizes the Booth canonical recoding [11].

012

0/01/0

1/ε

0/01

1/01

0/ε /ε/1/1

Figure 2. Right subsequential Booth canonical recoding
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We will now extend the Booth canonical recoding on infinite words α which
α(0) = 0, ϕ : 0{0, 1}ω → Aω. First note that on finite words, the pattern
00 in the input blocks a possible carry. So for α ∈ 0{0, 1}ω if α contains an
infinity of 00 it is natural to extend Booth canonical recoding on α using the
algorithm on each finite consecutive word of α starting by 00.

Example 2 An infinite number of 00.

ϕ(01100101100010100011100...) = ϕ(011) ϕ(001011) ϕ(000111)...

= 101 010101 001001...

ϕ(0101(01010011011)ω) = ϕ(0101) (ϕ(0101) ϕ(0011011))ω

= 0101 (0101 0100101)ω

If the number of 00 in α is finite we must be careful because a carry can
come from the infinity. This case depends of the number of 11 contained in
α. If this number is finite : let n be the greatest integer such that α(n −
2)α(n − 1) = 11 (n = 0 if no 11 hold in α) then we can extend ϕ on α by
ϕ(α) = ϕ(α[n])α(n)α(n+ 1)...

Example 3 A finite number of 00 and finite number of 11.
ϕ((01)ω) = (01)ω

ϕ(01001011(0101001)ω) = 01010101(0101001)ω

At last, if in α the number of 00 is finite and the number 11 is infinite then a
carry come from the infinity and propagate up to the last 00. Let then n be
the greatest integer such that α(n − 1)α(n) = 00 (n = 0 if no 00 hold in α).
Therefore we can extend ϕ on α by ϕ(α) = ϕ(α[n])1ψ(α(n+1)α(n+2)...) with
ψ : {0, 1}ω → Aω the sequential function defined by ψ(0) = 1 and ψ(1) = 0.

Example 4 A finite number of 00 and infinite number of 11.
ϕ(01ω) = 10ω

ϕ(01100(101011)ω) = 10101(010100)ω

With this construction, we obtain a function ϕ : 0{0, 1}ω → Aω which still
maps any binary representation onto an equivalent Aviezinis one with the
minimum number of non-zero digits.
The graph of ϕ is realized by the Büchi automaton A of figure 3.

The essential difference with the finite case is that the carry can come from
the infinity and this suggest discontinuity. A block of the form 11 launch or
propagate the carry and a block the form 00 stop the carry. So have finite or
infinite number of such blocks will be important in the study of the regularity
of ϕ.
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Figure 3. Booth Büchi automata

Proposition 6.2 ϕ : 0{0, 1}ω → Aω is a non continuous Baire class 1 func-
tion.

Proof: It is easy to see ϕ as the pointwise limit of a sequence of continuous
function but it is more interesting to determine the topological complexity of
ϕ−1(V ) for V ∈ {vAω|v ∈ A∗} basis of clopen sets of Aω.

(1) Let α ∈ ϕ−1(v1Aω) with |v| = n. It means that δ(0, (α[n], v)) 6= ∅ and
⋃

q∈δ(0,(α[n],v)) δ(q, (α(n), 1)) 6= ∅. So there is two possibilities for α(n) :
α(n) is a 0 which propagates a carry (transition from the state 4 to 3 or
5 to 3) or α(n) is a 1 which releases a carry (transition from the state 4
to 3 or 5 to 3). Let I = {u ∈ {0, 1}∗| |u| = n, δ(0, (u, v))

⋂
{4, 5} 6= ∅}, I

is finite, and :

ϕ−1(v1Aω) =
⋃

u∈I
( u0(10)∗11{0, 1}ω

⋃

u1(01)∗00{0, 1}ω )

So ϕ−1(v1Aω) is open.
(2) Let α ∈ ϕ−1(v0Aω) with |v| = n. The two possibilities for α(n) are : α(n)

is a 0 which does not propagate a carry (transition from the state 1 to 1 or
2 to 1) or α(n) is a 1 which propagate a carry (transition from the state 3
to 4, 4 to 5 or 5 to 5). Let J = {u ∈ {0, 1}∗| |u| = n, δ(0, (u, v))

⋂
{1, 2} 6=

∅}, K = {u ∈ {0, 1}∗| |u| = n, δ(0, (u, v))
⋂
{3, 4, 5} 6= ∅}, J and K are

finite, and :

ϕ−1(v0Aω) =
⋃

u∈J
( u0(10)∗0{0, 1}ω

⋃

u0(10)ω )
⋃

u∈K
u1(01)∗1{0, 1}ω
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So ϕ−1(v0Aω) is a closed non open set so ϕ is not continuous.
(3) Let α ∈ ϕ−1(v1Aω) with |v| = n. The two possibilities for α(n) are : α(n)

is a 0 which stops a carry (transition from the state 1 to 3) or α(n) is a 1
which does not propagate a carry (transition from the state 1 to 2). Let
L = {u ∈ {0, 1}∗| |u| = n, δ(0, (u, v)) = {1}}, I is finite, and :

ϕ−1(v1Aω) =
⋃

u∈L
( u0(10)∗11{0, 1}ω

⋃

u1(01)∗00{0, 1}ω
⋃

u1(01)ω )

So ϕ−1(v1Aω) is a closed non open set.

Then for all open set V ∈ Aω, ϕ−1(V ) is Fσ and ϕ is Baire class 1. ¤

Consider now the continuity points of ϕ. It is easy to see that it is not continu-
ous in (01)ω : ϕ((01)ω) = (01)ω, (01)n1ω converges to (01)ω and ϕ((01)n1ω) =
1(01)n−10ω.

Proposition 6.3 The set of points of non continuity of ϕ is {u(01)ω| u ∈
0{0, 1}∗}.

Proof: The function ϕ is not continuous in α iff there exist an open set V ∈ Aω

so that α ∈ ϕ−1(V )\Int(ϕ−1(V )). In the proof of the precedent result, we have
the complete description of ϕ−1(V ) for a basis of open sets and such α are the
words of the form u(01)ω. ¤

Remark 3 Note that cont(ϕ) is quite a dense Gδ set.

Another example of function definable in S1S, Baire class 1 but not contin-
uous, is given by the normalization (example 1) in Pisot numeration systems
[12].

7 The case of the real numbers

In this section we consider a numeration system for real numbers with Pisot
base, i.e, θ is a Pisot number (like the golden mean 1+

√
5

2
) , A ⊂ Z

⋂
[0, θ] and

the function µθ defined by :

µθ : Aω → [0, 1]

α 7→ Σn≥0
α(n)
θn+1

Let us recall that µθ is a continuous surjection on [0, 1].

C. Frougny proved that M = {(α, β) ∈ Aω × Aω|µθ(α) = µθ(β)} and
N = {(α, β) ∈ Aω × Aω|µθ(α) < µθ(β)} are definable in S1S [10] see also [2].
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From now on, we consider functions f : Aω → Aω definable in S1S which are
consistent with µθ, i.e., functions f definable in S1S such that there exists F
such that the following diagram commutes :

Aω
f

−−−→ Aω

µθ




y




y
µθ

[0, 1]
F
−−−→ [0, 1]

In the case of base k, one can find historical examples of such continuous F
in the chapter XIII of S.Eilenberg [4]. In 1890 Giuseppe Peano published an
example of a continuous function

H : [0, 1] −→ [0, 1]× [0, 1]

which is surjective, the square-filling curve. We have H = (F,G) with
F : [0, 1] −→ [0, 1], G : [0, 1] −→ [0, 1]. The function F (resp G) can be
defined by a consistent function f : 9ω −→ 3ω from base 9 to base 3. The
function f is realized by a left sequential letter to letter transducer, hence f is
definable in S1S. Other examples in the same spirit can be find in the works
of Waclaw Sierpinski, Bernard Bolzano, Ludwig Scheeffer, Georg Cantor. The
reader interested in history should see the book of A. Edgar [3] and the beau-
tiful article of B. Maurey and J.P. Tacchi [17] about the devil’s staircase of
Ludwig Scheeffer. One can describe non continuous examples with f definable
in S1S and Pisot Basis. For example some historical functions of the analysis
like jumps function that we have seen in [17]. For simplify we suppose that we
have the same Pisot number in input and output. Note that if f is definable
in S1S, and if θ is a Pisot number then one can decide if f is consistent. This
can be expressed by a closed S1S formula and S1S is decidable [1]. For more
details, we refer the reader to [2].

As f is Baire class 2, the topological complexity of such F is Baire class 2. To
see this we can use the following theorem of Saint Raymond [15,22].

Theorem 7.1 Let X, Y be compact metrizable spaces, Z a separable metriz-
able space, a continuous surjection g : X → Y and a Baire class n function
f : X → Z with n ∈ ω, then there exists a Baire class 1 function s : Y → X
so that g ◦ s = IdY and f ◦ s is Baire class n.

Corollary 7.2 For f and F defined in the previous diagram, if f is Baire
classe n then F is Baire class n too.

Proof: Takes X = Aω, Y = [0, 1] and Z = Aω. By theorem 7.1 there exists a
selector s : [0, 1] → Aω so that f ◦ s is Baire class n. Then F = µθ ◦ f ◦ s is
Baire class n too. ¤
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Our aim is to extend the results of decidability to the function F .

C. Choffrut, H. Pelibossian and P. Simonnet [2] have shown that the continuity
of the function F is decidable with an algorithmic proof. We give a topological
proof of this result and then show that we can also decide if F is Baire class
1.

Proposition 7.3 Let F : [0, 1] → [0, 1] so that there exist a function f :
Aω → Aω which verifies :

(1) Graph(f) is definable in S1S.
(2) ∀α ∈ Aω : µθ(f(α)) = F (µθ(α)).

Then we can decide if F is continuous.

Proof: The function F is continuous iff its graph is closed. So let us prove
that we can decide if Graph(F ) is closed. Let µ be defined by :

µ : Aω × Aω → [0, 1]× [0, 1]

(α, β) 7→ (µθ(α), µθ(β))

Note H = µ
−1(Graph(F )) = {(α, β) ∈ Aω × Aω | F (µθ(α)) = µθ(β)} =

{(α, β) ∈ Aω×Aω | µθ(f(α)) = µθ(β)}. As θ is a Pisot number and f definable
in S1S, H is definable in S1S.
If Graph(F ) is closed, as µ is continuous, H is closed too. Conversely, if H
is closed, as Aω is compact and µ is continuous and surjective, Graph(F ) =
µ(µ−1(Graph(F ))) = µ(H) is compact. Then F is continuous iff H is closed.
The set H is recognizable by automaton so by proposition 5.3 we can decide
if F is continuous. ¤

Proposition 7.4 Let F : [0, 1] → [0, 1] such that there exists a function f :
Aω → Aω which verifies :

(1) Graph(f) is definable in S1S.
(2) ∀α ∈ Aω : µθ(f(α)) = F (µθ((α)).

Then we can decide if F is Baire class one.

Proof: For the proof we use an old result of W. Sierpinski :
a function F : R −→ R is Baire class 1 iff its overgraph and its undergraph
are Fσ [24].
Let H = µ

−1(G ↑ (F )) = {(α, β) ∈ Aω × Aω | F (µθ(α)) < µθ(β)} we have
H = {(α, β) ∈ Aω × Aω | µθ(f(α)) < µθ(β)}. As θ is a Pisot number and f
definable in S1S, H is definable in S1S.
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By the same argument as in proposition 7.3, it is easy to verify that G ↑ (F )
is Fσ iff H is Fσ. To see this note that as µ is surjective

G ↑ (F ) = µ(µ−1(G ↑ (F ))) = µ(H)

As µ is continuous if G ↑ (F ) is Fσ then H is Fσ. Conversely if H is Fσ, as
Aω × Aω is compact, then H is Kσ (countable union of compact sets) and
G ↑ (F ) = µ(H) is Kσ as a continuous image of a Kσ set.

As H is recognizable by automaton, by proposition 5.3 we can decide if F is
Baire class 1. ¤

8 Conclusion

Let us talk about the asynchronuous case. An ω-rational relation is a relation
whose graph is recognized by a Büchi automaton, and for which transitions
are labeled by couples of words (u, v) ∈ A∗ × B∗ instead of couples of letters
(a, b) ∈ A × B. They were first studied by F. Gire and M. Nivat, see [9,6,7].
Françoise Gire has shown that the problem of functionality is decidable for
an ω-rational relation. Recall that a set is analytic ( Σ1

1 in the notation of
Addison see [15]) if it is the continuous image of a Borel set. It is well known
that Borel sets are analytics sets but that there exist analytics sets which
are not Borel [15]. It is easy to see that ω-rational relations are analytic sets.
Recently O. Finkel has shown that there exist an ω-rational relation which
is not Borel [6]. From this he deduces many undecidability results [7]. It is
easy to see that an ω-rational function is of Baire class 2. Recently, C. Prieur
[20,21] has generalized the decidability of continuity to the ω-rational func-
tions. Moreover the overgraph (resp. undergraph) of an ω-rational function is
an ω-rational relation. Unfortunately O. Finkel has shown the following theo-
rem: the problem of knowing if an ω-rational relation is Σ0

i (resp. Π0
i ) for i =

1 and 2 is undecidable [7]. In addition, from O. Carton (personal communi-
cation) we have the following result: the problem of knowing if an ω-rational
function is totally discontinuous is undecidable. So we think that Baire class
1 is undecidable for the ω-rational functions.

For ending we come back on finite word. The following theorem of Elgot Mezei
[23] is well known: a rational relation which is a graph of a function f with
f(ε) = ε is the composition of a left sequential function and a right sequential
function. On infinite words the left part gives continuity, but the right part
gives function of Baire class 2. We think that there exists a right subsequential
function such that its on-the-fly extension on infinite words is not Baire class
1. Can we interpret points of continuity, as points that need only one register
in an on the fly algorithm ? Finally note that the Booth canonical recoding
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is an ω-rational relation with bounded delay, and all ω-rational relation with
bounded delay can be synchronized [9], this is what we have done.

The author would like to thank Serge Grigorieff for very hepful comments on
a preliminary version of this paper. We thank also Pierre Delfini and Alain
Hertzog for historical remarks. We would like to thank also the anonymous
referees for suggestions which greatly improved the manuscript.
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Generating formally certified bounds on

values and round-off errors
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Abstract

We present a new tool that generates bounds on the values and the round-off errors
of programs using floating point operations. The tool is based on forward error
analysis and interval arithmetic. The novelty of our tool is that it produces a formal
proof of the bounds that can be checked independently using an automatic proof
checker such as Coq and a complete model of floating point arithmetic. For the first
time ever, we can easily certify that simple numerical programs such as the ones
usually found in real time applications do not overflow and that round-off errors are
contained. Such level of quality should be compulsory on safety critical applications.
As our tool is easy to handle, it could be used for many pieces of software.

Key words: Round-off error, Overflow, Formal proof, Certification, Safety critical.

1 Introduction

Deadly and disastrous failures [14,19,9] have shown that common professional
practices do not guarantee quality of the produced software. Pen-and-paper
hand-written formal proofs are not sufficient as errors are commonly printed
[17,28] even in highly regarded publications by honored scientists in well re-
viewed and cited journals [26,10]. Results produced by interval libraries, in-
cluding for example [23,15], are also not sufficient for safety critical applica-
tions. Some hand-written pen-and-paper proofs contain errors and there is no
doubt that some highly regarded hand-written programs also contain errors

1 This material is based on work partially supported by National Aeronautics and
Space Administration, Langley Research Center under the Research Cooperative
Agreement No. NCC-1-02043 awarded to the National Institute of Aerospace.

Real Numbers and Computers’6, 55–70 Nov 15-17, 2004, Dagstuhl, Germany



even if they have been well reviewed and produced by honored scientists. In
both cases, deriving the conclusions is not sufficient and the process should be
certified by an automatic proof checker.

Such certifications by automatic proof checkers have already been used to
detect or prevent errors in algorithms and implementations [1]. Few results
however are available for computer arithmetic [20,2] and even fewer results
consider the effect of round-off errors in floating point arithmetic. Our contacts
with leading teams at Intel and NASA LaRC allow us to safely believe that at
the time we are reporting on this work, all developments that follow round-off
errors are linked to one of the authors of this report [18,4]. As certifying formal
proofs by hand can be extremely tedious and needs specialized training, only
carefully chosen applications have been developed so far.

The purpose of our work is to safely and automatically qualify the behavior
of algorithms concerning the range of all the floating point variables and all
the round-off errors. Given a description of the application, our tool generates
a formal proof of these arithmetic properties. As this work was intended for
safety critical applications, the formal proof is such that it can then be auto-
matically verified by a proof checker such as Coq [13] in order to ensure the
application will not fail due to an unexpected numerical behavior.

There might be many reasons for a computing system to fail. The first one
might be that some hardware, the operating system or the compiler is not
working correctly. Another one might be that the user did not handle the soft-
ware correctly or that the designer did not understand exactly the intended
behavior of the system. Yet another one might be that one programmed struc-
ture is not initialized or used correctly, and so on. Teams around the world
are developing tools and methodologies to prevent all these problems. They
are not new to floating point arithmetic and our work does not target them.

Failures may also be a consequence of substituting a mathematical term by
a finite number of operations when implementing it. For example when we
truncate an infinite series, or when we replace the mathematical solution of an
equation by a constant number of steps of Newton-Raphson iterations. Our
tool is not intended to deal with these problems either. Its purpose is to bound
the gap between the behavior of the given program executed on real numbers,
with no round-off error, and the behavior of the same program executed on a
computer, with round-off errors.

The article will first present the formal model used in our tool. Interval arith-
metic is used to guarantee the range of the variables of an application, and
round-off errors are dealt with forward error analysis methods. This model is
adapted to the generation of formal proofs that can be verified by automatic
proof checkers. This approach is then applied to our first application that is
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used to maintain safety distances between aircrafts.

2 Setting up a formal model adapted to automatic proof checkers

In the following, x : R denotes a value x known with an infinite precision. This
is a theoretical number and an algorithm uses an approximated representable
value x̃ : F, with F being the set of hardware-representable numbers. We do
not mean that x̃ is the rounded value of x, we mean that x̃ is the value that
is used and possibly computed by the program in place of x.

A closed mathematical function f(x) is implemented by a program f̃(x̃) that
takes into account the round-off errors caused by the computation. Discretiza-
tion and truncation errors have to be handled separately. We use x̃ instead of
x to recall the reader that a program always uses only representable inputs.

The tool has been designed to automatically generate a proof of the range
of f̃(x̃), the difference between the exact value f(x) and the computed value
f̃(x̃), and so on, when some properties are known on the input variables. For
example, under the hypothesis x̃ ∈ [1, 4], it is easy to prove that

√
x̃ lies in the

range [1, 2]. The tool is here to help certifying proofs on complete applications.

The analysis is done on a low-level description of the application on which
arithmetic properties have to be proved. When two variables are summed,
our tools does not simply do an addition, it generates proofs about the im-
plemented addition that a computer will effectively execute, for example a
floating-point addition on simple precision numbers with respect to the IEEE-
754 standard and its default rounding mode as defined in our formal specifica-
tion. The description of the program must carry enough information in order
for the proofs to relate to the real program as implemented and executed.

The tool also takes into account some properties (range, absolute error, rela-
tive error) on the input variables. Given the same kind of properties on the
output variables, the tool tries to generate a script of proof that states and
verifies these properties from the hypotheses on the input variables. Section 2.1
describes one of the mechanisms involved in proving range properties. Section
2.2 is devoted to the proofs of errors, both absolute and relative.

A proof checker like Coq does not work on the actual proof but on a script of
tactics that describes each necessary logic operation to validate the conclusion
from the premises. The proof is generated by the automatic proof checker by
playing the script. Coq kernel stores the proof as a lambda-term following
Curry-Howard isomorphism. The lambda-term cannot be read by human be-
ings but it can be double checked by tools independent from Coq kernel and
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Coq development teams. As it stands now, none of the files manipulated by
Coq stores the proof in a human readable format. This is the reason why we
always refer to the proof script that is played on the automatic proof checker
to print on screen the steps of the proof.

2.1 Bounds on the computed values

Variables may be bounded into explicitly computed ranges certified by an auto-
matic proof checker. For example, a responsible programmer should ascertain
that inputs of all square root operations cannot be negative and that his pro-
gram never divides by zero. Range checking also lets us verify that no result
will overflow as floating point algorithms that are not specially built to deal
with them will often lead to unanticipated results if one or more operations
overflow. Worse, an overflowing operation on non saturated two’s complement
fixed point arithmetic will return a wrapped value with the wrong sign.

Ranges are stored as intervals using pairs of numbers: a lower bound and an
upper bound. Interval representations are not optimal. It is however sufficient
in most cases and as a trade-off, we avoid manipulating complex structures.
Indeed, formally checking a proof is a computation intensive operation and
using simpler properties (a pair of numbers instead of the whole description
of a domain) makes verifications easier for the proof checker.

What is interesting for a proof is the fundamental property of interval arith-
metic: if the arguments of an expression are replaced by enclosing intervals,
the expression evaluation will lead to an interval that contains the result. Such
an inclusion property is exactly what is needed for a proof: given the ranges
of the inputs, interval arithmetic will give the range of the output – or more
generally an overestimation of this range, but it still is a compatible answer
since it contains all possible outputs.

Our tool may have handled domains on variables x but our past experiences
on programs lead us to rather bound computed values. The upper and lower
bounds will be used in pre- and post-conditions of implemented functions.
When a C program contains an assertion (0. <= x), x refers to the value
actually in memory or in a register; consequently the assertion does not apply
to x but to the computed value x̃. When a variable must be proved not to
underflow or overflow, we mean to check the property on x̃, and so on. Most
of the properties proved at this stage require knowing the domain of x̃; the
domain of x may never be needed though it can be estimated with the error
bound defined Section 2.2.

Our educated decision to bound the approximated variable rather than the
exact quantities has another important consequence: there is no loss if the
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lower and upper bounds of x̃ are in F as the approximated value x̃ is an
element of F by definition and we do not consider intervals of R but intervals
of F. The consequence on formal proof checking is substantial, bounds on the
exact values could need arbitrarily wide expressions to exactly represent real
numbers. On the other hand, bounds on x̃ are rationals with a very limited
precision (for example IEEE standard single or double precision numbers).

Common interval arithmetic considers convex subsets of R. Consequently, the
implementation of the addition operator for a traditional interval arithmetic
library is:

[ã, b̃] + [c̃, d̃] = [5(ã + c̃),4(b̃ + d̃)].

Here 5 and 4 denote that operations should be rounded toward −∞ and
+∞ respectively. The bounds may not carry enough precision for ã + c̃ and
b̃+ d̃ to be exactly stored. It is the reason why the two operations are rounded
so that the resulting interval encloses all possible values.

In our cases, such rounding considerations are not necessary: the hardware-
implemented addition � is considered as a new exact operation with respect
to F and not as the approximation of the addition on the field of the real
numbers. That means that

if x̃ ∈ [ã, b̃] and ỹ ∈ [c̃, d̃] then x̃� ỹ ∈ [ã� c̃, b̃� d̃]

Indeed, the values ã � c̃ and b̃ � d̃ already lie in F, there is no need for
an additional rounding. Consequently, since the addition � is a monotone
function of F

2 → F whatever the rounding mode, then ã� c̃ and b̃� d̃ are the
bounds.

[ã, b̃]� [c̃, d̃] = [ã� c̃, b̃� d̃].

There is no need to take instead possibly different and non-optimal values
5(ã + c̃) and 4(b̃ + d̃).

Consequently, the most commonly used interval arithmetic libraries were not
appropriate for our project. We chose the Boost parameterizable interval arith-
metic library [5]. This is a C++ library that allows us to specify the types and
the arithmetic to be used instead of being limited to arithmetic on R.

2.2 Bounds on the errors

The other arithmetic property that our tool proves is the difference between
the exact result and the computed value. Finite precision of numeric com-
putations is likely to induce a difference between the expected result and the
computed value. Such differences will progressively build up and it is necessary
for the user to certify that the computed result is meaningful.
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Bounds on values and errors are quite similar and we could have decided to
handle them at the same time. Each variable would have been represented by
four numbers (two ranges) and there would have been new operators inspired
by interval arithmetic that would compute on these quartets. Such a repre-
sentation would have given shorter proof scripts. However there are situations
where such a simplicity would be restrictive.

For example, the error range for the expression x/
√

1 + x2 would be easily
computed by this method, but the range of the result would not. Indeed the
result is in the interval [−1, 1] for any x [16], and this tight interval may
be a precondition for another part of the algorithm. Yet, interval arithmetic
is usually not able to yield such a small interval: multiple occurrences of the
same variable in the expression leads to an overestimation of the result usually
called decorrelation.

Interval arithmetic is unable to keep track of the relations between sub-expressions
and x/

√
1 + x2 is seen as if it was x/

√
1 + y2, with y having the same domain

as x but not necessarily the same value. Consequently, in this example, if x is
in the interval [0, 2],

√
1 + x2 is in the interval [1, s5] with s5 the representable

value the closest from
√

5. Standard interval arithmetic will then answer that
the whole expression is in [0, 2] ÷ [1, s5] = [0, 2]. This interval is no subset of
the range [−1, 1] another part of the algorithm could expect. Standard interval
arithmetic cannot be used to validate the tight range of this expression and
human interaction is needed instead.

Consequently, it may be preferable for proofs on bounds and errors to be
separated so that if our tool is not able to prove one of them it may still
be used for the other one, limiting human interactions as much as possible.
Point 2.2.1 recalls the standard definition of the absolute error in forward
analysis. Point 2.2.2 elaborates on the two alternate definitions for the relative
error.

2.2.1 Absolute error

The most commonly encountered kind of error representations are absolute
and relative errors [7]. Absolute error is useful with fixed point arithmetic
since the magnitude of the rounding error does not depend on the magnitude
of the computed value. It may also be useful with floating point arithmetic
when a subtraction cancels, when the exponents of the results stay close or
with subnormal numbers (including zero). Relative errors can be used in all
the other cases.

Absolute error ηx is attached to variable x by equality

x = x̃ + ηx.
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We will not define the behavior of all the implemented operators as forward
error analysis is very common. As an example, here is the formula giving the
absolute error for addition. η0 is the rounding error between the exact result
of x̃ + ỹ and its computed value x̃ � ỹ. The absolute error is the difference
between the exact value z = x + y and the computed value z̃ = x̃� ỹ.

z − z̃ = (x + y)− (x̃� ỹ)

= (x + y)− (x̃ + ỹ − η0)

= (x− x̃) + (y − ỹ) + η0

= ηx + ηy + η0.

We extend the definition to interval bounds. Intervals Ax and Ay are attached
to variables x and y and respectively enclose ηx and ηy. Interval A0 encloses
all possible values for η0. This interval is given by the properties of the un-
derlying arithmetic. For fixed point arithmetic, it is a constant interval. For
floating point arithmetic, it depends on the value of z̃. Our tool can also detect
Sterbenz’s conditions and automatically proves that A0 is equal to zero if the
hypotheses of the theorem are verified for all x̃ and ỹ [27,3].

ηz ∈ Az ⊆ Ax + Ay + A0

Bounds on values of Section 2.1 were not real numbers and the precision of
interval arithmetic was very limited. It is not the case for error intervals and
we used common interval arithmetic with rounded overestimations.

2.2.2 Relative error

We only consider relative error when x and x̃ have the same sign. The most
common representation of this error is x̃ = x × (1 + ε1) but another possible
one is x = x̃× (1 + ε2) [12].

In order to select one of these two representations, let us consider the case
where x̃ is one representable number closest to x (there is usually only one
x̃ value unless x is a mid-point between two representable values). Bounding
ε1 and ε2 for this particular case is important because it will be used after
each operation to incorporate the additional rounding error. Provided we are
sufficiently far from the underflow threshold,

−u

2
≤ − u

2 + u
≤ ε1 ≤

u

2 + u
≤ u

2
and

−u

2
≤ − u

2(1 + u)
≤ ε2 ≤ u

2
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where u is the difference between 1 and the next representable floating point
number. These bounds are a consequence of the nearness of x and x̃ (x̃− and
x̃+ are the floating point numbers respectively just below and just above x̃):

x̃− − x̃

2
≤ x− x̃ ≤ x̃+ − x̃

2

Now if x̃ can also be the smallest positive normalized number, the inequalities
become

−u

2
≤ − u

2 + u
≤ ε1 ≤

u

2− u
6≤ u

2
and

−u

2
≤ ε2 ≤ u

2
.

As a conclusion using x = x̃ × (1 + εx) with εx = ε2 ∈ [−u/2, u/2] gives a
range valid on all normalized numbers and consequently only the exponent of
x̃ needs to be checked. Once again, we provide only one example as forward
error analysis is very common. For the multiplication z = x× y, if z̃ is always
normalized, the relative error is:

z

z̃
=

x× y

x̃� ỹ

=
x× y

x̃× ỹ
(1 + ε0)

= (1 + εx)(1 + εy)(1 + ε0).

Again, we attach intervals Rx and Ry to respective variables x and y enclosing
εx and εy. Let interval R0 enclose the value of the relative error ε0. Its range
depends on the properties of the arithmetic and we have seen that in the
common cases of floating point arithmetic rounding to nearest, it is [−u/2, u/2]
and finally

εz ∈ Rz ⊆ (1 + Rx)(1 + Ry)(1 + R0)− 1.

2.3 Formal proof checking

Our tool generates a Coq script of the proof. Such a proof script does not live
by itself: it only describes what elementary facts should be applied, it does not
provide the proofs of these theorems. Indeed these facts are provided by vari-
ous libraries: theorems on real numbers arithmetic (the Coq standard library),
specification and basic properties of floating point arithmetic [6]. It also de-
pends on a library about interval arithmetic and its floating point extensions

62



we developed so that each generated proof could be formally verified. For ex-
ample, in order to use interval arithmetic for the addition, this composition
property is needed:

ã� c̃ ≤ b̃� d̃ if ã ≤ b̃ and c̃ ≤ d̃.

Non trivial theorems like Sterbenz’s one are also stated [3], extended to floating
point intervals in our library, and used by our tool.

On the other hand, our tool is not a part of the Coq program and it can
also be used with other provers such as HOL Light [11] or PVS [24] with
the ProofLite 2 package that supports batch proving and proof scripting in
PVS. To preserve the independence of our tool, we do not use any technique
specific to one prover such as tactics and automatic proof developments. The
tool only requires the prover to provide basic integer computations and results
comparisons. If the prover is able to decide on its own that an expression like
5 × 3 − 4 ≥ 2 + 8 is true, then it can be used by our tool. Adapting our
tool to another prover will only be a matter of syntax as soon as libraries for
computer arithmetic are available.

We benefit from the fact that our tool is not a part of any prover and con-
sequently that it does not need to be proved. For example, when proving the
property ã ≤ b̃ � c̃, the tool acts as an oracle and computes beforehand the
sum d̃ = b̃� c̃ and provides this number d̃ to the proof checker. Consequently,
the prover does not have to explicitly compute b̃� c̃ in order to prove the prop-
erty, it only has to verify that d̃ as provided by the tool is the closest floating
point number to b̃ + c̃ (with respect to the rounding mode of �), and then
that ã ≤ d̃. Both operations can be done by the existing Coq floating point
library. Using the tool as an oracle avoids having to implement and prove in
the prover all the floating point operations with their various rounding.

This solution works fine for the addition and the multiplication as such oper-
ations are internal on dyadic numbers and they are provided by the library.
Dyadic numbers are pairs (m, e) of Z

2 interpreted as m× 2e. Radix 2 floating
point numbers are dyadic numbers and our library relies on these. However
mathematical division and square root of dyadic numbers do not generally
produce dyadic numbers. Consequently these operators on real numbers can-
not be directly used on dyadic numbers and the proofs cannot rely on them.
Fortunately these operations can be reverted when rounding to nearest. For
example,

c̃ = ◦(ã÷ b̃) iff b̃× c̃ is closer from ã than b̃× c̃− and b̃× c̃+

where c̃− and c̃+ are the floating point numbers respectively just below and
just above c̃.

2 http://research.nianet.org/~munoz/ProofLite/.
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Error bounds are also represented on dyadic numbers from the library. Our
decision certainly reduces precision, but the situation is sensible in regard to
common practices and it is also fully parameterizable. Moreover, we decided
to further limit precision of the error bounds. Since our tool is much faster
than any automatic proof checker, it tries to simplify the numbers used in the
proof as much as possible. Without any simplification, the length necessary
to represent the error bounds grows continually. So does the time needed to
verify each statement of the script as the proof goes on.

The simplification is done by replacing m× 2e by dm · 2−ke × 2e+k for a given
k. This new bound is worse, but computing with it is faster since the constant
dm · 2−ke has a shorter representation. In order to benefit from this property,
our tool enlarges all the error ranges as long as the final ranges remain smaller
than the ones targeted by the user. Since the interesting part of an error is
generally its magnitude and not its exact value, it is an efficient way to reduce
the script size and its certification time. For example, formally checking the
simplified proof was four times faster on the application of Section 3.

3 Maintaining safety distances between aircrafts

There is a lot of work done on shifting responsibility for aircraft safety dis-
tances from air traffic controllers to pilots themselves. This involves providing
pilots with conflict detection systems. One algorithm [22] works in an Eu-
clidean three-dimensional neighborhood and a translation is necessary from
geodetic coordinates as given by positioning systems [21] to Euclidean coordi-
nates.

Airplanes are protected by a cylinder (typically 5 miles diameter and 1000
feet height) and a conflict is defined as the overlapping of two protected zones.
The above mentioned work has certified that it is equivalent to detect conflicts
relative to the intruder. In this case, the intruder has a protected zone of radius
5 miles and height of 2000 feet. The ownship, the airplane running the conflict
detection system, is regarded as a point. A conflict is then defined as the
incursion of the ownship in the protected zone of the intruder. The purpose
of conflict detection is to detect such intrusions ahead of time and to propose
escape and recovery trajectories.

A lot of approximations are necessary to solve this problem: position and speed
of the planes are not exactly known, the use of an Euclidean neighborhood
instead of geodetic coordinates creates modeling errors, translation itself incurs
modeling and round-off errors. All these errors need to be taken into account
so that the safety of the systems is guaranteed. The cylinder is easily inflated
so that fewer and fewer trajectories may cross the initial safety cylinders. Yet,
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it is life critical to guarantee that the cylinder has been sufficiently inflated to
remove any incorrect behavior.

As mentioned, there already is a published algorithm that works in an Eu-
clidean three-dimensional neighborhood. We will describe here a new algo-
rithm responsible of the translation part and use it as an example of a safety
critical application that can be formally proved thanks to our tool.

Algorithm 1 Translation from geodetic coordinates to an Euclidean neigh-
borhood
Input: φ1, φ2, λ1, λ2, vN1, vN2, vE1, vE2

φ0 ← (φ1 + φ2)/2

rp0 ← Rp(φ0)

sN1 ← vN1/Rm(φ1)

sN2 ← vN2/Rm(φ2)

sx ← (λ1 − λ2) ∗ rp0

sy ← (φ1 − φ2) ∗Rm(φ0)

vx1 ← vE1 ∗ rp0/Rp(φ1 + sN1 ∗ tr)

vx2 ← vE2 ∗ rp0/Rp(φ2 + sN2 ∗ tr)

The inputs of the Algorithm 1 are the longitudes λ{1,2} and the geodetic lat-
itudes φ{1,2} of planes 1 and 2, and their speeds toward north vN{1,2}, toward
east vE{1,2}. The outputs are the relative coordinates and the speed of both
planes in an Euclidean neighborhood. tr is a constant. Rm and Rp are Earth
radii along a meridian and along a parallel for a given latitude:

Rp(φ) =
a

1 + (1− f)2 tan2 φ

Rm(φ) =
a(1− e2)

(1− e2 sin2 φ)3/2

Constants a, e and f are described by WGS84 3 and are also used to define
the geodetic coordinates in the positioning systems.

These functions use trigonometric functions that must be approximated on
computers. Therefore, we decided to approximate directly Rm and Rp. This

adds more errors as the algorithm uses polynomials R̂m and R̂p rather than

Rm and Rp. The program for R̂p is given in Algorithm 2. R̂m is omitted but it
is simple implementation of Horner’s rule. We introduce an uncertainty on the
first coefficient of each polynomial to account for the difference between the
exact function and the approximated polynomial in our tool. This difference

3 http://www.wgs84.com/.
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Figure 1. Geodetic latitude and radii in WGS84 system

Algorithm 2 Definition of R̂p(φ) approximating Rp(φ)

Input: φ {all the dyadic numbers are floating point numbers}

x ← 511225× 2−18 − φ2

y ← 4439091 · 2−2 + x× (9023647 · 2−2 + x× (

13868737 · 2−6 + x× (13233647 · 2−11 + x× (

−1898597 · 2−14 + x× (−6661427 · 2−17)))))

will soon be formally certified with PVS. By adding this uncertainty on the
constants as an hypothesis, the tool is able to prove a global error encompass-
ing the truncation error caused by the use of polynomial approximations.

The accuracy of the results depends on the precision of the arithmetic. For
this example, we used underlying IEEE-754 simple precision floating point
arithmetic with subnormal numbers and default rounding mode (rounding to
nearest with even tie-breaking). The speed corresponds to an airliner and the
latitudes range from 30◦N to 40◦N.

Our tool produced a 1650-line long script without human interaction. The
generated proof guarantees that the absolute error on the euclidean positions
sx and sy is bounded by half a meter, and the error on the speeds along
the x-axis vx1 and vx2 of the two planes is bounded by 5 × 10−4 m/s. By
combining these two errors, we conclude that the safety cylinder radius should
be increased by 2.60 m to ensure the results of the algorithm stay valid during
a 300-second window.

Coq script 1 is the last theorem as it appears in the Coq proof script, and
below stands its translation when replacing the variables by their definition.
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Coq script 1 E 195: The last lemma guaranteed by Coq

Lemma E_195: ... -> _B_16 -> ... -> (Eint_error Ce_195 V_vx_2 R_vx_2).

Lemma E_195: ... -> Rp3 = 13233647× 2−11 -> ... -> |vx2 − ṽx2| ≤ 2−11.

The ellipses hide the 34 other hypotheses of the theorem. The one shown here
is the hypothesis _B_16 giving the value of the fourth constant used in the
computation of Rp (Algorithm 2). The conclusion of the theorem says the
absolute error between the theoretical value vx2 and the computed value ṽx2

is bounded by 2−11 (almost 5× 10−4 m/s).

The 1650 lines of the script can be partitioned to 850 lines of definitions and
800 lines of theorems and proofs. Only these 800 last lines are important with
respect to computer arithmetic. The huge number of definitions is caused by
the need to describe each operation and each number. For example, when
proving a variable is in a given interval, the lower and upper bounds need to
be defined separately first.

On the test-machine, a 2.6 GHz Pentium 4 computer, the script is verified by
Coq in 45 seconds. The verification is a lot slower than the generation itself (a
split second). This gap is to due to the way the script is verified: Coq has to
check that any computation involved in the proof is indeed correct. Coq does
not rely on the same interval arithmetic library than the tool, it redoes all the
operations by itself, computing values one bit at a time (since it is the way
integer arithmetic is proved in Coq standard library).

4 Conclusion and Perspectives

The tool that we have just presented is very limited. Yet it is complete enough
to deal with our airplane safety distance example. The tool generates a script
that can be formally verified by Coq and that proves bounds on the absolute
error of the outputs. It can also easily generate a script for the case where the
inputs are only known with a given limited accuracy.

Such scripts are self-contained: there is no need to formally prove the tool
and the underlying interval arithmetic library in order to ensure the validity
of the generated proofs. Even if there were bugs in the tool, they would not
impact the validity of the results: once the libraries of lemmas and the proof
scripts have been checked by the automatic prover, the results are formally
guaranteed.

We are starting to offer generation of script from an Internet browser. Web
pages at the following address use our tool to generate bounds and round-off
errors of evaluation of polynomials following Horner’s rule.
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http://lipforge.ens-lyon.fr/www/gappa/horner.html

As our Web interface grows, we will offer more and more proof schemes avail-
able just at a few clicks.

Adding functionalities to our tool takes time. We have to state and prove the
supporting theorems in our library. Today, our tool is limited to floating point
arithmetic (rounded to nearest) and absolute error bounds. More function-
alities will be incorporated in the future such as fixed point arithmetic and
additional arithmetic operations. We may also take into account some DSP
specific implementation of floating point arithmetic. Yet it is always possible
to state quickly a few unvalidated axioms to incorporate one specific function
for setting up a demonstration.

The results presented here are very different from what could have been done
with a certified software using interval arithmetic. Our tool generates a proof
of each theorem it creates. All proofs and theorems can later be used by
Coq proof checker to validate new properties. A certified software for interval
arithmetic would only return guaranteed intervals. It would not be possible
to add anything not available when the software was certified. With our tool,
the user may decide to prove any theorem and can use it as well as all the
generated theorems and proofs.

Another perspective is a connection to the Why tool [8]. Why treats C and
ML programs and generates proof obligations for automatic proof checkers.
As no tool was available for floating point arithmetic, variables were treated
as real numbers with no rounding error. We have started working with Why
developers to extend it with the existing floating point arithmetic.

Finally, our tool only performs simple forward error analysis. It may be linked
with other tools such as Fluctuat [25] that is able to automatically propose
contracting intervals for loops. Only the certification step has to be validated
by an automatic proof checker for the result to be fully guaranteed. One may
use any tool to provide useful oracles as long as oracles are finally validated
by the proofs produced by our tool.
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A proven correctly rounded logarithm
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Abstract

This article is a case study in the implementation of a proven, portable, and ef-
ficient correctly rounded elementary function in double-precision. We describe the
methodology used in the implementation of the natural logarithm in the crlibm

library. The discipline required to prove a tight bound on the overall evaluation
error allows to design a very efficient implementation with moderate effort.

Key words: arithmetic, floating-point, correct rounding, elementary functions,
logarithm, libm

1 Introduction

1.1 Correct rounding and elementary functions

The need for accurate elementary functions is important in many critical
programs. Methods for computing these functions include table-based meth-
ods[9,20], polynomial approximations and mixed methods[4]. See the books
by Muller[19] or Markstein[16] for recent surveys on the subject.

The IEEE-754 standard for floating-point arithmetic[2] defines the usual floating-
point formats (single and double precision) and specifies precisely the behavior
of the basic operators +,−,×,÷ and

√
. The standard defines four rounding
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modes (to the nearest, towards +∞, towards −∞ and towards 0) and de-
mands that these operators return the correctly rounded result according to
the selected rounding mode. Its adoption and widespread use have increased
the numerical quality of, and confidence in floating-point code. In particular,
it has improved portability of such code and allowed construction of proofs of
numerical behavior. Directed rounding modes (towards +∞, −∞ and 0) are
also the key to enable efficient interval arithmetic[17,11].

However, the IEEE-754 standard specifies nothing about elementary func-
tions, which limits these advances to code excluding such functions. Without
a standard, until recently, only two options were available:

• One can use mathematical libraries (libm) provided by operating systems,
which are efficient but without any warranty on the correctness of the re-
sults.
• When strict guarantees are needed, some multiple-precision packages like
mpfr [18] offer correct rounding in all rounding modes, but are several orders
of magnitude slower than the libm for the same precision (see Table3).

1.2 The Table Maker’s Dilemma and the onion peeling strategy

An IBM team lead by Ziv has recently released IBM Ultimate Math Li-
brary[15] or libultim, which is both correctly rounded to the nearest, and
fast. The method used in this library [21] is the following.

With a few exceptions, the image ŷ of a floating-point number x by a tran-
scendental function f is a transcendental number, and can therefore not be
represented exactly in standard numeration systems. The purpose here is to
compute the floating-point number that is closest to (resp. immediately above
or immediately below) the mathematical value, which we call the result cor-
rectly rounded to the nearest (resp. towards +∞ or towards −∞).

A computer may evaluate an approximation y to the real number ŷ with
precision ε. This ensures that the real value ŷ belongs to the interval [y(1 −
ε), y(1 + ε)]. Sometimes however, this information is not enough to decide
correct rounding. For example, if [y(1−ε), y(1+ε)] contains the middle of two
consecutive floating-point numbers, it is impossible to decide which of these
two numbers is the correctly rounded to the nearest of ŷ. This is known as the
Table Maker’s Dilemma (TMD) [19].

Ziv’s technique is to improve the precision ε of the approximation until the
correctly rounded value can be decided. Given a function f and an argument
x, the value of f(x) is first evaluated using a quick approximation of precision
ε1. Knowing ε1, it is possible to decide if rounding is possible, or if more
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precision is required, in which case the computation is restarted using a slower
approximation of precision ε2 greater than ε1, and so on. This approach leads
to good average performance, as the slower steps are rarely taken.

1.3 Drawbacks of Ziv’s approach

However there was until recently no practical bound on the termination time
of Ziv’s iteration: It may been proven to terminate for most transcendental
functions, but the actual maximal precision required in the worst case is un-
known. In libultim, the measured worst-case execution time is indeed two
orders of magnitude slower than that of usual libms. This might prevent using
this method in critical application. A related problem is memory requirement,
which is, for the same reason, unbounded in theory, and much higher than
usual libms in practice.

Probably for this reason, Ziv’s implementation doesn’t provide a proof of
the correct rounding property, and indeed some values are still uncorrectly
rounded 1 .

Finally, this library still lacks the directed rounding modes, which might be
the most useful: Indeed, correct rounding provides a precision improvement
over usual libms of only a fraction of a unit in the last place (ulp) in round-
to-nearest mode. This may be felt of little practical significance. However, the
three other rounding modes are needed to guarantee intervals in interval arith-
metic. Without correct rounding in these directed rounding modes, interval
arithmetic looses up to one ulp of precision in each computation.

The goal of the crlibm project is therefore to design a mathematical library
which is

• correctly rounded in the four IEEE-754 rounding modes,
• proven,
• and sufficiently efficient in terms of performance (both average and worst-

case) and resources

to enable the standardization of correct rounding for elementary functions.

1 Try sin(0.252113814338773334355892075109295547008514404296875)
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2 The Correctly Rounded Mathematical Library

Our own library, called crlibm for correctly rounded mathematical library, is
based on the work of Lefèvre and Muller [14,12] who computed the worst-case
ε required for correctly rounding several functions in double-precision over
selected intervals in the four IEEE-754 rounding modes. For example, they
proved that 157 bits are enough to ensure correct rounding of the exponential
function on all of its domain for the four IEEE-754 rounding modes, and 118
bits for the logarithm.

2.1 Two steps are enough

Thanks to such results, we are able to guarantee correct rounding in two
iterations only, which we may then optimize separately. The first of these
iterations is relatively fast and provides between 60 and 80 bits of accuracy
(depending on the function), which is sufficient in most cases. It will be referred
throughout this document as the quick phase of the algorithm. The second
phase, referred to as the accurate phase, is dedicated to challenging cases. It
is slower but has a reasonably bounded execution time, being – contrary to
Ziv – tightly targeted at Lefèvre’s worst cases.

Having a proven worst-case execution time lifts the last obstacle to a gener-
alization of correctly rounded transcendentals. Besides, having only two steps
allows us to publish, along with each function, a proof of its correctly rounding
behavior.

2.2 Portable IEEE-754 FP for fast first step

The computation of a tight bound on the approximation error of the first step
(ε1) is crucial for the efficiency of the onion peeling strategy: overestimating
ε1 means going more often than needed through the second step. As we want
the proof to be portable as well as the code, our first steps are written in
strict IEEE-754 arithmetic. On some systems, this means preventing the com-
piler/processor combination to use advanced floating-point features such as
fused multiply-and-add (FMA) or extended double precision. It also means
that the performance of our portable library will be lower than optimized
libraries using these features.

To ease these proofs, our first steps make wide use of classical, well proven
results like Sterbenz’ lemma [10]. When a result is needed in a precision higher
than double precision (as is the case of y1, the result of the first step), it is
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represented as as the sum of two floating-point numbers, also called a double-
double number. There are well-known algorithms for computing on double-
doubles [8].

2.3 Rounding test

At the end of the quick phase, a sequence of simple tests on y1 knowing ε1

allows to decide whether to go for the second step. We show here the rounding
test theorem as an example, and because it is unpublished to our knowledge:
The code sequence ubiquitous in IBM’s libultim, but the way to compute
the rounding constant is not explained. Defour published such an explanation
in his thesis, but it is not as tight as ours: His test launches the accurate phase
almost twice as often as actually needed.

Theorem 1 (Correct rounding of a double-double to the nearest double)

Let y be a real number, and ε, e, yh and yl be floating-point numbers such
that

• yl < 2−53yh (which means that the mantissas of yh and yl do not overlap,
or equivalently that the sum of yh and yl, rounded to the nearest, is equal to
yh),

• none of yh and yl is a NaN.
• |yh| ≥ 2−1022+53

• |yh + yl − y| < ε.|y|
• 0 < ε ≤ 2−53−k with k ≥ 2 integer

• e ≥ 1 +
253+k+1ε

(2k − 1)(1− 2−53)

The following test (in C syntax, where == is the equality comparison operator)
determines whether yh is the correctly rounded value of y in round to nearest
mode.

Listing 1: Test for rounding to the nearest

1 i f ( yh == (yh + (yl∗e ) ) )
2 return yh ;
3 else /∗ more accuracy i s needed , launch a c c u r a t e phase ∗/

The proof is available in [3]. Note that the rounding test here depends on a
constant e which is computed out of the overall relative error bound. Similar
theorems are also given for directed rounding in [3], they depend directly on
ε.
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2.4 Software Carry-Save for an accurate second step

For the second step, we designed an ad-hoc multiple-precision library called
Software Carry-Save library (scslib) which is lighter and faster than other
available libraries for these specific precisions [6,5]. This choice is motivated
by considerations of code size and performance, but also by the need to be
independent of other libraries: Again, we need a library on which we may rely
at the proof level. This library is included in crlibm, but also distributed sep-
arately [1]. The addition and multiplication in scslib offer a proven precision
of 208 bits, a large overkill which facilitates the proof of the accurate phase.

2.5 Tight and automated error computation

The speed of an implementation of such a two-phase approach will be the
average time of the quick phase, plus the average time of the accurate phase
pondered by the percentage of calls to this accurate phase. This is the central
performance tradeoff we have to handle: speed and accuracy of the first, quick
phase will usually be antagonist, meaning that a faster quick phase will have a
lower accuracy and launch the accurate phase more often, which will degrade
average speed. On the other hand, a quick phase that is too accurate will also
be too slow, and will impact the average speed, although the accurate phase
is launched very rarely. For instance, the current exponential in crlibm has
too accurate a quick phase [7].

Another problem raised here is that error analysis should be tight: if the
computation is actually much more accurate than the proven error bound, it
means that the slow accurate phase is launched more often than needed.

A design method crucial to the success of the implementation of efficient
crlibm functions is therefore to have an implementation of the error anal-
ysis in Maple which is detailed enough to cover the whole of the computation,
flexible enough to allow a quick navigation in the parameter space, and de-
signed to output the values of all the constants appearing in the code (such as
tabulated values, polynomial coefficients, constants used in various tests, and
rounding constants) directly as a C include file. It also reduces the risk of an
elusive error in a pencil-and-paper proof, and usually results in the tightest
possible error bound. Of course, this Maple file becomes a part of the proof,
and needs to be distributed along with the code.

Such an automated error analysis relies on a small set of robust general pro-
cedures which are described in [3]. For example, a very useful procedure com-
putes a tight bound on the accumulated rounding errors of a polynomial whose
coefficients are IEEE doubles, with a parameterized amount of double-double
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arithmetic, with or without an error bound on the input. This procedure has
been used extensively for the log and the trigonometric functions.

3 Overview of crlibm’s correctly rounded logarithm function

The worst-case accuracy required to compute a logarithm function correctly
rounded in double precision is 118 bits according to Lefvre and Muller [13].
The first, quick phase for the log is accurate only to 57 − 64 bits, depending
on the execution path as detailed below. If this is not enough to decide correct
rounding, a second phase, accurate to 2−120 using the SCS library is launched.
In the quick phase, the core of the computation is shared by the three functions
log rn, log ru and log rd (the function log rz calls either log ru or log rd).
This computation is done by a procedure that returns an approximation to the
log as two double-precision numbers, and also returns an index in an array
of constants for testing if correct rounding is possible. This array contains
the relative error for directed rounding modes, and the rounding constant
computed as per Theorem 1 for round-to-nearest.

Special cases are handled as follows: The natural logarithm is defined over
positive floating point numbers. If x ≤ 0 , then log(x) should return NaN If
x = +∞ , then log(x) should return +∞. This is true in all rounding modes.

Concerning denormals, the smallest exponent of the logarithm of a double-
precision input number is −53 (for the input values log(1 + 2−52) and log(1−
2−52), as log(1 + ε) ≈ ε when ε → 0). This will make it easy to ensure that
no denormal ever appears in the computation of the logarithm of a double-
precision input number.

4 Quick phase of the evaluation

4.1 Overview of the algorithm

The algorithm consists of an argument reduction using the well-known prop-
erty of the logarithm, and a polynomial evaluation using a degree 12 polyno-
mial.

First we need to handle denormal inputs: If x < 2−1022 , ie if x is a subnormal
number, then we use the equation

log(x) = −52× log(2) + log
(

x

2−52

)
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where
x

2−52
is now a normalized number.

Argument reduction starts with the decomposition of x into its mantissa m and
its exponent E, computed without error by bit manipulation. The mantissa is
in [1, 2[ and we prefer an interval centered around 1, so if needed the mantissa
is divided by 2 and the exponent incremented – both exact operations as well
– to get

x = 2E.y (1)

where E is an integer, and y satisfies 11
16
< y < 23

16
.

The final reconstruction will use the equation

log(x) = E × log(2) + log(y) . (2)

The interval [11
16
, 23

16
] being too large for a polynomial approximation of accept-

able degree, it is broken down into 8 intervals given in Table 1. Note that the
first four intervals are of size 2−4, while the last four are of size 2−3. The value
of i, the index of the interval X[i] to which y belongs, will be computed out
of a few bits of y.

Noting middle[i] the middle of the i-th interval, the final range reduction
consists in computing z = y − middle[i]. Again this range reduction can be
computed exactly thanks to Sterbenz lemma. On each interval, a polynomial
P [i](z) approximates log(y). In the following P [i] will be noted P when no
ambiguity arises.

Each polynomial has coefficients which are exactly representable as IEEE dou-
bles, with the two first coefficients being exactly representable as the sum of
two doubles: c0 = chi0 + clo0 and c1 = chi1 + clo1 . Their relative approximation
error is also given in Table 1.

The polynomials are evaluated thanks to a Horner scheme:

P (z) = chi0 +clo0 +z.(chi1 +clo1 +z.(c2+z.(c3+...+z.(c11+z.(c11+(c12.z))))))))))))

where the two last iterations may use double-double arithmetic if required by
the overall target accuracy, as detailed below.

The reconstruction computes in double-double arithmetic:

log(x) ≈ E × log(2) + P (z)
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polynomial interval middle[i] max(|z|) log2(εapprox[i])

P[0] [11
16
, 12

16
] 23

32
2−5 68.38

P[1] [12
16
, 13

16
] 25

32
2−5 70.79

P[2] [13
16
, 14

16
] 27

32
2−5 67.49

P[3] [14
16
, 15

16
] 29

32
2−5 66.47

P[4] [15
16
, 17

16
] 1 2−4 61.72

P[5] [17
16
, 19

16
] 18

16
2−4 64.54

P[6] [19
16
, 21

16
] 20

16
2−4 65.77

P[7] [21
16
, 23

16
] 22

16
2−4 70.51

Table 1
The polynomials and their intervals

where P (z) has been computed by the previous step as the sum of two double-
precision numbers.

The computation of E × log(2) as a double-double exploits the fact that E
is a small integer: The constant log(2) is stored as the sum of two double-
precision numbers lh + ll = log(2)(1 + ε

−101), with lh having the 11 lower bits
of its mantissa equal to zero, so that the computation of E ⊗ lh is exact. Now
E× log(2) may be computed as Fast2Sum(E⊗ lh, E⊗ ll). There ⊗ denotes the
machine FP multiplication operator, and the Fast2Sum procedure computes
the exact sum of two double-precision numbers as a double-double. It is exact
as well as the computation of E⊗ lh, so the only errors are the representation
error in ll and the rounding error in E ⊗ ll, the sum of which amounts to a
total relative error smaller than εreconstruction = 2−100 for the computation of
E × log(2).

4.2 Error analysis

Bounds on the polynomial approximation errors (both relative εapprox[i] and
absolute δapprox[i]) are easily computed under Maple as infinite norms.

The rounding tests need a bound on the relative error, which can be computed
as follows:

• If E 6= 0, then the result is computed as E × log(2) + P (z). We compute a
bound on the relative error by dividing the sum of all absolute errors in the
approximation scheme by the minimum value of the result:

εtotal =
δapprox + δrounding−poly + δreconstruction

min(|E log(2) + P (x)|)

Here, δreconstruction = max(E log(2))×εreconstruction as computed previously,

79



and δapprox and δrounding−poly can be computed by generic Maple procedures
for several variants of the polynomial evaluation which are detailed below
(this procedure also checks that no denormal ever appear in this evalua-
tion, and similar conditions for the correct execution of the double-double
operations in the code. It is detailed in [3]).

In this formula one sees several ways to handle the tradeoff between ac-
curacy (which translates as percentage of cases where the slow, accurate
phase will be needed) and performance of the quick phase:
· The absolute value of P (z) is bounded by 0.37. A bound on the denomina-

tor can therefore easily be deduced from the value of |E|. In other terms,
all things being equal, there will be less chances to go to the accurate
phase for larger E. It is therefore worth adding a test to the code which
selects a rounding constant according to the value of |E|.

The “normal” execution path of our algorithm performs the Horner
polynomial evaluation with the three last operations (two additions and
one multiplication) performed in double-double arithmetic. This leads to
two values of εtotal:

If |E| ≥ 24 then we have εtotal = 2−64.8.
If 0 < |E| < 24 then we have εtotal = 2−60.2.

· For even larger values of |E|, we can afford to have a large δrounding−poly

and still get an acceptable εtotal. This allows us to evaluate the polyno-
mial faster, without using double-double arithmetic. This situation will
be referred to as the fast path in the following.

Actually, performing only the last Horner addition in double-double on
the fast path turns out to improve the average performance: It slows down
the quick phase only a little, and greatly reduces δrounding−poly, hence the
chance of taking the slow, accurate phase. This in turn allows to take the
fast path more often, i.e for more values of E.

• If E = 0 then the reconstruction step is skipped, and the error εtotal is given
by the generic Maple procedures already mentionned.

It turns out that the polynomial P [5] (the one which is centered on 1 and
has therefore a null coefficient of degree 0) leads to a relative rounding error
which is much worse than that of the other polynomials. To still get an ac-
ceptable percentage of accurate phase in this case, and as the code contains
a test if E = 0 anyway, we chose to perform the polynomial evaluation in
this case with one double-double multiplication more than in the normal
case.

Actual values for this error analysis are summed up in Table 2. In the im-
plementation, we take as rounding constant the worst case in each column.
One remarks that the worst case for the three first columns is for P [5], which
would suggest yet another improvement: having specific rounding constants
for i = 5. A closer look at the expected average improvement shows that the
benefit will be minimal.
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P ||P ||∞ E = 0 1 ≤ E < 24 24 ≤ E < 186 fast path

P[1] 0.375 61.10 61.26 66.93 63.30

P[2] 0.288 60.89 61.87 67.20 63.46

P[3] 0.208 60.47 62.35 67.43 63.39

P[4] 0.134 59.62 62.77 67.65 63.73

P[5] 0.065 57.68 60.16 64.88 62.91

P[6] 0.172 58.12 61.22 66.20 62.78

P[7] 0.272 59.93 61.22 66.50 62.94

P[8] 0.363 60.90 61.19 66.81 63.23

Table 2
Error analysis for the various path in the algorithm. The table gives − log2(εtotal)
in the different execution path.

5 Accurate phase

The first argument reduction is the same as in the quick phase. Therefore the
functions of the accurate phase take as arguments y and E, computed in the
quick phase (similarly, exceptional cases are not considered again). As in the
quick phase, we will compute the log using log(x) = E × log(2) + log(1 + f),
however we perform a second table-based argument reduction [16]: We define
wi = 1 + i× 2−4, for i = −6...6, and we select the wi closest to 1 + f , in order
to have:

log(1 + f) = log(wi) + log(1 +
1 + f − wi

wi
)

where R = 1+f−wi
wi

≤ 2−5.

The values of log(wi), 1/wi and log(2) are tabulated. We therefore compute
the reduced argument R = (1+f−wi)/wi by a subtraction in double precision
(exact thanks to Sterbenz Lemma) followed by a conversion to SCS (also exact)
and an SCS multiplication with a relative error smaller than 2−207 including
the error in tabulating 1/wi.

log(1+ 1+f−wi
wi

) is then approximated by a polynomial Q(R) of degree 20, with

an overall relative error less than 2−130. We use the same Maple procedure
as previously to compute the relative rounding error of this polynomial, the
difference being that here we have a relative error of 2−207 on the input due
to range reduction.

The reconstruction step computes, all in SCS:
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result = E × log(2) + log(wi) +Q(R) (3)

where each operation has a relative error smaller than 2−207, again including
the errors in tabulating log(wi) and log(2). The overal error of the SCS eval-
uation is well below 2−120 bits, ensuring correct rounding in all modes. The
SCS value result is returned to the caller, where it is rounded to a double
by the appropriate scslib function.

6 Analysis of the logarithm performance

The input numbers for the performance tests given here are random positive
double-precision numbers with a normal distribution on the exponents. More
precisely, we take random 63-bit integers and cast them into double-precision
numbers.

In average, the second step is taken in 0.23% of the calls, which seems a
rather good balance considering the respective costs of the first and second
steps (seen in the table as the min and max times, respectively).

6.1 Speed

Table 3 (produced by the crlibm testperf executable) gives absolute timings
for a variety of processors and operating systems. The time units are arbitrary.

As expected, our log has the best worst-case execution time, with a factor
10 improvement over the other correctly rounded functions in libultim and
mpfr. In average time, it is a few percent slower than libultim. This is
the price to pay for having three rounding modes: If we inline the code of
log quick, then our log becomes faster in average than Ziv’s. Inlining saves
a function call, but also allows other minor improvements, like removing the
need for the constant index, and loading the constants for the rounding test
in advance to hide their loading time. However, as it increases the size of the
code and degrades its readability, we believe the current approach makes more
sense in crlibm.

On the PowerPC, the fused multiplied-and-add of the processor is used only
to improve double-double multiplication operations [16]. The code of the log
itself is unchanged.
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Pentium 4 Xeon / Linux Debian sarge / gcc 3.3

min time max time avg time

libm (without correct rounding) 180 6612 193

mpfr 8 266808 46698

libultim 440 498976 521

crlibm 332 52392 528

PowerPC G4 / MacOS X / gcc2.95

min time max time avg time

libm (without correct rounding) 14 16 15

mpfr 4610 8620 4895

libultim 20 19890 22

crlibm (without FMA) 5 1241 32

crlibm (using FMA) 5 1144 24

Pentium III / Linux Debian woody / gcc 3.0

min time max time avg time

libm (without correct rounding) 184 699 184

mpfr 239 184801 51279

libultim 182 201400 293

crlibm 173 19404 319

Table 3
Absolute timings for the logarithm (arbitrary units)

6.2 Memory requirements

Table size is

• for the quick phase, 8 × 15× 8 = 960 bytes for the eight polynomials, plus
another 64 bytes for the rounding constants, or a total of exactly 1kB.
• for the accurate phase, 1+13+13+20 SCS constants: log(2), the 13 log(wi)

and the 13 1
wi

, the polynomial of degree 20 with a null first coefficient. This
amounts to a little more than 2kB.

7 Conclusion and perspectives

In the log we have a fairly good balance between both evaluation phases,
which was obtained thanks to automated testing of various sceniarii. The
main lesson learned here was that designing a rigorous proof along with the
code helped tuning performance, by helping managing the tradeoff between
speed and accuracy of the first, quick phase.
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It might be interesting for some applications to add a fast execution paths for
values around 1, as Ziv does: This is the situation where our quick phase is
slowest and our second phase most often taken. However it will not show any
improvement in our test protocol. Besides, it is probably more important to
implement the standard log(1 + x) function, which is designed specifically for
this case.

The accurate phase also has plenty of room for improvement: For instance the
current version is 10 bits more accurate than needed, while scslib precision
could also be degraded to 178 bits instead of the current 208.

Finally, we did not try to implement the argument reduction used in the
accurate phase for the quick phase, mostly because it is not exact (contrary
to the one we used), which complicates error analysis [16]. This is, however,
another obvious path to explore.

The complete code with a more detailed proof, including the Maple programs
mentionned above, is available from [3].
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1 Goal and motivations

The goal is to compare two polynomial evaluation schemes. We want to com-
pute the sum:

P (x) =
l

∑

i=0

aix
i

and provide an error bound on the final result with respect to the number of
summands l + 1 and the precision F used for the intermediate results (the
”internal” precision).
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We make the following assumptions:

• |x| ≤ 2−k with k ≥ 1;
• |ai| ≤ |a0| = 1;
• the final result is rounded to f bits with f < F : f is the precision expected

by the user on the final result;
• during the computation, inputs as well as intermediate results are not de-

normalized numbers.

These conditions are not as restrictive as one might think first. Fast and
accurate polynomial evaluation is needed in mathematical libraries for the
elementary functions [4] (log, exp, cos, . . . ). In this context, there is first an
argument reduction based on the properties of the function to evaluate. The
goal is to have x in an interval as small as possible in which the polynomial
approximation of the function is good. A typical value for k would be 5 in this
case. The second hypothesis is needed to avoid cancellation to zero where no
meaningful result on the final error can be given, and is actually often verified
by Taylor expansions of elementary functions or minimax approximations.

In [1] such an evaluation scheme based on argument reduction and polynomial
evaluation with increased precision is given for the exponential function for
example.

First we present the algorithm used for each evaluation method. A bound
on the error on the final result is then computed for each algorithm, and,
following a discussion on how this evaluation can be made easier at runtime,
actual error and time measurements are provided.

Throughout the paper we let ε = 2−F the machine epsilon for F -digit floating
point numbers, i.e. the relative difference between two consecutive normalized
floating point numbers.

For a non-zero real number x we define the exponent E(x) := 1 + blog2 |x|c,
such that 2E(x)−1 ≤ |x| < 2E(x). We further define ulpF (x) = 2E(x)−F . When x
is a floating point number with a mantissa of F bits, ulpF (x) corresponds to
the weight of the last mantissa bit.

2 Schemes

There are two well-known polynomial schemes.

Basic Scheme We compute P (x) in increasing power order. At each step,
yi is an approximation of xi and zi of aix

i. Then tl is an approximation of
P (x). More precisely, the algorithm used is the following:
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t0 ← a0

y0 ← 1
for i← 1 to l

yi ← ◦(yi−1x)
zi ← ◦(yiai)
ti ← ◦(ti−1 + zi)

Horner Scheme We compute P (x) with the classical Horner method. Here,
s0 is an approximation of P (x).

sl ← al
for i← l − 1 downto 0

si ← ai + xsi+1

3 Error estimate

3.1 Basic scheme

We estimate the error of the basic method εfin =

∣

∣

∣

∣

∣

tl −
l
∑

i=0
aix

i

∣

∣

∣

∣

∣

. To do this we

introduce the following two sources of error:

• the error of the computation of zi at each step. We call that the evaluation

error and its value is

εeval =

∣

∣

∣

∣

∣

l
∑

i=0

(aix
i − zi)

∣

∣

∣

∣

∣

.

Here we define z0 = a0.
• the summation error. This is the error that is caused by the rounding in the

addition at each step, and its value is

εadd =

∣

∣

∣

∣

∣

tl −
l

∑

i=0

zi

∣

∣

∣

∣

∣

.

Then εfin ≤ εeval + εadd.

3.1.1 The evaluation error

The value yi is the result of i multiplications

yi = xi
i
∏

j=1

(1 + θj).
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As zi = ◦(yiai), we get for zi

zi = ai · x
i(1 + θ′i)

i
∏

j=1

(1 + θj).

The relative error at step i is given by

|zi − ai · x
i|

|aixi|
≤

∣

∣

∣

∣

∣

∣

1− (1 + θ′i)
i
∏

j=1

(1 + θj)

∣

∣

∣

∣

∣

∣

.

Assuming rounding is to nearest, we know that

∀ j ∈ {1, . . . , l}, |θj| ≤ 2−F = ε and ∀ i ∈ {1, . . . , l}, |θ′i| ≤ 2−F = ε.

Lemma 1 Let θj for j = 1, . . . , i be given such that
∑i
j=1 |θj| ≤

1
2
. Then

1−
i
∑

j=1

|θj| ≤
i
∏

j=1

(1 + θj) ≤ 1 + 2
i
∑

j=1

|θj|.

PROOF. By induction on i. 2

As y0 = 1 we know that θ1 = 0 (hence y1 = x). Then, for i ≤ 2F−1, the
hypothesis of the lemma is fulfilled:

|θ′i|+
i
∑

j=2

|θj| ≤
i
∑

j=1

2−F = i2−F ≤
1

2
⇔ i ≤ 2F−1.

We get the following relative error bound on zi:

|zi − ai · x
i|

|aixi|
≤ 2i2−F = i21−F if i ≤ 2F−1.

We will therefore assume that l ≤ 2F−1. The evaluation error can then be
bounded the following way :

εeval≤
l

∑

i=1

i21−F |aix
i| ≤ 21−F

l
∑

i=1

i2−ki

≤ 21−F
∞
∑

i=1

i2−ki =
21−k−F

(1− 2−k)2

≤ 23−k−F .
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3.1.2 The summation error

The summation error

εadd =

∣

∣

∣

∣

∣

∣

tl −
l

∑

j=0

zj

∣

∣

∣

∣

∣

∣

is naively bounded by εadd = 1
2

l
∑

i=1
ulpF (ti) since rounding is to nearest. A

better bound can be given if for example the exponents of the summands
decrease after the first error (which can be easily detected at run time), see
[2].

3.1.3 The final error

Since the summation error is given relative to the ulp of the current sum at
each step, we need to know how the ulp (or the exponent) of this sum changes
in the computation. This is necessary as well to get a relative error at the end.

Each time the exponent of the current sum decreases, the relative error accu-
mulated so far is multiplied by 2 (the basis of the computation), so we don’t
want to let this exponent decrease too much. For that we need an upper bound
of the zi.

We assume that we still use rounding to nearest. Then

|zi| ≤ |aix
i|(1 + i21−F )

≤ 2−ki(1 + i21−F )

= 2F−ki−1(1 + i21−F )ulpF (t0).

Let i0 be the first index at which the exponent of ti decreases (it can grow
before), i.e.:

E(ti0) < E(ti0−1) and ∀ j ∈ {0, . . . , i0 − 1}, E(tj) ≥ E(tj−1)

and let i0 = l+1 if there is no decrease in exponent. Then we have ulpF (ti0−1) =
2αulpF (t0) with α ≥ 0.

Lemma 2 Let F ≥ 5 and p ≤ 2F−3. We further assume that ki0 + α ≥ 3.

Then ∀j ∈ {i0, . . . , i0 + p},

ulpF (ti0) =
ulpF (ti0−1)

2
≤ ulpF (tj) ≤ ulpF (ti0−1).
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PROOF. The proof is done by induction on j. First we show that

ulpF (ti0−1)

2
= ulpF (ti0) < ulpF (ti0−1).

From the definition of ti0 the last inequality follows directly. For the first
equality it suffices to show that

ulpF (ti0) ≥
ulpF (ti0−1)

2
.

We first estimate |ti0|.

|ti0−1 + zi0 | ≥ |ti0−1| − |zi0 |

≥
(

2F−1 − 2F−ki0−1−α(1 + i021−F )
)

ulpF (ti0−1)

≥ 2F−2ulpF (ti0−1).

To show the last inequality we need to show

2F−ki0−1−α(1 + i021−F ) ≤ 2F−2.

From the assumption it follows that ki0 + α ≥ 2. Hence

2F−ki0−1−α(1 + i021−F ) ≤ 2F−3 + i02−ki0 ≤ 2F−3 +
1

2
≤ 2F−2

as F ≥ 2. Since ti0 = ◦F (ti0−1 +zi0) we know that after rounding the condition
will still hold.

We now get

ulpF (ti0) = 2E(ti0 )−F > 2−F |ti0| ≥ 2−2ulpF (ti0−1)

and because of the strict inequality it follows that

ulpF (ti0) ≥
ulpF (ti0−1)

2
.

We now assume the property holds for j ∈ {i0, . . . , i0 + p− 1} and first show
the inequality

ulpF (ti0+p) ≥
ulpF (ti0−1)

2
.

To do this, we estimate |ti0+p| similarly as above.

|ti0+p−1 + zi0+p| ≥ |ti0−1| −
i0+p
∑

j=i0

|zj| −
i0+p−1
∑

j=i0

1

2
ulpF (tj)
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≥



2F−1 −
i0+p
∑

j=i0

2F−kj−1−α(1 + j21−F )−
p

2



 ulpF (ti0−1)

≥ 2F−2ulpF (ti0−1).

We have to show the last inequality. If we extend the sum to infinity we get
the following bound (using ki0 + α ≥ 3)

i0+p
∑

j=i0

2F−kj−1−α(1 + j21−F ) +
p

2

≤
∞
∑

j=i0

2F−1−kj−α +
∞
∑

j=i0

j2−kj−α +
p

2

≤
2F−1−ki0−α

1− 2−k
+ 2−ki0−α

∞
∑

j=0

(j + i0)2−kj +
p

2

=
2F−1−ki0−α

1− 2−k
+ 2−ki0−α

2−k

(1− 2−k)2
+ i02−ki0−α

1

1− 2−k
+
p

2

≤
2F−4

1
2

+ 2−3 2−1

1
4

+ i02−i0
1
1
2

+
p

2

≤ 2F−3 +
1

4
+ 1 +

p

2
≤ 2F−2.

For the last inequality we use F ≥ 5 and hence 2F−4 ≥ 2. Further, we use
p ≤ 2F−3, and hence p

2
≤ 2F−4.

As for the case j = i0 we can see that after rounding, |ti0+p| ≥ 2F−2ulpF (ti0−1).

As before, it follows that ulpF (ti0+p) ≥
ulpF (ti0−1)

2
.

Now we consider the other inequality

ulpF (ti0+p) ≤ ulpF (ti0−1).

Again we estimate |ti0+p|.

|ti0+p−1 + zi0+p|

≤ |ti0 |+
i0+p
∑

j=i0+1

|zj|+
i0+p−1
∑

j=i0+1

1

2
ulpF (tj)

≤



2F−1 −
1

2
+

i0+p
∑

j=i0+1

2F−kj−1−α(1 + j21−F ) +
p− 1

2



 ulpF (ti0−1).
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For the last inequality we need

|ti0 | ≤ (2F − 1)ulpF (ti0) =
(

2F−1 −
1

2

)

ulpF (ti0−1).

We need to show that

i0+p
∑

j=i0+1

2F−kj−1−α(1 + j21−F ) +
p

2
≤ 2F−1

which is trivial with what we’ve already proved for the other inequality. It
follows that |ti0+p−1 + zi0+p| ≤ (2F − 1

2
)ulpF (ti0−1). Rounding leads to the

same estimate for |ti0+p|:

|ti0+p| ≤
(

2F −
1

2

)

ulpF (ti0−1) < 2FulpF (ti0−1).

Then
ulpF (ti0+p) ≤ 2−F+1|ti0+p| < 2ulpF (ti0−1)

and hence ulpF (ti0+p) ≤ ulpF (ti0−1). 2

Note that for ki0 + α = 2 the lemma is still true, but we need to be more
careful with the estimates.

As p ≤ l ≤ 2F−1, we know that the exponent of the final result is at least
one less that the highest exponent of the partial sums. The final error on tl is
then:

εfin≤ εeval + εadd

≤ 23−k−F +
l

2
ulpF (ti0−1)

=

(

22−k−α +
l

2

)

ulpF (ti0−1)

≤ (23−k−α + l)ulpF (tl).

Here we used
ulpF (ti0−1) = 2αulpF (t0) = 2α+1−F .

3.2 Improvement of the basic method

From the error bound we see that the final error mostly comes from the round-
ing error at each step and not from the evaluation error. In order to decrease
the evaluation cost it could be meaningful to use a reduced precision for the zi.

93



�������
�������
�������
�������

���������������
���������������
���������������
���������������

�
�
�

�
�

�
�

t0

z1

z2

1

1

1 1

1

1

1

1

1

0 0 0 0 0 0 0

0 0 0 0 0 0

0000

0 0 00

Fig. 1. Decreasing ulp of zi.

This idea appears already in [5] for summing a series with decreasing terms.
A gain of a factor of up to three is given in [5] for the summation time; a
detailed error analysis is however not provided.

3.2.1 The evaluation error

As the value of zi decreases by an order of 2−k compared to the value of zi−1,
the first idea is to use only F −ki bits of precision to compute zi. For example
Figure 1 shows how the ulp of the zi decreases for k = 2 and |ai| = 1 (the
dashed boxes are the neglected bits in this improved method).

The relative error is now :

zi = aix
i(1 + θ′i)

i
∏

j=1

(1 + θj)

with ∀i ∈ {1, . . . , l}, |θ′i| ≤ 2ki−F and ∀j ∈ {1, . . . , i}, |θj| ≤ 2kj−F .

To apply Lemma 1, we need F ≥ ki+ 3. Then

|θ′i|+
i
∑

j=1

|θj| ≤ 2ki−F +
i
∑

j=1

2kj−F = 2ki−F +
2k

2k − 1
2−F (2ki−1) ≤ 3 ·2ki−F ≤

1

2
.

(Note that we don’t use θ1 = 0 here, which does not improve the estimates.)
Using the lemma and the assumptions on |θ′i|, |θi|, we get the two inequalities

1− 2ki−F −
i
∑

j=1

2kj−F ≤ (1 + θ′i)
i
∏

j=1

(1 + θj) ≤ 1 + 2



2ki−F +
i
∑

j=1

2kj−F



 .

The relative error at each step is given by

|zi − aix
i|

|aixi|
=

∣

∣

∣

∣

∣

∣

1− (1 + θ′i)
i
∏

j=1

(1 + θj)

∣

∣

∣

∣

∣

∣

≤ 2−F e(i)

with

e(i) = 2



2ki +
i
∑

j=1

2kj



 = 2

(

2ki +
2k

2k − 1
(2ki − 1)

)

.
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The following estimate (for F ≥ ki+ 3 for i = 1, . . . , l) is useful.

2−kie(i) = 2

(

1 +
2k

2k − 1
(1− 2−ki)

)

≤ 2(1 + 2) = 6.

The evaluation error is then bounded by

εeval ≤
l

∑

i=1

2−F e(i)|aix
i| ≤ 2−F

l
∑

i=1

e(i)2−ki ≤ 6l2−F .

3.2.2 The final error

To get a similar bound as before on the final error, we need to compare the
ulp of the final result with the accumulated error. Again we assume rounding
to nearest. Then

|zi| ≤ |aix
i|(1 + 2−F e(i))

≤ 2−ki(1 + 2−F e(i))

≤ 2F−ki−1(1 + 2−F e(i))ulpF (t0).

Using F ≥ ki+ 3 for all i, we can further estimate 2−F ≤ 2−ki−3 and

|zi| ≤ 2F−ki−1
(

1 +
6

8

)

ulpF (t0) ≤ 2F−kiulpF (t0).

Let i0 as before be the first index at which the exponent of ti decreases (i0 =
l + 1 if there is no decrease). Also let α ≥ 0 with ulpF (ti0−1) = 2αulpF (t0).
The next lemma is similar to Lemma 2.

Lemma 3 Let p ≤ 2F−2 and F ≥ kl+3. We further assume that ki0 +α ≥ 4.

Then ∀j ∈ {i0, . . . , i0 + p},

ulpF (ti0) =
ulpF (ti0−1)

2
≤ ulpF (tj) ≤ ulpF (ti0−1).

PROOF. The proof is exactly the same as the proof of Lemma 2, using the
estimates from above. 2

We can now estimate the partial sum exponent as before and get the final
error

εfin ≤ εeval + εadd ≤ 7l ulpF (tl).
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3.3 Horner scheme

The ideas of the error estimate for the Horner method are taken from [3].
Looking at the relative error, in step i we have si = (ai+(x·si+1)(1+θi))(1+θ′i)
with |θi|, |θ

′
i| ≤ 2−F . The general formula is then

s0 =
l

∑

i=0

(1 + θ′i)





i−1
∏

j=0

(1 + θj)(1 + θ′j)



 aix
i.

Defining

δi := (1 + θ′i)





i−1
∏

j=0

(1 + θj)(1 + θ′j)



− 1,

we can write

s0 =
l

∑

i=0

(1 + δi)aix
i.

We then can estimate the difference between s0 and P (x):

|s0 − P (x)| =

∣

∣

∣

∣

∣

l
∑

i=0

(1 + δi)aix
i −

l
∑

i=0

aix
i

∣

∣

∣

∣

∣

=

∣

∣

∣

∣

∣

l
∑

i=0

δiaix
i

∣

∣

∣

∣

∣

≤
l

∑

i=0

|δi||ai||x|
i.

Now we need a bound for |δi|. Using Lemma 1, we get

1− (2i+ 1)2−F ≤ δi + 1 = (1 + θ′i)





i−1
∏

j=0

(1 + θj)(1 + θ′j)



 ≤ 1 + 2(2i+ 1)2−F

as long as 2i+ 1 ≤ 2F−1. Therefore, for l ≤ 2F−2 − 1
2
, we get the estimate for

all i = 0, . . . , l:
|δi| ≤ 2(2i+ 1)2−F = (2i+ 1)21−F .

The error estimate for the Horner scheme is then

|s0 − P (x)| ≤
l

∑

i=0

(2i+ 1)21−F |ai||x|
i.

Using |ai| ≤ 1 and |x| ≤ 2−k we can further estimate

|s0 − P (x)| ≤ 21−F
l

∑

i=0

(2i+ 1)2−ik ≤ 21−F 1 + 2−k

(1− 2−k)2
.

The last inequality is obtained by extending the sum to infinity. The goal is
to get a lower bound of |s0| so we can bound the relative error.

|P (x)| ≥ 1−
l

∑

i=1

|aix
i| ≥ 1−

l
∑

i=1

2−ki = 1− 2−k
1− 2−kl

1− 2−k
.
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We need to distinguish two cases here:

• If k ≥ 2, we get

|P (x)| ≥ 1− 2−k
1

1− 2−k
≥

2

3
.

Using the estimate from above we get the lower bound of |s0|:

|s0| ≥
2

3
− 21−F 1 + 2−k

(1− 2−k)2
=

2

3
·

(1− 2−k)2 − 3 · 2−F (1 + 2−k)

(1− 2−k)2
.

And the relative error is then bounded by :

εrel =
|s0 − P (x)|

|s0|
≤

3 · 2−F (1 + 2−k)

(1− 2−k)2 − 3 · 2−F (1 + 2−k)
.

The worst case is k = 2 which gives εrel ≤
5·2−F

3

4
−5·2−F

. For example with F ≥ 6

this means we will lose at most 3 bits of precision in the final result 1 .
• k = 1. We get |P (x)| ≥ 2−l. The lower bound of s0 is then |s0| ≥ 2−l−12·2−F

which is only meaningful if F ≥ l + 4. The relative error is then

εerr ≤
12 · 2−F

2−l − 12 · 2−F
.

For example for F = 53 and l = 10 we estimate that we can lose up to 14 bits
in the final result. This estimate is quite bad but this comes from the static
lower bound for P (x) and s0. At run time the final value of s0 is known and
a better error estimate can almost always be given.

3.4 Improvement of the Horner scheme

Similar to the basic method, we estimate the errors after cutting the number
of bits in the internal representation. We start the computation with low
accuracy and increase the size of the partial result at each step. Here we have
the relative errors |θ′i| ≤ 2ki−F and θi ≤ 2ki−F for i = 0, . . . , l. Again we define

δi := (1 + θ′i)





i−1
∏

j=0

(1 + θj)(1 + θ′j)



− 1.

To apply Lemma 1, we need the inequality

2ki−F + 2
i−1
∑

k=0

2kj−F ≤
1

2
.

1
ε = 2−6.
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This is satisfied for F ≥ ki+ 3:

2ki−F + 2
i−1
∑

k=0

2kj−F = 2−F
(

2ki +
2

2k − 1
(2ki − 1)

)

≤ 2−F
(

2ki + 2 · 2ki
)

= 3 · 2ki−F ≤
1

2
.

Now we can give a bound for |δi|. Using Lemma 1, we get

1− 2−F
(

2ki + 2
i−1
∑

k=0

2kj
)

≤ δi + 1 ≤ 1 + 2 · 2−F
(

2ki + 2
i−1
∑

k=0

2kj
)

as long as F ≥ ki+ 3. We write

e(i) = 2

(

2ki + 2
i−1
∑

k=0

2kj
)

= 2
(

2ki +
2

2k − 1
(2ki − 1)

)

and get, for F ≥ kl + 3, the estimate for all i = 0, . . . , l:

|δi| ≤ 2−F e(i).

We later need the estimate

2−kie(i) = 2
(

1 +
2

2k − 1
(1− 2−ki)

)

≤ 6.

Now we can estimate the difference between s0 and P (x):

|s0 − P (x)| =

∣

∣

∣

∣

∣

l
∑

i=0

δiaix
i

∣

∣

∣

∣

∣

≤
l

∑

i=0

2−F e(i)|ai||x|
i.

Using |ai| ≤ 1 and |x| ≤ 2−k we can further estimate

|s0 − P (x)| ≤ 2−F
l

∑

i=0

2−ike(i) ≤ 6 · 2−F (l + 1).

We can use the same lower bound for |P (x)| as above:

|P (x)| ≥ 1− 2−k
1− 2−kl

1− 2−k
.

We need to distinguish two cases here:

• If k ≥ 2, we get

|P (x)| ≥
2

3
.
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Using the estimate from above we get the lower bound of |s0|:

|s0| ≥
2

3
− 6 · 2−F (l + 1).

(For the right hand side to be positive we need 2−F (l+1) ≤ 1
9
.) The relative

error is then bounded by :

εrel =
|s0 − P (x)|

|s0|
≤

6 · 2−F (l + 1)
2
3
− 6 · 2−F (l + 1)

.

• k = 1. We get |P (x)| ≥ 2−l. The lower bound of s0 is then |s0| ≥ 2−l − 6 ·
2−F (l+1). (The right hand side is positive for example for F ≥ 2l+3.) The
relative error is then

εerr ≤
6 · 2−F (l + 1)

2−l − 6 · 2−F (l + 1)
.

4 Providing a dynamic error bound

Dynamic error bounds are bounds that can be deduced from the partial results,
as opposed to static bounds which are estimated before the actual computa-
tion.

The static error bounds we provided are good to have an idea of the maximum
error these algorithms can yield in the worst case (although we don’t provide
examples showing that these bounds are optimal).

However, the static analysis shows its limits when we want to give an error
bound that is relative to the final result. The lower bound of the final result
is rather pessimistic and is not relevant at run-time since we know the final
result. This is confirmed by our experiments where the static error is worse by a
factor of two. The algorithms were therefore written to provide the evaluation
of P (x) and a bound on the final error at the same time so that we know how
many bits are significant.

For the Horner and improved Horner schemes nothing needs to be done, we
only have to compare the value of the error given by the static analysis with
the value of the final result.

For the basic and improved basic methods, we compute the maximum of the
exponents of the intermediate results ti. We know that this exponent is the
exponent of ti0−1 and can then compute α (see section 3). We also know
whether the exponent of tl is that of ti0 or of ti0−1 and we don’t overestimate
the error too much.
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5 Conclusion and future work

In this paper we presented and analyzed two polynomial evaluation schemes
and improved them. The results confirm the reputation of the Horner method
having more numerical stability.

For large inputs, the improved methods are faster than the original methods.
This gain was predictable from the theoretical complexity: depending on the
time complexity of the multiplication, the truncated basic method gains a
factor ranging from 2 to 3 on the time spent doing multiplications compared
to the basic method. The actual error of the improved methods is compara-
ble to the error of the original methods. It is therefore not straightforward
which method to chose as there is a trade-off between very good accuracy
and good efficiency 2 (Horner) and not so good accuracy but even higher effi-
ciency (improved Horner method in the last experiment). The choice is highly
context-dependent.

As a future work, Smith gives in [5] a method to sum series where the terms
are “related”. In our tests the coefficient were precomputed once but we could
apply our error analysis to Smith’s “concurrent series” summing to get an
efficient method to sum such series with bounded error.
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A Experiments

The different algorithms were written with the MPFR [6] floating-point library
and ran on a P4 processor at 3GHz, taking the l first term of the exponential
series for P , with several values of the different parameters. The values of l
were chosen so that every term zi in the basic method is greater than the
ulp of the current result (no term is completely useless). The polynomials are
computed by evaluating the first terms of the exponential series in sequence
and rounding each term to the current precision f . The error is computed with
respect to the correct value, that is the value computed with infinite precision.
The tables show the runtime, the predicted accuracy and the actual accuracy.
Each method is run with F as the working precision and returns the final
result on F bits. The errors are given in ulp of the final result.

We took x = ◦( 1√
42

) rounded to f bits.

F = 53, f = 40, l = 11

Method measured error dynamic error static error Time(µs)

basic 1.063269 6.5 13 5.646

basic improved 1.063269 3.85e1 77 10.834

Horner 0.063269 2.22 4.44 4.234

Horner improved 0.063269 3.60e1 7.20e1 9.918

F = 410, f = 400, l = 57

Method measured error dynamic error static error Time(ms)

basic 0.100492 2.95e1 59 0.135

basic improved 0.100492 2.00e2 3.99e2 0.149

Horner 0.100492 2.22 4.44 0.071

Horner improved 0.100492 1.74e2 3.48e2 0.099

F = 4010, f = 4000, l = 404
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Method measured error dynamic error static error Time(ms)

basic 1.672861 2.03e2 4.06e2 39.375

basic improved 1.672861 1.41e3 2.83e3 39.062

Horner 0.327139 2.22 4.44 20.156

Horner improved 0.672861 1.22e3 2.44e3 17.812

One test with x = ◦( 1√
4200

) which verifies k = 6 :

F = 4010, f = 4000, l = 311

Method measured error dynamic error static error Time(ms)

basic 6.589485 1.56e2 3.12e2 30.469

basic improved 6.589485 1.09e3 2.18e3 25.312

Horner 0.410515 1.05 2.10 15.469

Horner improved 0.410515 9.36e2 1.87e3 10.781

From the results we see that no method ever underestimated the actual error
it did but rather provided safe error bounds usually by several orders of mag-
nitude larger than the measured error in the case of the first two methods.
When computing the static error, the ulp of the final result is usually under-
estimated by one, which explains the factor of two between the static and the
dynamic errors.

The basic and basic improved methods achieve the same accuracy in our tests
confirming the intuition that computing too many bits for the higher terms of
the series is inefficient. The improved method is worse than the basic method
for small inputs because we lose more time evaluating the error and rounding
the partial result than actually computing the evaluation.

The Horner method has always the best accuracy (measured and predicted)
but it not always as efficient as the truncated (improved) methods.

The same experiments were done with the cosine series but were not included
as the results are similar.
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Équipe de Recherche DALI,
Laboratoire LP2A, Université de Perpignan
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Abstract

Pseudozeros are useful to describe how perturbations of polynomial coefficients af-
fect its zeros. We compare two types of pseudozero sets: the complex and the real
pseudozero sets. These sets differ with respect to the type of perturbations. The
first set – complex perturbations of a complex polynomial – has been intensively
studied while the second one – real perturbations of a real polynomial – seems to
have received no attention. We present a computable formula for the real pseu-
dozero set and a comparison between these two pseudozero sets. We conclude that
the complex pseudozero sets have to be prefered except when the perturbed real
polynomials admit non-real zeros.
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Analytical sensitivity analysis introduces a condition number that bounds the
magnitudes of the (first order) changes of the roots with respect to the coef-
ficient perturbations. Numerous results in this direction are available, see for
example Gautschi [2] or Wilkinson [14]. Representing coefficient uncertainty
with intervals and computing with interval arithmetic yield over-sets that en-
close (sometimes pessimistically) the perturbed roots [6]. When the coefficient
uncertainty is assumed to obey a given probabilistic behavior, stochastic arith-
metic of Vignes and Chesneaux and its associated library CADNA provide a
probabilistic estimate of perturbed roots [13,1]. Continuous sensitivity analy-
sis, introduced by Ostrowski [9], considers the uncertainty of the coefficients
as a continuity problem. The most powerful tool of this last type of methods
seems to be the pseudozero set of a polynomial we focus hereafter. Roughly
speaking, it is the set of roots of polynomials that are near to a given poly-
nomial. This set was first introduced by Mosier [8]. A very recent survey on
pseudozero set is proposed by Stetter [11].

In this paper, we study two kinds of pseudozero sets. The first one is the
complex pseudozero set : it is the set of complex numbers that are the roots of
polynomials with complex coefficients being near to a given polynomial p with
complex coefficients. The second one is the real pseudozero set, that is the set
of complex numbers that are the roots of polynomials with real coefficients

being near to a given polynomial p with real coefficients.

For a given polynomial with real coefficients, it makes sense to compute both
complex and real pseudozero sets even if the latter may be closer to the
physical problem the polynomial represent. This is the case when the poly-
nomial coefficients describe non-complex physical values as for example in
transfer function for control theory. Previous works of the authors illustrate
how the complex pseudozero set solves stability problems in this area [3,4].
Another motivation to constrain the pseudozero set to describe real perturba-
tions comes from finite precision computation since the rounding error in real
coefficients represented by fixed or floating numbers is always a non-complex
perturbation. The aim of this paper is to compare these two pseudozero sets
and evaluate which one is the more convenient and the easiest to compute.

Up to our knowledge, published results only consider complex pseudozero sets.
The real pseudozero set has not been studied before. Hereafter we provide a
computable formula for the real pseudozero set and we justify that the complex
pseudozero set is more robust than the real one.

The paper is organized as follows. In the first section, we recall some definitions
and known results about the complex pseudozero set. In the second section,
we introduce the real pseudozero set and we propose a computable expression
for this set. In the last section, we present some numerical simulations and we
compare the real and complex pseudozero sets.
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2 Complex pseudozero set of polynomials

Let Pn(C) be the linear space of polynomials of degree at most n with complex
coefficients (n ≥ 1). Let p be a polynomial of Pn(C) with complex coefficients
pi (0 ≤ i ≤ n) such that

p(z) =
n∑

i=0

piz
i.

Representing p by the vector (p0, p1, . . . , pn)T of its coefficients, we identify the
norm on Pn(C) to the 2-norm of the corresponding vector in C

n+1. Throughout
this paper, we will only consider this 2-norm we denote ‖ · ‖. It means that

‖p‖ =

(
n∑

i=0

|pi|
2

)1/2

. (1)

The following real parameter ε bounds the uncertainty in coefficients of p.
Given such an ε > 0, a complex ε-neighborhood of p is the set of all polyno-
mials of Pn(C), close enough to p, that is,

Nε(p) = {p̂ ∈ Pn(C) : ‖p − p̂‖ ≤ ε} .

The complex ε-pseudozero set of p is defined to include all the zeros of the
ε-neighborhood of p. A definition of this set is

Zε(p) = {z ∈ C : p̂(z) = 0 for some p̂ ∈ Nε(p)} .

Theorem 1 below provides a computable counterpart of this definition.

Theorem 1 (Trefethen and Toh [12]) The complex ε-pseudozero set of p
verifies

Zε(p) =

{
z ∈ C : g(z) :=

|p(z)|

‖z‖
≤ ε

}
,

where z = (1, z, . . . , zn)T .

This theorem was proved in [12] for the 2-norm and in [10] for an arbitrary
norm. We recall the proof of [12].

Proof If z ∈ Zε(p) then there exists p̂ ∈ Pn(C) such that p̂(z) = 0 and
‖p − p̂‖ ≤ ε. ¿From Hölder’s inequality |xT y| ≤ ‖x‖‖y‖, we get

|p(z)| = |p(z) − p̂(z)| =
∣∣∣∣

n∑

i=0

(pi − p̂i)z
i

∣∣∣∣ ≤ ‖p − p̂‖‖z‖.

It follows that |p(z)| ≤ ε‖z‖.
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Conversely, let u ∈ C be such that |p(u)| ≤ ε‖u‖. If u 6= 0, we can write
u = |u|eiθ, θ ∈ [0, 2π) with |u| > 0. Let us introduce the polynomials r and pu

defined by

r(z) =
n∑

k=0

rkz
k, with rk = |u|ke−ikθ, and

pu(z) = p(z) −
p(u)

r(u)
r(z).

It is clear that r(u) = ‖u‖2 = ‖r‖2, and pu(u) = 0. So we have

‖p − pu‖ =
|p(u)|

|r(u)|
‖r‖ ≤ ε.

Hence we obtain that u belongs to Zε(p).

If u = 0, let us define pu(z) = p(z) − p(u). It is clear that pu(u) = 0. Besides,
we have ‖p − pu‖ = |p(u)| ≤ ε by hypothesis. In the same way, we get that u
belongs to Zε(p).

This theorem gives us an efficient way to compute the complex pseudozero
set. The ε-pseudozeros of p belong to the interior of the area defined by the
contour level (of value ε) of the normalized residual |p(z)|/‖z‖. MATLAB
provides primitives that allow us to easily plot pseudozeros using the following
Algorithm 1.

Algorithm 1 Computation of complex ε-pseudozero set (MATLAB version)

Require: polynomial p and uncertainty ε
Ensure: pseudozero set layout in the complex plane
1: We grid a square containing all the roots of p with the MATLAB command

meshgrid.
2: We compute g(z) at the grid nodes z.
3: We draw the level line |g(z)| = ε with the MATLAB command contour.

3 Real pseudozero set of polynomials

Now, we introduce the real pseudozero set and a computable expression for
this set.

The notations are similar to the complex case. For n ≥ 1, let Pn(R) be the
linear space of polynomials of at most degree n with real coefficients. Polyno-
mial p in Pn(R) is represented by the vector (p0, p1, . . . , pn)T of its coefficients,
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so p(z) =
∑n

i=0 piz
i. Again we identify the norm ‖ · ‖ on Pn(R) to the 2-norm

on R
n+1 of the corresponding vector of its coefficients. Relation 1 is still valid

to define this norm.

Let ε be a given bound of the polynomial coefficient uncertainties. A real ε-
neighborhood of p is the set of all polynomials of Pn(R), close enough to p,
that is,

NR
ε (p) = {p̂ ∈ Pn(R) : ‖p − p̂‖ ≤ ε} . (2)

Then the real ε-pseudozero set of p is defined to include all the zeros of the
real ε-neighborhood of p. A definition of this set is

ZR
ε (p) =

{
z ∈ C : p̂(z) = 0 for p̂ ∈ NR

ε (p)
}

. (3)

For ε = 0, the pseudozero set ZR
0 (p) is the set of the roots of p we denote

Z(p).

One can easily notice that the real ε-pseudozero set ZR
ε (p) is symmetric with

respect to the real axis.

Proposition 2 The real ε-pseudozero set ZR
ε (p) is symmetric with respect to

the real axis.

Proof Let z ∈ ZR
ε (p). It means that there exists q ∈ NR

ε (p) such that q(z) =
0. As the polynomial q has real coefficients, this implies that q(z̄) = 0. So
z̄ ∈ ZR

ε (p).

Following Theorem 3 provides a computable counterpart of this definition. It
is based on arguments developed by Hinrichsen and Kelb in [5]. We define for
x, y ∈ R

n+1,
d(x, Ry) = inf

α∈R
‖x − αy‖,

the distance of a point x ∈ R
n+1 from the linear subspace Ry = {αy, α ∈ R}.

Theorem 3 The real ε-pseudozero set of p verifies

ZR
ε (p) = Z(p) ∪

{
z ∈ C\Z(p) : h(z) := d(GR(z), RGI(z)) ≥

1

ε

}
, (4)

where GR(z) and GI(z) are the real and imaginary parts of

G(z) =
1

p(z)
(1, z, . . . , zn)T , z ∈ C\Z(p).

Proof Let z ∈ ZR
ε (p). If p(z) = 0 then z ∈ Z(p) else there exists q ∈ NR

ε (p)
such that q(z) = 0. In this case, we have p(z) = p(z) − q(z) = (p − q)T z,
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where z = (1, z, . . . , zn)T . It follows that 1 = (p − q)T G(z). Hence we have
1 = (p − q)T GR(u) + i(p − q)T GI(u) and so





(p − q)T GR(u) = 1,

(p − q)T GI(u) = 0.

As a consequence, we have ‖p − q‖‖GR(u) − αGI(u)‖ ≥ 1, for all α ∈ R. We
conclude that

d(GR(u), RGI(u)) ≥
1

‖p − q‖
≥

1

ε
.

Conversely, let z ∈ Z(p)∪
{
z ∈ C\Z(p) : d(GR(z), RGI(z)) ≥ 1

ε

}
. If z belongs

to Z(p) then it belongs to ZR
ε (p). Otherwise z satisfies ‖G(z)‖ ≥ 1/ε. ¿From

a duality theorem (see [7, p.119]), there exists a vector u ∈ R
n+1 with ‖u‖ = 1

satisfying

uT GR(z) = d(GR(z), RGI(z)) and uT GI(z) = 0.

Let us consider the real polynomial

q = p −
u

d(GR(z), RGI(z))
.

We have

q(z) = p(z) −
uT z

d(GR(z), RGI(z))
= p(z) −

p(z)uT G(z)

d(GR(z), RGI(z))
= 0.

Furthermore we have ‖q−p‖ = 1/d(GR(z), RGI(z)). It follows that ‖p−q‖ ≤ ε.

To compute the real ε-pseudozero set ZR
ε (p), we only have to evaluate the

distance d(GR(z), RGI(z)). We recall that ‖ · ‖ is the 2-norm and we denote
with 〈·, ·〉 the associated inner product. In this case we have

d(x, Ry) =





√
‖x‖2 − 〈x,y〉

‖y‖2 if y 6= 0,

‖x‖ if y = 0.

Then the real pseudozero set is also the interior of the area defined by the
level contour of function h defined by Relation 4. We can compute the real
ε-pseudozero set with following Algorithm 2.

Again MATLAB provides primitives that allow us to plot pseudozeros with
Algorithm 2.
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Algorithm 2 Computation of real ε-pseudozero set (MATLAB version)

Require: polynomial p and uncertainty ε
Ensure: pseudozero set layout in the complex plane
1: We grid a square containing all the roots of p with the MATLAB command

meshgrid.
2: We compute h(z) at the grid nodes z.
3: We draw the level line |h(z)| = 1/ε with the MATLAB command contour.

4 Numerical simulations and comparisons

In this section, we present some numerical simulations and we compare the real
and complex pseudozero sets. This comparison is motivated since it is more
difficult to compute the real pseudozero set than the complex pseudozero set.
It is clear that we always have ZR

ε (p) ⊂ Zε(p).

Proposition 4 Let p be a polynomial of Pn(R). Then the real pseudozero set

is included in the complex pseudozero set, i.e.,

ZR
ε (p) ⊂ Zε(p).

Proof Let z belonging to ZR
ε (p). It means that there exists a polynomial q in

Pn(R) such that q(z) = 0. Since Pn(R) is included in Pn(C), it means that q
is in Pn(C). Consequently, z belongs to Zε(p).

We are interested to know whether the real and the complex pseudozero sets
are similar or not.

Let us first comment the following example for p(z) = 1/2 + z2. Figure 1
represents the real and complex pseudozero sets for p with ε = 0.1. The real
pseudozero set (Figure 1(a)) is clearly enclosed in the complex pseudozero
set (Figure 1(b)). The shapes of the real and the complex pseudozero sets
are different. Indeed the complex pseudozero set is composed of two convex
connected components whereas the real pseudozero set is composed of two
nonconvex connected components. This simple example clearly exhibits that
important qualitative properties differ between the real and the complex pseu-
dozero sets.

Let us now look at a second simple example considering q(z) = z−1 with ε =
0.1. As we can see with Figure 2, the real pseudozero set (Figure 2(b)) is not
included in the complex pseudozero set (Figure 2(a)). Furthermore, the real
pseudozero set is not symmetric with respect to the real axis. This contradicts
Proposition 2 and Proposition 4 given previously. Those phenomena can be
explained by the following lemma.
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(a) Zε(p) with ε = 0.1
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(b) ZR
ε (p) with ε = 0.1
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(c) Both on the same figure

Fig. 1. Comparison of the complex and real pseudozero sets for p(z) = 1/2 + z2

Lemma 5 (Hinrichsen and Kelb [5]) The function

d : R
n+1 × R

n+1 → R+, (x, y) 7→ d(x, Ry)

is continuous at all pairs (x, y) with y 6= 0 or x = 0 and discontinuous at all

pairs (x, 0) ∈ R
n+1 × R

n+1, x 6= 0.

This lemma states that a discontinuity problem arises when vector y vanishes.
In our case, the discontinuity arises when GI(z) = 0 where GI is the imaginary
part GI(z) of

G(z) =
1

p(z)
(1, z, . . . , zn)T .

It follows that GI vanishes for z ∈ R, that is along the real axis. This explains
why the contour function of MATLAB may fail and gives some bad results
along the real axis. Of course, if none of the zeros of the polynomial is real,
the real pseudozero set is correct because we do not evaluate the function G
on the real axis. The first presented example and Figure 1 illustrate this case
for instance.
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Fig. 2. Comparison of the complex and real pseudozero sets for q(z) = z − 1

Considering those facts, it seems natural to always prefer the complex pseu-
dozero set even to represent polynomials with perturbed real coefficients.

5 Conclusion

In this paper, we have proposed a computable formula for the real pseudozero
set. Identifying this set is motivated from data errors and rounding errors
that corrupt the coefficients of real polynomials. Alas this formula is more
difficult to compute than the corresponding complex one. Thanks to numerical
simulations, we have shown that computing real pseudozero set may yield
inappropriate results and we have explain this phenomena by the discontinuity
of the level function h. This seems to justify to prefer the complex pseudozero
set for real polynomial instead of the real pseudozero set.

Nevertheless, if the zeros of the real polynomial are known to be far from the
real axis and if the perturbations are sufficiently small, then we may draw the
real pseudozero set since the discontinuity only appears near the real axis. In
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this case the pseudozero set represents as accurately as possible all the roots
of the really perturbed polynomials.
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On Intermediate Precision Required for

Correctly-Rounding Decimal-to-Binary

Floating-Point Conversion.

Michel Hack
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Abstract

The algorithms developed ten years ago in preparation for IBM’s support of IEEE
Floating-Point on its mainframe S/390 processors use an overly conservative inter-
mediate precision to guarantee correctly-rounded results across the entire exponent
range. Here we study the minimal requirement for both bounded and unbounded
precision on the decimal side (converting to machine precision on the binary side).
An interesting new theorem on Continued Fraction expansions is offered, as well as
an open problem on the growth of partial quotients for ratios of powers of two and
five.

Key words: Floating-Point conversion, Continued Fractions

1 Introduction

Floating-Point conversion involves transforming the product of a fixed-point
number and a power of one base (e.g. 10) into the product of another fixed-
point number and a power of a different base (e.g. 2), preserving the value of
this product as much as possible, subject to constraints on the result format
— in particular, the precision of the resulting fixed-point number.

A correctly-rounding conversion produces the one and only result that satis-
fies a given rounding rule. For example, for IEEE round-to-nearest, it must
produce the nearest representable result (in the target precision) when there
is only one, or the one with a low-order bit of 0 when the infinitely-precise
result is an exact midpoint between two representable numbers. The difficulty
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of correct rounding is due to the fact that the infinitely-precise result can be
very close to the rounding threshold. We call such numbers difficult numbers.
Continued Fraction expansions can be used to bound how close this can be
without being exactly equal to the threshold.

The arguments presented in this paper apply to binary-to-decimal conversion
as well as to decimal-to-binary conversion. The former is conceptually a trifle
easier, since every binary floating-point number has an exact decimal repre-
sentation (with a finite though perhaps large number of digits); this is due
to the fact that 2 is a factor of 10. Here we shall focus on decimal-to-binary
conversion.

Two cases arise in practice, depending on whether input precision is bounded
or not. Some programming languages or environments accept only as many
input digits as correspond to the target machine precision; others (e.g. Java,
IBM’s assemblers and run-time conversion routines on z/Series) accept (and
honour) as many digits as are presented. One very important class of bounded-
precision conversions is the class of machine-format-to-machine-format conver-
sions resulting from the upcoming Revised IEEE 754 standard for Floating-
Point that defines both binary and decimal floating-point formats.

Prospectus: After reviewing the prior work we shall present the fundamental
concepts of Continued Fraction approximations that we need. An examina-
tion of the intermediate-computation precision requirements for bounded and
then for unbounded source precision will show a dependency on large partial
quotients in a set of Continued Fraction expansions. We shall then present a
theorem on the growth of such partial quotients, followed by an application
thereof to permit a sparse exploration of the search space. We conclude with
a failed attempt to provide a bounding formula that could have avoided the
need for a search altogether.

2 Prior Work

This paper is a follow-up to [1] which includes a section on Floating-Point
conversion, which gives the historical background.

Briefly, there were several unpublished efforts dating back to 1977, as well as
David Matula’s seminal paper [8] on the precision required for reversible con-
versions in 1968. Jerry Coonen’s Thesis [3] led to the IEEE 754 requirements
for extended formats, so correctly-rounding conversion could be performed
economically with compatible precision in the middle of the exponent range,
and with tight error bounds across the entire exponent range, which is all the
1985 IEEE standard requires. (The IEEE 754 standard is undergoing revi-
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sion right now (2004), and a correct-rounding requirement across the entire
exponent range is under consideration.)

There were two papers at ACM SIGPLAN 1990 ([2] and [10]): the methods
therein use conventional conversion methods but track the conversion error,
and redo the conversion using a different, full-precision, method when the
rounding threshold is dangerously nearby. Also from that period is Gordon
Slishman’s method [9] which exploits the limited exponent range of IBM Hex-
adecimal Floating-Point for a table-driven approach, which picks carefully
chosen multipliers so as to avoid dangerous rounding thresholds.

Much later, Kenton Hanson [4] described a method for finding the most dif-
ficult numbers for each format, under the assumption of compatible decimal
precision, by a suitably limited search. The method resembles Continued Frac-
tion expansion, but this is not mentioned.

All methods described above deal with a small set of fixed binary formats,
and compatible bounded decimal precision.

The conversion method in [1] is generic in that it (a) can handle any combi-
nation of significand precision and exponent range, and (b) imposes no con-
straints at all on the decimal format (unlimited precision and exponent range,
subject only to storage constraints). It uses integer bignum arithmetic, where
numbers are represented as arrays of machine-word (32-bit) digits in a large
base, 109 for bigdecimal or 232 for bigbinary, as appropriate: when division
by 5 is involved, bigdecimal is used, so as to avoid nonterminating fractions.
For a given target precision and exponent range there is a maximum-length
intermediate bignum, and the workspace requirement reflects this. The actual
computation is carried out using the larger precision of source 1 and target,
plus one or two guard bigdigits. Truncating arithmetic is used, and a threshold
is computed for the truncation error. When the result is closer to the round-
ing threshold than this error threshold, the conversion is repeated with full
precision; this would happen only for difficult numbers. The article mentions
that this is too conservative, and hints at the solution described in this paper.

3 Continued Fractions

Continued Fraction theory is the theory of choice when it comes to studying
close rational approximations to a real number. Rational approximations to
a rational number are useful when the denominator in the approximation has

1 up to the maximum needed for exact decimal representation, given the effective
exponent
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many fewer digits than the denominator in the original (reduced) fraction, and
yet the difference between the approximation and the original is very small.
The hallmark of a Continued Fraction approximation is that it is always a best
approximation, in the sense that any rational approximation with a smaller
denominator necessarily leads to a larger approximation error.

Continued Fraction theory is covered in many books on Number Theory, e.g.
the classic Hardy&Wright [5], but one of the most readable and complete
expositions is Khinchin [6]. The basic idea is to get a sequence of successfully
better rational approximations to a given real number (say positive, for the
sake of easier exposition). The crudest approximation is the integral part; the
left-over (if any) is the fractional part. The inverse of this left-over is therefore
greater than one: it has an integral part and a (new) fractional part. This
process can be repeated until there is no left-over (which will happen if, and
only if, the original value is rational). The sequence of integral parts obtained
in this way is the sequence of partial quotients of the expansion. The sequence
of progressively better approximations (where the left-over is ignored) is called
the sequence of partial convergents. The term “Continued Fraction” comes
from the appearance of the expression of the original value x in terms of its
partial quotients ai:

x = a0 + 1/(a1 + 1/(a2 + ...))

Because of the sequence of inversions, the approximations alternately under-
estimate and overestimate the original value. There is a simple recurrence
relation that ties a partial convergent to the two preceding partial conver-
gents and the partial quotient of the same index i. The i-th partial convergent
is Pi/Qi in lowest terms, and the recurrence relation only generates further
ratios in lowest terms:

Pi = aiPi−1 + Pi−2

Qi = aiQi−1 + Qi−2

The recurrence is started with dummy values:

P−1 = 1 P−2 = 0

Q−1 = 0 Q−2 = 1

so that P0/Q0 = a0 is the zeroeth approximation, the integral part of x. All
partial quotients except possibly a0 are strictly positive integers.

An interesting property of immediately adjacent partial convergents (which in
fact implies that the recurrence always generates partial convergents in lowest
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terms) is:

Pi+1Qi −Qi+1Pi = (−1)i

Because of the alternating approximations, we get the following picture of
three successive partial convergents and the original value (or its mirror image,
depending on the parity of the index i):

Pi
Qi

<
Pi+2

Qi+2

≤ x <
Pi+1

Qi+1

(We assume that x has at least three successive approximations; the last one
might be exact.) From this we see that the difference between two successive
partial convergents (on opposite sides of x) provides an upper bound on the
approximation error at that point, and that the difference between two partial
convergents on the same side of x provides a lower bound on the approximation
error due to the earlier partial convergent. If we work this out, we get:

1

Qi(Qi +Qi+1)
< |x− Pi

Qi

| ≤ 1

QiQi+1

Taking into account that Qi−1 ≤ Qi and using the recurrence relation for Qi+1

we get:

1

(ai+1 + 2)Q2
i

< |x− Pi
Qi

| < 1

ai+1Q2
i

This is the bounding formula that expresses lower and upper bounds on the
approximation error of partial convergent Pi/Qi in terms of the next partial
quotient ai+1. It is interesting to note that although all accounts of Continued
Fractions mention the upper bound, very few ([6] being one of them) mention
the lower bound. The lower bound is the one of interest in this paper.

Another useful fact (see [5] or [6]) is that if |x − P/Q| < 1/(2Q2), then P/Q
is some partial convergent of the Continued Fraction expansion of x. In other
words, rational approximations that are quadratically very close (in terms of
denominator size) are always partial convergents.

4 Decimal-to-Binary conversion with fixed source and target pre-

cision

A binary floating-point number (BFP) in a certain format has a precision
of p bits and an exponent range from Emin to Emax; it can express finite
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numbers from 2(Emin+1−p) to (2p − 1)2(Emax+1−p). The usual representation
is as a fixed-point number (with one bit before the radix point) times two
to the power of an exponent in the given range; for our purposes it is easier
to express a strictly positive value as an integer significand B in the range
2p−1 to 2p − 1 times a power of two in an appropriately shifted range. We
shall ignore denormal (recently renamed subnormal) numbers here — they
complicate details of rounding and underflow handling, but don’t substantially
affect issues of required precision, except to the extent that the applicable
exponent range has to include them. (Later we will justify this assumption.)

A decimal floating-point number (DFP) similarly consists of a q-digit signif-
icand and a decimal exponent whose range may exceed that of the target
binary format; in free-form decimal string input the exponent might even be
unbounded; it might also be implied by the position of a given decimal point.
Regardless of input format, a crude precomputation can weed out decimal
inputs that would lead to obvious binary overflow or underflow, and here we
assume that the effective decimal exponent is implicitly bounded by the target
binary format. True zero (all given significand digits zero) can also be disposed
of at this point, and the sign can be ignored (it has to be remembered for in-
sertion in the target of course, and it affects the details of directed rounding,
but it has no effect on intermediate precision requirements.) For the moment,
we also assume that the number of decimal digits is bounded a-priori, so that
we only have to address q-digit normalised decimal significands D with an
appropriate exponent d and a value of

D × 10d where 10q−1 ≤ D < 10q

The nearest representable BFP number in the target format would be

B × 2b where 2p−1 ≤ B < 2p (B integral)

and: 10dD = 2b(B + 1/2 + F ) where |F | < 1/2 (round-to-nearest)

or: 10dD = 2b(B + F ) where |F | < 1/2 (directed rounding)

By considering a (p + 1)-bit binary significand C we can handle all rounding
modes in a common way. Round-to-nearest will then involve an odd integer
C = 2(B + 1/2), and directed rounding will involve even C = 2B, with:

10dD = 2b−1(C + 2F ) where |F | < 1/2

Here C is an integer in the range 2p to 2p+1 − 1.

In all rounding modes, we need to know the sign of F with absolute precision,
i.e. we need to know whether it is exactly zero, and if not, whether it is
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positive or negative without any doubt. Other than that, the actual value of
F is not important (its absolute value will be less than 1/2, by definition).
The correctly-rounded B can then be obtained from C and the sign of F .
(The precise rules are messy, since the rounded result might have one more
or fewer bits than the expected p bits, in which case the exponent b would be
adjusted as the result is fitted to its box. This could then trigger belated over-
or underflow. These complications are not the subject of this paper.)

Conceptually, to compute C (and F ) we first compute b from d and from the
size constraints on D and C, i.e. the given source and target precisions. In
some algorithms (e.g. [1]) this need not be computed explicitly; it “falls out”
of the exponent-reduction process used there, as a side-effect of computing (a
sufficient approximation of) C + 2F .

The sign of F is simply the high-order bit of the fraction 2F . It may seem
strange to talk about a sign bit inside the bit string that represents the positive
fixed-point number C + 2F , but it is really just a way of describing C − 2 +
(2− (−2F )) when 1 > |2F | ≥ 1/2, to describe how far the exact value is from
a rounding threshold — an even integer C for directed rounding, or an odd
one for round-to-nearest.

Determining the sign of a possibly vanishing F when using limited precision in
the computation is the crux of the issue. Before we look into the behaviour of
limited-precision computation, we establish that if the conversion is not exact
there is a useful lower bound on |F |:

Theorem 1 For any given BFP format (precision p and exponent range Emin
to Emax) and decimal precision q there is a fixed lower bound L on non-zero
|2F | in the significand C + 2F of the representation 10dD = 2b−1(C + 2F )
where D is a q-digit integer and C is a (p+ 1)-bit integer, and |F | ≤ 1/2:

|2F | < L < 1/2 =⇒ F = 0

This bound depends only on p, Emin and Emax, and q (and, in particular, it
does not depend on the possible range of the decimal exponent d). The depen-
dency on q is explicit, and there is an integral constant k that depends only
on the target BFP format:

L =
10−q

(k + 2)

Proof:

Let x be the rational number 10d/2b−1 (or x = 2d+1−b5d). Then C + 2F =
xD, which we rewrite as x − C/D = 2F/D to remind us of the form used
to describe Continued Fraction approximations.
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The smallest difference occurs when C/D is a partial convergent of the
Continued Fraction expansion of x, unless conversion is exact and F is zero.
It is of course possible that none of the partial convergents have the right
shape: the one with the largest numerator of fewer than p + 1 bits may be
followed by one with more than p + 1 bits. If we look at the recurrence
formula, we see that this can happen near a partial quotient of 2 or more.
If this is the case, we know that the approximation of x by C/D must be
quadratically bad, i.e. |x− C/D| > 1/(2D2).

Otherwise, let i be the index of the partial (or possibly final) convergent
that follows one of the right shape (numerator has exactly p+ 1 bits).

Then our lower bound is |x− C/D| > 1/(ai + 2)D2.

In either case, if k is an upper bound on all relevant partial quotients, we
have:

|x− C

D
| > 1

(k + 2)D2

provided that conversion is not exact.

Now recall that |x− C/D| = |2F |/D and that D < 10q, and conclude that
there is a suitable lower bound L for non-zero |2F |:

L =
10−q

(k + 2)

where k is as described above, and q is the decimal source precision.

We’re not quite done yet, however, until we’ve established this bound k on
all relevant partial quotients.

Because both decimal D and binary C are assumed normalised, the value
of C/D has a dynamic range (ratio of largest to smallest possible values)
of 20. Each decimal exponent d may therefore lead to up to five possible
corresponding binary exponents b, and hence four or five different values of
x, whose Continued Fraction expansion is needed until a partial convergent
of at least p + 1 bits in the numerator is reached. Another way to describe
this is that for each binary exponent b there are one or two possible values
of d.

For any fixed BFP format, the range of b is bounded by the format’s expo-
nent range. The number of Continued Fraction expansions that have to be
considered is therefore finite, and the set depends only on the BFP format
parameters, so k is well-defined.

2

(In the next section we shall see that the dependency on q is itself bounded
by the target BFP format. In this section we assume a fixed q.)
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Now let’s consider the computation of C + 2F which may introduce an error
e if it is carried out with less than “infinite” precision (full precision will do, if
we use decimal instead of binary). Let us write this computed result as U+V ,
broken up into an integral part U and fractional part V such that |V | ≤ 1/2
(it does not matter whether we pick +1/2 or −1/2 for V if that should be the
case): U + V = C + 2F + e.

There are three cases to consider, depending on whether |F | is large, small
(but non-zero) or zero.

For large |F | < 1/2, the computed value 2F + e could cause the “sign bit” of
2F +e to differ from the sign of F , i.e. we could have |2F +e| ≥ 1. This would
be ok however, because as long as |e| < 1/2 the two numbers C + 2F + e and
C + 2F would still round to the same final result, though by different paths
through the rounding-rule maze: crossing this threshold would simultaneously
change the sign of V and the parity of U , which should have no effect on the
final correctly-rounded result. Theorem 2 below will address this case.

For small non-zero |F |, the computed sign of 2F + e could differ from the true
sign of F , and if this were to happen, the computed U + V = C + 2F + e
would be on the wrong side of the rounding threshold. We need a bound on
|e| to prevent this rounding mistake.

For F = 0 the sign of V may be unpredictable, but |V | will be bounded by
the computation error bound. Theorem 3 below will deal with these “small”
and “zero” cases, exploiting the bound defined by Theorem 1 above.

We can pick any fixed threshold E < 1/4 to distinguish “large” |F | from
“small” |F |. Numbers whose conversion results in a large |F | > E may be
called easy because their conversion needs only a few extra bits of precision:

Theorem 2 If C + 2F is computed with possible error e as U + V , with C
and U integral, E < |V | < 1/2 and |e| < E < 1/4, then C equals U and the
sign of F equals the sign of V .

Proof:

Let U + V = C + 2F + e with |e| < E < 1/4 and |V | > E.

If V is positive this leads to: E < V < E + 2F + (C − U), hence 0 <
2F + (C −U). Since C and U are integers, and |2F | < 1, C and U must be
equal, and F must be positive like V .

If V is negative we get E < −V < E − 2F − (C − U), hence 0 < −2F −
(C − U).

In either case, C equals U and F has the same sign as V : the limited-
precision result delivers the correctly-rounded result.
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2

The smaller we choose E, the larger the proportion of easy numbers. An im-
plementation can take advantage of this by choosing an initial error threshold
E < 1/4, and first computing U + V = C + 2F + e using fast but limited-
precision arithmetic such that |e| < E. If this results in |V | > E, we are done,
thanks to Theorem 2 above.

Having dispensed with easy numbers, we can now concentrate on the remaining
cases, where we can assume |V | < 1/4:

Theorem 3 Let L be the bound defined by Theorem 1.

If C + 2F is computed with possible error e as U + V , with C and U integral,
|V | < 1/4 and |e| < L/2 < 1/4, then C equals U and the sign of F equals the
sign of V when |V | > L/2, or F is exactly zero when |V | ≤ L/2.

Proof:

Let U + V = C + 2F + e with |e| < L/2 < 1/4 and |V | < 1/4.

Rewrite as |(U − C) + (V − 2F )| = |e| < L/2. Since U and C are integers,
(U − C) must be zero: |V − 2F | < L/2.

If |V | < L/2 then |2F | < L and hence, from the definition of L in Theorem
1, F must be zero. If |V | ≥ L/2 then F must be nonzero, and have the same
sign as V .

In either case, we get a correctly-rounded result.

2

Recall the formula for the bound L:

L =
10−q

(k + 2)

The extra precision required for intermediate computation is therefore the
number of bits in k+2 plus 3.3q (number of bits in D), plus whatever is needed
to cover rounding or truncation errors during the actual computation (there
may be several steps), or the approximation error in any inexact constants
(e.g. in a table of selected powers of ten in some internal binary floating-
point representation). (The constant 3.3 above stands for log(10)/ log(2), or
the base-2 logarithm of 10.)

The determination of the constant k involves bounding the largest applica-
ble partial quotient among a finite set of Continued Fraction approximations,
as described in the proof of Theorem 1. For a fixed q the total number of
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Continued Fraction expansions needed is small enough (about 45,000 for 128-
bit IEEE Extended Precision) to permit an exhaustive search for the largest
applicable partial quotient — and the perhaps surprising answer is that the
largest partial quotient for 36-digit decimal input and 128-bit IEEE Extended
Precision output is only 13117, a 13-bit number. For IEEE Double Precision
and 19-digit decimal input, the largest applicable partial quotient is a puny
580, a 10-bit number. Interestingly, the largest partial quotient for IEEE Dou-
ble and 17-digit decimal input is 1199, an 11-bit number. This illustrates the
fact that the number of significant decimal input digits dominates the required
intermediate precision, each digit requiring an extra 3.3 bits: the bound L for
17-digit input is 50 times larger than that for 19-digit input.

To cover the complete range of fixed-precision conversions to a given BFP for-
mat, one has to address denormal (subnormal) numbers too: these are num-
bers used to represent gradual underflow, when the minimal exponent has
been reached, and significands of fewer than p bits are generated. This affects
the balance between the size of D and the size of C, and leads to p additional
values of x whose Continued Fraction expansion has to be computed (out to
progressively smaller partial convergent numerator sizes).

We shall see later that it is in fact sufficient to compute a sparse subset of
applicable Continued Fraction expansions. This is important when we consider
unbounded decimal input precision, where the number of possible values of x
is much larger. It also implies that additional cases to deal with subnormal
numbers can in fact be ignored (they cannot lead to a tighter required error
bound L/2).

Ideally, we would like to be able to derive bounds on the applicable partial
quotients for any collection of ratios of powers of two and five. It would then
be possible to compute a suitable bound from the specification of the BFP
format alone (precision and exponent range), without having to resort to an
explicit search (sparse or not).

5 Decimal-to-Binary conversion with unbounded source precision

The target precision is still assumed to be that of a given BFP format, but
now we impose no constraints at all on the decimal input, and we promise to
take all given digits into account. Leading and trailing zeros can be discarded
(they may have to be counted if they affect the effective decimal exponent,
depending on the relative position of a given decimal point).

The first observation to make is that the maximum number of decimal dig-
its we will have to compute with is bounded by the target BFP format —
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any digits beyond that need only be checked to see if they are all zero (in
which case they would be discarded, and their effect folded into the effective
exponent). The reason for this bound is that any BFP number has an exact
decimal representation, and the one with the largest number of significant
digits (not counting leading or trailing zeros) corresponds to the number rep-
resented by a significand of all-one bits, and the minimum exponent Emin.
When Emin < −(p+ 1) (which is the case for all practical BFP formats) this
number, (2p − 1)2Emin−p−1, has p+ 1 + .7(−Emin) decimal digits (note that
Emin is negative). In fact, we need to collect one additional digit, since we
need to recognise exact half-way points in the case of round-to-nearest. Any
non-zero digits beyond this can be folded into a single extra non-zero “sticky”
digit. (The .7 above stands for the base-10 logarithm of 5, i.e. .69897...)

The number of needed decimal digits can be determined dynamically after the
effective exponent is known; the formula above represents the worst case for a
given BFP format. This observation can significantly cut down the computa-
tional effort for numbers with middle-of-the-road exponents. When b is posi-
tive, the maximum needed q is simply 1+.3(b+p); otherwise it is p+1−.7(b+p)
(again, .3 and .7 are simply shorthand for the decimal logarithm of 2 respec-
tively 5).

The analysis of the preceding section still applies, only now we have a variable
(though still bounded, as described above) decimal input precision q, and,
more importantly, the relative sizes of the decimal significand D and the binary
significand B (or C) can vary wildly. This affects the range of values of x whose
Continued Fractions have to be explored. It is clear that we have to compute
with at least q digits (roughly 3.3q bits), because a given number that differs
from an exact rounding threshold by one in the least significant digit must be
rounded to the correct side of that threshold. This requirement was of course
already implicit in the formula for the error threshold L = 10−q/(k+ 2) given
in the preceding section.

The number of values of x that need to be checked to establish bounds for
fixed-precision conversion grows linearly as a function of the binary exponent
range, but for unbounded decimal input precision it grows quadratically due
to the double contribution of exponent range and size range for the ratios x of
powers of two and five to be explored. For 128-bit IEEE extended precision the
binary exponent range is 215 and the maximum number of decimal digits q is
11550, leading to about 100 million combinations (there will be a small amount
of overlap, i.e. some ratios x may result from two different combinations of d
and q): for each value of b there are one or two values of d+ q, with q varying
with more or less discipline, as suggested below.

If we only wanted to know the maximum precision we would ever need, it would
be sufficient to explore all possible values of x for the largest possible q — e.g.
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the q = 11550 mentioned above. That would however be gross overkill to use
for any reasonable input: this is why we need the two-dimensional search. (In
the fixed-precision case we don’t mind computing with the precision needed
for, say, 36 decimal digits, when the given number has only 6 significant digits
(and 30 trailing zeros in the normalised D), and that is why a one-dimensional
search across the exponent range suffices.)

What we can do however is increase the granularity of q. For example, the
bignum approach of [1] packages decimal digits in groups of 9, so q will always
be a multiple of 9. This cuts down the search by a factor of 9.

We can also make the two-dimensional searchscape triangular instead of square,
by using a maximum for q that depends on b. This cuts the area to be searched
roughly in half — but it is still quadratic in terms of the exponent range.

So far we’ve only addressed the number of points to be explored. The total cost
of exploration is higher, because of the increasing cost of Continued Fraction
expansion as the exponents grow. Luckily the cost of computing a limited
Continued Fraction expansion (up to a partial convergent with a numerator
of a fixed size) increases only linearly with the number of digits of the powers
or two and five; the cost of a full expansion would be quadratic. This raises the
total cost by one order (quadratic for bounded precision, cubic for unbounded
precision, as a function of the exponent range).

The next section will provide an essential tool to reduce the cost of such a
search by two or three orders of magnitude, thus making it practical on current
machinery.

6 The hunt for large partial quotients of ratios of powers

We are looking for the largest partial quotient for partial convergents of the
right shape, i.e. with a (p+ 1)-bit numerator among a collection of successive
ratios of powers of two and five. Is there a way to get the same information
from a sparse subset of these ratios? It turns out there is, because the partial
quotients of the expansion of mx or of x/m are related to those of the ex-
pansion of x. Hurwitz published a recurrence relation in 1891 (reference from
exercises in Knuth [7]) for the case of doubling (or halving), in which the
size of the largest partial quotient does not change by more than a factor of
roughly two ((2a+ 1)/a to be precise). This rule holds in general for integral
factors m as we shall show (though we won’t give a neat recurrence relation
to compute all partial quotients of mx from those of x, as Hurwitz did for the
case m = 2). We are in fact interested only in partial quotients near partial
convergents of a given shape, but the rule holds in that case too.
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Note that we are interested only in large partial quotients, so when we are mul-
tiplying or dividing by a constant m it doesn’t matter if we restrict ourselves
to partial quotients exceeding 2m.

Theorem 4 Let m be a positive integer, and let a > 2m be the largest partial
quotient of the Continued Fraction expansion of x in the vicinity of a (p+1)-bit
partial convergent. Then the largest partial quotient of the Continued Fraction
expansion of mx or x/m near a (p+ 1)-bit partial convergent (if there is one)
is bounded by a/m from below and by m(a+ 2) from above.

In this context, “vicinity” includes partial convergents of x with a numerator in
the range 2p+1/m (“early”) to 2p+1 for multiplication by m, or in the range 2p

to m2p (“late”) for division by m. ((p+ 1)-bitness only applies to numerators
here.)

Proof:

Suppose we have a partial convergent P/Q for x, where P is of the right
size, and the following partial quotient is a, and let us consider partial
convergents for y = mx for integer m. From the approximation bounds for
Continued Fractions we have:

1

(a+ 2)Q2
< |x− P

Q
| < 1

aQ2

Let us multiply through by m and replace mx with y. There are several
cases, depending on the Greatest Common Divisor (gcd) g of m and Q.

Let g = gcd(m,Q) and let f = m/g be the cofactor of g in m.

Case (m1): m divides Q, i.e. f = 1. We get (keeping the approximation in
reduced form):

m

(a+ 2)Q2
< |y − P

(Q/m)
| < 1

ma(Q/m)2

In this case, P/(Q/m) clearly satisfies the condition for being a partial con-
vergent of y (since ma ≥ 2), and the numerator has not changed, so it is still
of the right size. We don’t know yet what the corresponding partial quotient
is; we do know that it is at least ma. That’s because the approximation de-
rived here is good enough to qualify P/(Q/m) as a partial quotient, but the
approximation might actually be better than 1/ma(Q/m)2. Let c be the
actual partial quotient; then we have:

m

(a+ 2)Q2
< |y − P

(Q/m)
| < 1

c(Q/m)2
≤ 1

ma(Q/m)2

From this it is easy to extract the bounds m(a + 2) > c ≥ ma. When a is
large relative to m (the only case of interest), this shows that the growth of
the partial quotient is roughly a factor of m.
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Case (m2): m does not divide Q. We get (still in reduced form, by exposing
the cofactor f > 1 — possibly f = m, e.g. when m is prime and g = 1):

m

(a+ 2)Q2
< |y − fP

(Q/g)
| < f

ga(Q/g)2

This leads to an approximation whose numerator is too large, even when
m = 2, because if P had p+ 1 bits, fP will have at least p+ 2 bits.

Instead, we should look for an approximation R/S of the right shape (2p ≤
R < 2p+1) which was not derived by the numerator-preserving transforma-
tion (m1) described above. If there is such an approximation, it could have
been derived from an earlier partial convergent P/Q of x by transformation
(m2), with R = fP and S = Q/g. Let c be the partial quotient that follows
the partial convergent R/S of y described in this case (noting that Q = gS):

f

g(a+ 2)S2
< |y − R

S
| < 1

cS2
≤ f

gaS2

This leads to the bounds g(a+ 2)/f > c ≥ ga/f for the partial quotients.

The relative size of a and c depends on the balance between the GCD and
its cofactor in m; this factor ranges from 1/m to m. The greatest increase
from a to c occurs for case (m1) described above; in the other cases, a
is an early partial quotient of x, and the increase is less than a factor of
m/2 (roughly), and a decrease of up to a factor of m is possible. If we are
tracking the development of large partial quotients and plan to skip some
expansions, we have to keep track of early partial quotients too, not just
those that correspond to a partial convergent of the right shape.

Case (m3): R/S is a partial convergent of y = mx that was not derived by
either of the two transformations (m1) or (m2).

It must be that R has no factor in common with m (not case (m2), and
R/mS is not a partial convergent of x (not case (m1)). The second fact im-
plies that |x−R/mS| > 1/2(mS)2. From this we conclude that m/2(mS)2 <
1/cS2, or: c < 2m. In other words, case (m3) can’t happen for a large partial
quotient c.

Now let’s consider division of x by an integer m. The situation is pretty
much the same as for multiplication, if we reverse the roles of numerator and
denominator. It is not quite the same however because we are focusing on
the numerators of a certain size, p+1 bits. Let z = x/m now. What matters
here are common factors of m and the numerator P , so let g = gcd(m,P )
and, as before, let f = m/g be the cofactor of g in m.

We still start with:

1

(a+ 2)Q2
< |x− P

Q
| < 1

aQ2
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Case (d1): No factor of m divides P (i.e. g = 1 and f = m).

We get an approximation P/mQ for z with an unchanged numerator, hence
of the right size:

m

(a+ 2)(mQ)2
< |z − P

mQ)
| < m

a(mQ)2

Being interested only in large partial quotients, we have assumed that a >
2m. P/mQ is therefore a partial convergent of z, and we get the following
bounds on the corresponding partial quotient c: (a + 2)/m > c ≥ a/m. (It
shrinks by a factor of at most m.) This case is just the reverse of case (m1)
above.

Case (d2): gcd(m,P ) > 1. We get an approximation with a smaller numer-
ator P/g which could be an early partial convergent of z, depending on the
relative size of g and its cofactor f < m:

1

m(a+ 2)Q2
< |z − (P/g)

fQ
| < f

ga(fQ)2

Again, when a is large (at any rate, larger than 2m or even just larger than
2f/g), (P/g)/fQ will be a partial convergent of z, and its partial quotient c
would be bounded by a factor in the range 1/m to m relative to a or a+ 2.

An appropriate-shape partial convergent R/S for z in the case where the
numerator-preserving transformation (d1) does not apply can only be an
instance of (d2) which derives R/S from a late partial convergent of x, i.e.
one with a numerator gR of more than p + 1 bits. That’s because there is
no parallel to case (m3), which does not have a partial convergent at the
other end of the transformation. What’s important in this case is that c may
be derived from a smaller a for that late partial convergent, which means
that if we are tracking the development of large partial quotients and plan
to skip some expansions, we have to run the earlier expansions a few steps
beyond (p+ 1)-bit numerators.

2

If we forget for a moment that we are focussing on convergents of a particular
shape, and just look at the fate of the largest partial quotient in the Continued
Fraction expansions of x and either mx or x/m, we get:

Corollary 5 Let m be a positive integer, and let a > 2m be the largest partial
quotient of the Continued Fraction expansion of x. Then the largest partial
quotient c in the expansion of either mx or x/m is bounded by a/m ≤ c <
(a+ 2)m.
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7 Exploring the range

Recall the definition of the relevant parameters:

The target BFP format has a precision of p bits and an effective exponent
range Emin − (p − 1) < b < Emax − (p − 1) (the exponent range is usually
quoted for the normalised exponent, hence the offset of p− 1).

We start with a q-digit normalised integral decimal significand D with an
appropriate exponent d and a value of

D × 10d where 10q−1 ≤ D < 10q

This is converted to a matching (p+ 1)-bit integer C such that:

10dD = 2b−1(C + 2F ) where |F | < 1/2

Here C is an integer in the range 2p to 2p+1 − 1.

We are interested in all possible values of the conversion ratio x for the given
BFP format (precision and exponent range), and for either a fixed decimal
precision q, or one bounded only by the BFP format as described in section
5. We have:

x =
(C + 2F )

D
=

5d

2b−1−d

The normalisation constraints on C and D imply (using base-10 logarithm):

bb log(2)c ≤ d+ q ≤ 1 + db log(2)e

The bound on q implied by a given binary exponent b (see section 5) is:

q ≤











1 + d(b+ p) log(2)e when b ≥ 0

p+ 1− b(b+ p) log(5))c otherwise

The formula for negative b overestimates by one when −p ≤ b ≤ 0; this is not
worth correcting for. When q is thus constrained by b, the bounds for d + q
imply that b and d will have the same sign, except when q is within p log(2)
of its maximum for positive b, in which case x will turn out to be the inverse
of an integer, and won’t have any partial quotients other than the first, which
won’t matter. Except for this, x will be a ratio of a power of 5 divided by a
power of 2 when b is positive, or a ratio of a power of 2 divided by a power of
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5 when b is negative or zero. For each value of b, q can range from small (e.g.
the minimal fixed precision) to the maximum that depends on b (when we
consider unbounded decimal source precision). This bounds the search space.

Typically we would run through an arithmetic sequence of exponents, taking
advantage of the growth constraints on partial quotients to bound the ratio of
any missed large partial quotient to the largest one found in the sparse run.
For example, each value of d+q corresponds to three or four possible adjacent
values of b: by picking only one, we might miss a large partial quotient due
the skipped values — but it could not be off my more than a factor of 4 (two
factors of 2) from the closest largest partial quotient on either side in the
search sequence. It turns out to be easier to pick d and q as the independent
variables, and deduce one of the corresponding values of b. In practice, q can
be varied in relatively large steps (e.g. 9 or 16) without loss of information
(as mentioned in section 5), so additional sparseness can be introduced by
spacing the values of d, which affect powers of 5. Skipping three out of four
would lead to another factor of 25 in the uncertainty of the value of the largest
partial quotient missed relative to those encountered during the search, for a
total uncertainty of a factor of 100 (7 bits of possibly over-estimated needed
precision) and a factor of 16 reduction in search space. If we’re willing to
overestimate the needed precision by 16 bits, we could skip 9 out of 10 powers
of five.

In fact, we don’t need to overestimate at all. Large partial quotients are rare,
so whenever we encounter a new large partial quotient whose size is 16 bits
less than the truly largest partial quotient encountered in a refined search
(less or no skipping of powers), we perform a new refined search of the skipped
interval. The refinement could be progressive or all the way at once; the choice
depends on the coarseness of the main run. (For large negative exponents
sparse exploration becomes essential.)

Here is a practical search strategy. Let α = log(5)/ log(2) and β = 1/ log(2) —
the values are approximately 2.3 and 3.3 — and let us rewrite the expression
of x in terms of d and q. The multiplications by α or β are assumed to be
truncating to integral values. We don’t mind being off-by-one here: in a sparse
search it doesn’t matter, and in a refined search we can add extra endpoints
to make sure we don’t miss anything. We get:

x =



























5d

2αd−βq
for positive d

2α(−d)+βq

5−d
for negative d

Positive d runs from small to (Emax − p)/β (for a given BFP format), and
for each d, q runs from small up to d.
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Negative d runs from −1 to Emin − p/β, and q runs from small up to −d
(as q increases, so does b (for fixed d), until b ceases to be negative, at which
point q will have reached −d). Note that this range is much larger than that
for positive d — eleven times larger actually (the range of both d and q is
larger by a factor of 1/β, whose square is 11.03). If we include the effect
of larger exponents, the computation cost for extreme negative exponents
becomes quite expensive.

Note that 2bαnc is the largest power of 2 that is less than 5n, and can be de-
rived trivially when both are represented in binary (or bigbinary). This can
then be shifted by the q-dependent term to provide the starting point for a
Continued Fraction expansion by Euclid’s method. The size of the remainder
can be monitored to determine when the expansion has collected enough par-
tial quotients to pass the desired shape of partial convergent, without actually
having to compute the partial convergents. We need to explore enough beyond
numerator size p + 1 bits to see those late partial quotients that may affect
the partial quotients of interest, as described in section 6.

These techniques permit the determination of the largest relevant partial quo-
tient even for wide-exponent-range extended BFP target formats for correctly-
rounding conversion across the entire exponent range, and for unbounded
source precision. The total search space of 100 Million for IEEE Extended
Precision (our first gross estimate in section 5) is now reduced to maybe 100
Thousand. Of course, a simple formula for a bound on the largest relevant
partial quotient would be even nicer...

8 A formula for a bound on partial quotients?

Our exploration of the range for IEEE Extended Precision has not uncovered
any very large partial quotients. The largest one, about 500 Million (29 bits)
was found by refining a range in which one of about 1.6 Million had been found
in a sparse search. It occurred for a partial convergent of the “wrong” shape;
the search was not actually computing partial convergents, so all we have is
an upper bound on partial quotients in the explored exponent ranges. By the
way, it’s nice to know that the Continued-Fraction-derived extra precision is
less than 30 bits, because if we use 9-digit or 32-bit bignum arithmetic this
requires no more than a single extra bigdigit to cover this effect.

An extensive search of complete Continued Fraction expansions of near-unity
ratios of powers of two and five (carried out in 1999, before we knew to look
only for partial convergents of the “right shape”) eventually found one big
35-bit partial quotient for 528888/267078. Why aren’t there any bigger ones? It
turns out that the frequency of large partial quotients closely matches that
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predicted by Gauss and Kuzmin – but for our purposes we need a proof that
no partial quotient above a certain bound exists (for partial convergents of the
“right shape”). By the way, that large partial quotient is quite a champ: no
other 35-bit partial quotient was found until 565125/2151214 was reached, and it
was smaller. (At that point the search was abandoned.)

It would have been nice to discover a rule similar to that of Theorem 4 for
x2 in terms the largest partial quotient for x, because that might have led
to a growth rule compatible with observations. Such a rule cannot exist for
squaring in general, however, because of the following counterexample: If a/b is
a partial convergent of

√
2, then the expansion of (a/b)2 has a partial quotient

larger than b2/
√

2 (hence arbitrarily large), yet the partial quotients of the
expansion of a/b are all equal to 2. And that’s the problem: all general rules
about the maximum size of partial quotients bound them to not much less than
the size of the original numerator or denominator n of the rational number
being expanded, i.e. linear in n. That’s a far cry from the logarithmic growth
that we are looking for! (A very crude fit suggests a maximum partial quotient
proportional to the product ab of the exponents of two and five in 5a/2b.)

Ratios of powers are not arbitrary rational numbers, and it turns out that
the growth of the largest partial quotient in terms of the exponents must be
sub-linear. This is a fairly weak and not very useful result (because it does
not lead to an actual bound), but it encourages the search for a better one.
Under suitable assumptions on the growth rate of large partial quotients (in
terms of their index) of one particular irrational number, log(2)/log(5), it is
even possible to derive a logarithmic bound (for partial quotients of ratios
of powers of two and five, linear in terms of the exponents), but again not
effectively, so it’s of little use in practical applications.

9 Conclusion

Using Continued Fraction expansions of a set of ratios of powers of two and
five we can derive tight bounds on the intermediate precision required to per-
form correctly-rounding floating-point conversion: it is the sum of three com-
ponents: the number of bits in the target format, the number of bits in the
source format, and the number of bits in the largest partial quotient that fol-
lows a partial convergent of the “right shape” among those Continued Fraction
expansions. (This is in addition to the small number of bits needed to cover
computational loss, e.g. when multiple truncating or rounding multiplications
are performed.)

When both source and target precision are fixed, the set of ratios to be ex-
panded grows linearly with the target exponent range, and is small enough to
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permit a simple exhaustive search, in the case of the IEEE 754 standard for-
mats: the extra number of bits (3rd component of the sum mentioned above)
is 11 for 19-digit Double Precision and 13 for 36-digit Extended Precision.

When the source precision is unbounded, the set of ratios to be explored grows
quadratically (and the computation cost cubically) with the target exponent
range, and becomes unreasonably large. A (possibly) new Theorem on the
growth of partial quotients under multiplication (or division) by an integer
permits sparse exploration of the set of ratios in order to make the cost man-
ageable. We do have an upper bound of 29 bits for the format-dependent
constant k (for IEEE extended precision); it is nice that this is under 32, so
one extra machine word would suffice to deal with it.

We are still looking for a useful formula to bound the largest partial quotient
of a ratio of powers of two and five, so as to avoid the need for an expensive
search (sparse or not). However, given that we found an acceptable bound for
existing machine formats this is primarily of theoretical interest.
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Abstract

We study the multiple-precision addition of two positive floating-point numbers
in base 2, with exact rounding, as specified in the MPFR library, i.e. where each
number has its own precision. We show how the best possible complexity (up to a
constant factor that depends on the implementation) can be obtain.

Key words: multiple precision, floating point, addition, exact rounding

1 Introduction

In this paper, we consider the multiple-precision floating-point addition with
exact rounding, as specified in the MPFR library 1 : the inputs are two (binary)
floating-point numbers x and y of precision m ≥ 2 and n ≥ 2, a target precision
p ≥ 2 and a rounding mode ¦, and the output is ¦(x+ y), i.e. the exact value
x+y rounded to the target precision in the given rounding mode, and a ternary
value giving the sign of ¦(x+ y)− (x+ y).

By “addition”, we mean here the “true” addition, that is x+ y where x and y

have the same sign, and x− y where x and y have opposite signs. For the sake
of simplicity, we restrict to the addition of positive values for x and y in the
following of the paper. In fact, this is how it is implemented in MPFR: indeed,
the addition and subtraction functions call an auxiliary function, ignoring the
signs of the input numbers (they are regarded as positive).

Email address: Vincent.Lefevre@loria.fr (Vincent Lefèvre).
URL: http://www.vinc17.org/research/ (Vincent Lefèvre).

1 http://www.mpfr.org/
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The addition seems to be a very simple function to implement, as being a ba-
sic function, easy to understand. This is unfortunately not true, in particular
under the MPFR specifications (where the inputs and the output may have
different precisions and the output must be the exactly rounded result), be-
cause many different cases need to be considered, and it is easy to forget one,
both in the implementation of the addition and in the tests. For a long time,
the MPFR addition had been buggy (more precisely, some rare special cases
were not handled correctly) and inefficient (also in some rare special cases, for
which the time complexity was exponential). I completely rewrote the addition
in October 2001. The presentation given in this paper is more or less based
on the same ideas as the ones used in the new MPFR implementation, with
some non-theoretical differences, mainly due to some MPFR internals.

First, the floating-point system is introduced in Section 2. The main compu-
tation steps (from which the algorithm can be deduced) and the complexity
are presented in Section 3. Section 4 deals with the MPFR implementation.
We finally conclude in Section 5.

2 The Floating-Point System

2.1 The Floating-Point Representation

We consider a floating-point system in base 2. The results presented in this
paper can naturally be extended to other fixed even bases, but we choose the
base 2 (this is the base of the floating-point system in MPFR) to make the
notations easier to understand.

In our system, an object may contain a special value, like NaN (not a number)
or an infinity, zero (possibly signed, as in the IEEE-754 standard[1] and in
MPFR), or an non-zero real number that can be written:

s× 0.b1b2b3 . . . bp × 2e,

where s = ±1 is the sign, the bi’s are binary digits (0 or 1) forming the
mantissa, e is the exponent (a bounded integer 2 ), and p is an integer greater
or equal to 1, called the precision. In MPFR, the precision p is not fixed; it
is attached to each object. Non-zero real values are normalized, i.e. b1 6= 0,
that is in base 2, b1 = 1. The system does not have subnormals (i.e. numbers
with b1 = 0) as they are not really useful with a huge exponent range (like in
MPFR) and would make the algorithms and the code much more complex.

2 In MPFR, the exponent is between 1− 230 and 230 − 1.
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In the following of the paper, we consider only positive input numbers (as said
in the introduction), i.e. numbers that can be written: 0.1b2b3 . . . bp × 2e.

2.2 Rounding

When adding two positive numbers x and y of respective precisions m and n,
the result is not necessarily representable in the target precision p; it must be
rounded, according to one of the rounding modes chosen by the user, similar
to the IEEE-754 rounding modes:

• rounding to minus infinity (downwards): we return the largest floating-point
number in precision p that is less or equal to x+ y;
• rounding to plus infinity (upwards): we return the smallest floating-point

number in precision p that is greater or equal to x+ y;
• rounding towards zero: we round downwards, since x+ y > 0;
• rounding to the nearest: we return the floating-point number in precision p

that is the closest to x+y. Halfway cases are specified by the implementation;
if p ≥ 2 (this is required by MPFR), then we can choose the round-to-
even rule, like in the IEEE-754 standard and in MPFR: we return the only
number that has an even mantissa, i.e. with bp = 0.

Note that the returned result must be the rounding of the exact result; this
requirement is called correct or exact rounding.

In addition to the rounded result, a ternary value is returned, giving the sign
of ¦(x + y) − (x + y), where ¦ denotes the chosen rounding mode: a positive
number means that the rounded result is greater or equal to the exact result,
a negative number means that the rounded result is less or equal to the exact
result, and 0 means that the returned result is the exact result.

Moreover, it is possible that the exponent of the rounded result is not in the
exponent range, in which case an overflow is generated. This case does lot lead
to any practical or theoretical difficulty and is beyond the scope of this paper.

How the exact result of a canonical infinite mantissa 0.1b2b3 . . . (where the
number of zero bits is infinite) is rounded can be expressed as a function of
the bit r = bp+1 following the truncated p-bit mantissa, called the rounding

bit, and s = bp+2 ∨ bp+3 ∨ . . ., called the sticky bit, as summarized in Table 1
(we recall that the result is positive).

Note: We did not mention the ternary value, as it can easily be deduced from
Table 1 (telling how the mantissa is rounded). Also, like the rounding modes
towards −∞ and towards +∞, the returned ternary value needs to be negated
if the result is negative (not considered in this paper).
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r / s downwards upwards to the nearest

0 / 0 exact exact exact

0 / 1 − + −

1 / 0 − + − / +

1 / 1 − + +

Table 1
A − in the table means that the mantissa of the exactly rounded result is
0.1b2b3 . . . bp, i.e. the truncated exact mantissa. A + in the table means that one
needs to add 2−p to the truncated mantissa (leading to an exponent change if all
the bi’s up to bp are 1). The − / + corresponds to the halfway cases, and the
round-to-even rule is applied, that is: − if bp = 0, + if bp = 1.

3 The Main Computation Steps and the Complexity

We still denote the precisions of the input numbers x and y and the result by
m, n and p respectively.

The addition of two positive floating-point numbers x and y of respective
exponents ex and ey consists in:

(1) ordering x and y so that ex ≥ ey,
(2) computing the exponent difference d = ex − ey,
(3) shifting the mantissa of y by d positions to the right,
(4) adding the mantissa of x and the shifted mantissa of y and rounding the

result (shifting it by 1 position to the right if there is a carry),
(5) computing the exponent of the result: ex or ex + 1 if there is a carry.

This method is very inefficient if many trailing bits of x or y (possibly all the
bits of y) do not have any influence on the result, for instance:

0.101010000010010001 + 0.10001× 2−9

rounded to 4 bits. The exactly rounded result and the ternary value can be
deduced from only the first 6 bits 101010 of x (and none for y), knowing the
fact that its first mantissa bit is always 1.

So, we are interested in taking into account as few input bits as possible (the
possible hole between the least significant bit of x and the most significant bit
of y must also be detected). We do not have any particular knowledge about
the input numbers x and y (and the result); we assume that the mantissa
bits are 0 and 1 with equal probabilities after some given position and that
x and y are independent numbers. Of course, this is not necessarily a good
assumption, but this will be discussed when it has an importance.
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The addition can be written x+y = t+ε, where t is the main term, computed
with the first p + 2 bits of x and the corresponding max(p + 2 − d, 0) bits of
y, and ε is the error term, satisfying 0 ≤ ε < 2ex−p−1. This can graphically be
represented by:

t

x′ x′′

y′ y′′

where x′′ may be empty and either y′ or y′′ may be empty.

The main term t is computed and written in time Θ(p); indeed, an Ω(p) time
is necessary to fill the p + 2 bits, and a linear time is obviously sufficient.
There are many ways to deal with all the different cases (the mantissas of x
and y may completely overlap, partially overlap in numerous ways, or even not
overlap at all, and some parts of the result may need to be filled with zeros); a
carry detection can also be performed by looking at the most significant bits
of x and y first. More will be said in Section 4, about the implementation in
MPFR. However this is not an important point here, as long as the complexity
is in Θ(p).

The error term allows to obtain the truncated mantissa, the rounding bit and
the sticky bit (Section 2.2). First, if the computation of the main term has
lead to a carry, then p + 3 bits of the result have really been computed. This
case can be regarded as if there were no carry and the first iteration of the
processing described below were already performed (then, this is only a matter
of implementation). So, for the sake of simplicity, let us consider that p+2 bits
of the result have been computed, let u denote the weight 3 of the bit p+2 (so,
0 ≤ ε < 2u), and let f denote its value (0 or 1) 4 , that we call the following

bit. Table 2 gives the rounding bit r and the sticky bit s as a function of the
following bit f and the error ε.

Combining Tables 1 and 2, we get Table 3. Now we may need to determine
the sign of ε − fu (depending on the cases given by Table 3). This is done
with an iteration over the remaining bits of x and y.

• If f = 0, we need to distinguish the cases ε = 0 and ε > 0. We have: ε > 0
if and only if at least a trailing bit (of x or y) is 1. In particular, if y < u,

3 This is the corresponding power of 2; for instance, the weight of the bit 1 in 0.001
is 2−3.
4 If a carry was generated, consider only the first p+ 2 bits of the result in t, and
the bit p+ 3 is taken into account in ε.
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f ε r s

0 ε = 0 = 0

0 ε > 0 = 1

1 ε < u = 1

1 ε = u + 0

1 ε > u + 1

Table 2
For r, an = means that the rounding bit is the bit p + 1 of the temporary result
t, and a + means that 1 must be added to the bit p + 1 of t (and the carry must
propagate).

rt f ε r s downwards upwards to the nearest

0 0 ε = 0 0 0 exact exact exact

0 0 ε > 0 0 1 − + −

0 1 ε < u 0 1 − + −

0 1 ε = u 1 0 − + − / +

0 1 ε > u 1 1 − + +

1 0 ε = 0 1 0 − + − / +

1 0 ε > 0 1 1 − + +

1 1 ε < u 1 1 − + +

1 1 ε = u 0 0 exact exact exact

1 1 ε > u 0 1 − + −

Table 3
The first three columns give all the possible cases for the rounding bit of the main
term, the following bit f and the error ε. The next two columns give the corre-
sponding values of the rounding bit r and the sticky bit s (once the error has been
taken into account). The last three columns give information for the rounded result
and the ternary value; in the last two cases (lines), a carry is added to the mantissa
before the rounding (and this may lead to an exponent change, but has no effect
on how the rounding is performed — implementations must just take care that the
ulp is different when rounding upwards).

then the most significant bit of y (always 1) is a trailing bit (said otherwise,
ε ≥ y); so, in this case, ε > 0. Otherwise, one needs to test the trailing bits,
the one after the other until a 1 is found, and in the worst case (ε = 0),
all the trailing bits need to be tested. As a consequence, the worst-case
complexity in the case f = 0 is in Θ(m+ n+ p).

Is there a best order to test the trailing bits? Under the condition that
we do not have any particular knowledge on the input numbers, there is
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no best order 5 . One can choose one of the following two possibilities, for
instance:
· Test the trailing bits of x, then the trailing bits of y (or the other way

round) until a non-zero bit is found.
· Test trailing bits of both x and y at the same time. This may be an

interesting choice as some numbers tend to have an exact mantissa with
few non-zero digits (like small integers), thus many trailing zeros. Testing
trailing bits of x and y concurrently may allow to avoid such difficult cases.

• If f = 1, we need to distinguish the cases ε < u, ε = u and ε > u.
Let d denote the exponent difference so that the bits xi and yi−d have the
same weight (d is the shift count to align the mantissas). Let q be the first
integer such that the trailing bits xq and yq−d are equal (when a bit is not
represented, it is 0). If these bits are 0’s, then ε < u. Otherwise (i.e. if these
bits are 1’s), ε ≥ u. The equality ε = u can be decided as in the case f = 0
(ε > u if and only if at least one the untested bits is 1).

The best way is to start with bit p + 3 and loop over the increasing
positions, until q is found (and more if one has to decide if ε = u). If the x
mantissa or the y mantissa has entirely been read and q has not been found
yet, then it is not necessary to go further, as we can deduce that ε < u; in
other words, there is no possible carry with bits from only one mantissa.

Up to the position q − 1, we have xi + yi−d = 1, as one of the bits is 0
and the other is 1. When x and y overlap, it is necessary to test at least
one bit (as one of these two bits has an importance in the sign of ε − u).
Concerning the other bits, the result can be deduced from only one test (like
in the case f = 0), but an oracle would be needed, and it is not possible
to do better without any particular knowledge. Here is an example: let us
considered x = 0.101111100101 (12-bit precision), y = 0.11010× 2−7 (5-bit
precision), and a 2-bit target precision. The mantissas are aligned in the
following way:

0.101111100101

+ 0.11010

Though on this particular example, testing the last five bits 0 is sufficient
to deduce that the exact result is less than 0.11, all the bits are tested
from the left to the right. Moreover, if either x or y (but not both) had
more bits, e.g. y = 0.11010111001 × 2−7, then testing these bits would not
be necessary as they cannot generate a carry to reach 0.11; however, if

5 One can argue that the real numbers naturally are logarithmically distributed, so
that the probability to have a 0 at position i is higher than the one to have a 1, and
the difference decreases as a function of i [2]. Therefore, in a very theoretical point
of view, if the time of each test is seen as a constant, it would be better to start
by the least significant bits! Of course, since the probabilities get very close to 1/2
very quickly, one would not see any difference in practice.
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y = 0.110110000 × 2−7, testing the following four bits would be necessary
to deduce that the result is 0.11 exactly.

In the case f = 1, the loop is performed over the increasing positions from the
bit p+ 3, grabbing the bit of x and the bit of y having the same weight. The
same loop can be performed in the case f = 0, though this is not the only
solution as said above. Of course, special cases must be taken into account: the
x mantissa does not necessarily overlap with the aligned y mantissa (as the
most significant bit of y may come after some trailing bits of x, some trailing
bits of x may come after the least significant bit of y, some trailing bits of y
may come after the least significant bit of x), and the most significant bit of
y may come after the least significant bit of x (hole between the x mantissa
and the y mantissa), any missing bit being regarded as 0. At each iteration,
the mantissa of the temporary result has the form: 0.1z2z3 . . . zprfff . . . fff

with an error in the interval [0, 2) ulp 6 . One iterates as long as the bits after
the (temporary) rounding bit are identical. This basically corresponds to the
Table Maker’s Dilemma, that occurs to exactly round any function (see [3],
for instance).

The time complexity is in Ω(p) and in O(m+n+ p). In the worst case, it is in
Θ(m+ n+ p). In average (if the bits are 0 and 1 with equal probabilities and
input numbers are independent), the complexity is in Θ(p), as the probability
to need to test k trailing bits decreases exponentially (in 2−k).

4 The MPFR Implementation

In this section, we present the implementation of the addition in MPFR. To
keep the paper from being too technical, we do not give many details (and
the reader can read the source code, as MPFR is distributed under the GNU
Lesser General Public License). A complete proof would also be very hard to
read and check (unless it could be mechanically checked); so, such a proof is
not provided.

Let us start with the representation of MPFR numbers. Non-special MPFR
numbers have a sign (accessed with C macros), a mantissa, an exponent (some
C integer) and a precision (also some C integer). The mantissa is represented
by an array of limbs ; a limb is an unsigned integer (having 32 bits or 64
bits, depending on the C implementation), as defined in the GMP library 7 ,
on which MPFR is based. All the bits of a limb are used to represent bits

6 Unit in the Last Place: here, the weight of the last bit f of the temporary result.
7 http://www.swox.com/gmp/
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of the mantissa in the conventional binary representation 8 . The mantissa is
normalized, i.e. its most significant bit is always 1. Since the precision is not
necessarily a multiple of the limb size, some bits of the lowest mantissa limb
are not significant and are always 0 (except in temporary values).

The computation steps presented in Section 3 were bit based (as this is more
regular and easier to understand for a theoretical analysis). But working on
single bits in a software implementation would not be very efficient. Base
operations must be performed by blocks; some limbs may still need to be split
into two parts as the y mantissa must be aligned with the x mantissa.

In addition to the particular cases that arise in the bit-based case, we need
to distinguish the case where the exponent difference is a multiple of the limb
size and the other case, needing the y mantissa to be shifted (this is usually
done on the fly). We also need to take into account all the cases related to the
block boundaries (for instance, where the rounding bit lies in a limb).

First, the main term is computed, but there are differences with the bit-based
version. As the array holding the target mantissa does not necessarily have
the room for p+ 2 bits and we want to avoid an inefficient memory allocation
for p+ 2 bits and copy, the temporary rounding bit and the following bit are
stored in C integer variables rb and fb (determined on the fly, as soon as they
are known); in this way, then can also be handled more efficiently. The second
difference is all the bits of the target array are used for this computation (in
fact, this is more or less necessary, as the low-level GMP functions do not
perform any masking).

For the main term, we want to add the most significant parts x′ and y′. If
y does not overlap with the main term (y′ is empty), we just copy x′ to the
target array and zero the least significant limbs of the target if the target has
a greater precision than x. Now, let us assume that y overlaps with the main
term. With GMP, we cannot shift and add with a single operation; therefore
these operations have to be performed separately. First, with a GMP function,
we copy the most significant part of y, shifted if need be, to the target array
and we zero the limbs of the target that have not been touched: the most
and/or least significant limbs, if the exponent and the precision of y are small
enough. Then, with another GMP function, we add the most significant part of
x to the target. If a carry is generated, we increment the exponent (unless we
already had the maximum exponent, in which case we generate an overflow)
and shift the result to the right; a bit is lost due to the shift but it is either the
rounding bit or a following bit, and if necessary, the following bits are tested

8 GMP now allows to use some bits for the carries, called nail bits. They are not
supported yet in MPFR. One should note that contrary to integer operations, re-
dundancy provided by nail bits would probably not be very interesting here due to
the discontinuity of the rounding function.
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and the rounding can be performed if they are not all equal.

Then, the non-significant bits of the target are taken into account; this occurs
only if:

• the rounding bit is still unknown (otherwise these bits have already been
taken into account before the shift due to the carry, as said above), and
• there are non-significant bits.

At this time, the rounding bit and the following bit may still be unknown; in
this case, they will be determined as soon as possible from the trailing parts
x′′ and y′′. The loops are performed on the increasing positions (by blocks),
as mentioned at the end of Section 3; moreover the cases f = 0 and f = 1 are
considered together (and not separated as in Section 3).

The iterations depend on the current status concerning x and y. Here are the
different cases that may arise during the iterations:

• x′′ has not entirely been read and y′′ has not been read yet.
• x′′ and y′′ overlap.
• x′′ has not entirely been read and y′′ has entirely been read.
• x′′ has entirely been read and y′′ has not been read yet.
• x′′ has entirely been read and y′′ has not entirely been read.
• x′′ and y′′ have entirely been read.

In the overlapping case, at each iteration, a limb of x and the corresponding
limb of y (built from two different limbs if y must be shifted) are added. The
possible carry is taken into account, and the loop ends as soon as the result
is 0 (all its bits are 0) for f = 0 or the maximum limb value MP_LIMB_T_MAX

(all its bits are 1) for f = 1.

We have focused on the differences coming from the computations by blocks.
The whole details may be found in the MPFR code.

5 Conclusion

We have presented the generic multiple-precision floating-point addition with
exact rounding, as specified in the MPFR library, first in a rather theoretical
point of view, then considering the current implementation in MPFR. The
theoretical analysis could give a more regular description of the implemen-
tation, by ignoring the fact that bits are grouped into words in a computer
memory. It could help to improve the current implementation (the fact that
the cases f = 0 and f = 1 are considered together is probably not a very good
idea, though it reduces the risk of forgetting particular cases).
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The subtraction could be dealt with in a similar manner, in future work. This
is a bit more complicated due to a possible cancellation (when subtracting
very close numbers).

Full mechanically-checked proofs could also be considered, using the theoreti-
cal analysis to define the main notions.
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Software Division and Square Root Using

Goldschmidt’s Algorithms
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Abstract

Goldschmidt’s Algorithms for division and square root are often characterized as
being useful for hardware implementation, and lacking self-correction. A reexam-
ination of these algorithms show that there are good software counterparts that
retain the speed advantage of Goldschmidt’s Algorithm over the Newton-Raphson
iteration. A final step is needed, however, to get the last bit rounded correctly.
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1 Introduction

Multiplicative division and square root implementations frequently employ it-
erative methods such as the Newton-Raphson iterations[1] and Goldschmidt’s
algorithms[2]. The latter are often characterized as being non-self-correcting
and suitable for hardware, while the former are self-correcting and more suit-
able for software implementation. The usual description of Goldschmidt’s al-
gorithms reflect a hardware orientation, but the performance advantages are
difficult to realize in software. In this paper, these algorithms are reformu-
lated to make them more “software friendly” while maintaining their latency-
reducing properties. Several authors have used the “software friendly” forms
without ever mentioning the relationship to Goldschmidt’s algorithms.
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2 Division

The hardware and software versions of Goldschmidt’s algorithm and the New-
ton-Raphson iteration for division are developed below. It will be seen that
after the same number of iterations, both methods have the same relative
error, barring the effects of rounding.

2.1 Goldschmidt’s Algorithm

Goldschmidt’s algorithm for computing a0/b0 can be described as follows. Let
Y0 be a suitably good estimate to 1/b0. A suitably good approximation is one
such that 3/4 ≤ Y0b0 < 3/2. For the integer n such that 3/4 ≤ |2nb0| ≤ 3/2,
setting

Y0 = sgn(b0)2n(2− sgn(b0)2nb0)

would meet this criterion. However, the initial reciprocal guess is often deter-
mined by table lookup [3]. Then, multiplying the dividend and divisor by Y0

transforms the problem into

a0

b0

=
a0Y0

b0Y0

=
a1

b1

(1)

The objective in Goldschmidt’s algorithm is to find quantities Yi by which to
multiply the dividend and divisor of Equation 1 to drive the divisor towards
unity and as a consequence the dividend toward the quotient. The relative
error of the initial guess is given by

e =
1/b0 − Y0

1/b0

(2)

= 1− b0Y0 (3)

Then b1 = b0Y0 = 1 − e. By the choice of Y0, |e| < 1, and taking Y1 = 1 + e
as the next multiplier of the dividend and divisor would drive the new divisor
to 1− e2. From Equation 2, one can also write Y1 = 2− b1. Continuing in this
manner yields

a0

b0

=
a0Y0...Yi−1

b0Y0...Yi−1

=
ai
bi

=
aiYi
biYi

=
ai+1

bi+1

i = 1, 2, ... (4)

The attractiveness of this technique for hardware embodiment is that Yi =
2 − bi can be derived from bi merely by bit complementation. The quantities
bi and Yi are essentially available concurrently. As soon as ai and bi become
available, ai, bi and Yi are recycled to the multiplier’s inputs. This process
continues until bi becomes (sufficiently close to) 1, or, in practice, for some fixed
number of iterations determined by the quality of Y0. Corresponding to the
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final bi, ai is taken to be the quotient. Here, the arithmetic has been assumed to
be exact; in practice each multiplication is rounded at some precision, and the
subtraction 2− bi itself may also be subjected to rounding. With a pipelined
multiplier, the computations of the ai are interleaved with the bi, and the
entire iteration can take place in one multiplier cycle. If the reciprocal of b0 is
required, then it can be approximated by the product yi =

∏

Yi.

In a software implementation of this description of Goldschmidt’s algorithm,
the subtraction 2 − bi cannot be hidden, so that each iteration requires two
floating point cycles. But there are simple relationships between the relative
error e, bi, and Yi. By induction, we will show that bi = 1 − e2i−1

, and Yi =
1 + e2i−1

. Equation 3 shows that b1 = 1 − e, and Y1 = 1 + e (or 2 − b1),
satisfying the inductive hypothesis for i = 1. Using the inductive hypothesis,
bi+1 = biYi =

(

1− e2i−1
) (

1 + e2i−1
)

= 1 − e2i , and Yi+1 = 2 − bi+1 = 1 + e2i .
Thus, Goldschmidt’s algorithm can be rewritten as follows:

e2i+1

= (e2i) · (e2i) (5)

Yi+1 = Yi + Yi · e2i (6)

where the two operations can take place concurrently; the first to prepare for
the subsequent iteration and the second to complete the current iteration. If
it is desired to compute ai or bi, those computations can be done concurrently
with the operations shown in Equation 5 as

ai+1 = ai + ai · e2i (7)

bi+1 = bi + bi · e2i

For software implementation, this formulation of Goldschmidt’s algorithm has
the advantage that the quantity 2−bi does not appear. The quantities in Equa-
tion 7 can each be computed by one fused multiply-add instruction and can
execute concurrently with the multiplication needed to evaluate Equation 5
for the next iteration. The software version thus also has a latency of one
floating point operation, on a computer with a fused multiply-add instruction
and a pipelined floating point unit. In software it is not necessary to com-
pute the bi, nor the Yi (other than Y0) if they are not needed. Finally, 2 − bi
suffers from precision loss as the Goldschmidt algorithm progresses, whereas
the quantities e2i are computed to almost full precision. From Equations 6
Goldschmidt’s algorithm is seen to be equivalent to

1

b0

= Y0(1 + e)(1 + e2)(1 + e4)... (8)
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From Equation 2 it follows that

b0Y0 = 1− e, |e| < 1 (9)

1

b0

=
Y0

1− e = Y0(1 + e+ e2 + e3 + ...)

which can be seen to be equivalent to Equation 8.

From these developments, taking ai as a quotient approximation will have a
relative error of e2i−1

. In software, each application of Equation 7 commits
an error as large as 1/2 ulp (the errors due to the rounding of the quantities
e2i may contribute a small fraction of an ulp to the final result.) After i
iterations, the error due to roundoff may be slightly over i/2 ulps, in addition
to the relative error of e2i−1

inherent in the Goldschmidt algorithm. Using the
original hardware scheme may propagate a full 1 ulp error in each iteration,
since 2− bi is subject to rounding, as are all the multiplications in Equation 4

Goldschmidt[2] and other authors (e.g. [5]) also showed that the algorithm
is equivalent to Equation 8 but did not use it directly, whereas [4] does use
Equation 8. An unusual implementation of Goldschmidt’s algorithm can be
found in [6]. That implementation only uses a subset of the bits of 2 − bi to
compute bi(2− bi) in order to reduce the depth of the multiplier. Hence each
iteration corrects for the errors of the previous iteration which did not use
all the available bits of bi, but it does not correct for accumulated rounding
errors.

2.2 Newton-Raphson Division

The Newton-Raphson iteration differs from Goldschmidt’s algorithm by re-
ferring to the initial divisor during each iteration. As before, let y0 be an
approximation to 1/b0, and let e0 = 1 − b0y0. If the initial approximation
satisfies the same requirements as had been required to start Goldschmidt’s
algorithm, then |e0| < 1, and Equation 9 holds (with y0 replacing Y0.) Taking
only the linear approximation to 1/b0 leads to the reciprocal improvement:

e0 = 1− b0y0 (10)

y1 = y0 + y0e0

As in the case of Goldschmidt’s algorithm, the iteration can also be represented
by

p = b0y0 (11)

y1 = y0(2− p)
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which gives a hardware implementation the opportunity to compute 2− p by
means of bit complementation. Either Equation 10 or Equation 11 is repeated
either until p becomes sufficiently close to 1, or ei becomes sufficiently small,
or a fixed number of times depending on the quality of y0. The ith iteration is

ei = 1− b0yi

yi+1 = yi + yiei











i ≥ 0 (12)

The quotient may be developed concurrently as shown in the Goldschmidt
algorithm, or the final reciprocal yi can be multiplied by the dividend a0 to
get an approximation to the quotient. Here again, in practice the arithmetic in
Equations 10, 11 and 12 is not exact, but subject to rounding. While e0 is the
relative error of the initial reciprocal approximation y0, the approximation y1

has a relative error of e2
0. It can easily be shown by induction that yi =

i
∏

j=0

Yj,

where the Yi are the successive multipliers of Goldschmidt’s method.

The Newton-Raphson iteration takes the most recent approximation to com-
pute the next error ei, whereas Goldschmidt never refers back to the orig-
inal data. Both methods inherently have a relative error bounded by e2i−1

after i iterations, but each Newton-Raphson iteration is based on the previous
reciprocal approximation, thereby also taking into account rounding errors
accumulated during the previous iteration. After any iteration, the software
Newton-Raphson method is in error by at most 1/2 ulp in addition to the
inherent error of the method. After i iterations, the Newton-Raphson method
may have an advantage of (i−1)/2 ulps accuracy over Goldschmidt’s method.
The methods which hardware implementations use to control errors [4,5] are
outside the scope of this paper.

Implementing Equation 12 in software or Equation 11 in hardware requires
two dependent operations. Thus the latency of the Newton-Raphson method
is twice that of Goldschmidt’s.

2.3 Division Examples

In practice, Goldschmidt’s algorithm and Newton-Raphson iteration are used
together in software division algorithms. The Newton-Raphson iteration is
used for the final (and sometimes penultimate) iteration to remove the effects
of accumulated rounding errors. However, there are several division algorithms
that use only the Goldschmidt algorithm to compute correctly rounded quo-
tients. In the following examples, uv⊕w denotes that w is added to the exact
product uv before rounding takes place.

150



Assume that the initial reciprocal approximation is obtained by the opera-
tion frcpa(b) as described for the Itanium[3], returning an approximation to
1/b with relative error less than 2−8.886, and that the approximation has a
length of at most 11 bits (i.e., only the eleven leading bits of the significand
of frcpa(b) can be non-zero). Ignoring issues of zero divisors, overflows, under-
flows, infinities, or NaNs, (see [1] for how these special cases are accommodated
in Itanium) the following algorithm computes the single precision quotient of
the single precision quantities a and b, with all operations in double-extended
precision and rounded-to-nearest, except when cast to lower precisions, or
when using dynamic rounding to control the rounding of a result according to
any of the standard rounding modes.

y = frcpa(b)

q0 = ay; e = 1ª by
q1 = q0e⊕ q0; e1 = e⊗ e
q2 = q1e1 ⊕ q1; e2 = e1 ⊗ e1

q3 = double(q2e2 ⊕ q2)

Q = single, dynamicrounding(q3)

Fig. 1. Single Precision Division

In Figure 1, calculations appearing on the same line can be carried out con-
currently 1 . The quotient approximations qi contain at least 8.886 × 2i valid
bits, but q3 may only have 62 valid bits due to accumulated rounding errors,
as discussed in Section 2.1. Notice that q3 is the rounded-to-nearest approx-
imation of the quotient to 53 bits of precision. Therefore all quotients which
can be represented exactly in single precision will be correct at this stage. It
is well known that quotients good to 2n + 1 bits will round correctly to n
bits [1], guaranteeing the final result is rounded correctly to single precision
(requiring 24 bits of precision). The computations of e and q1, e1 and q2, and
e2 and q3 are instances of Goldschmidt’s algorithm. Cornea et. al. discuss this
algorithm in [7]

Using underlying double-extended precision arithmetic, Figure 2 shows an al-
gorithm for double precision division. Note that q0 is an exact computation
from the assumptions about the length of frcpa and that b is double precision.
q4 will be correct to over 70 bits before rounding, so that exact double preci-
sion quotients will be correct, and cases difficult to round to nearest will lie
halfway between two representable double precision numbers. As in the single

1 Operations of the form ab ⊕ c would be implemented by fma(a, b, c) on Itanium
or PowerPC; operations of the form c ª ab would be implemented by fnma(a, b, c)
on Itanium or nfms (a, b, c) on PowerPC.
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y = frcpa(b)

q0 = ay; e = 1ª by
q1 = q0e⊕ q0; e1 = e⊗ e
q2 = q1e1 ⊕ q1; e2 = e1 ⊗ e1

q3 = q2e2 ⊕ q2

q4 = q3e⊕ q0

r = a− bq4

Q = double, dynamicrounding(ry ⊕ q4)

Fig. 2. Double Precision Division with Goldschmidt’s Algorithm

precision example, there are three instances of Goldschmidt’s algorithm. The
computation of q4 is not a Goldschmidt iteration; it exploits the exactness of
q0 to employ Equation 9 to extend the 62 bit accuracy of q3 to a result ac-
curate to over 70 bits before rounding. The computation of the final result Q
uses only the initial approximation to 1/b, and corrects q4 by less than 1 ulp
of the 64-bit approximation to the quotient. The code uses 11 floating point
operations, which complete in 8 floating point latencies.

Assume that the hardware has, in addition to the ability to round to dou-
ble and double extended (64-bit significand) precision, the ability to round
to k-precision, for some k satisfying 55≤ k ≤ 61. Then the double preci-
sion algorithm could be shortened, beginning with the computation of q3, as
shown in Figure 3. By rounding q3 to k−precision, exact results will be ex-

y = frcpa(b)

q0 = ay; e = 1ª by
q1 = q0e⊕ q0; e1 = e⊗ e
q2 = q1e1 ⊕ q1; e2 = e1 ⊗ e1

q3 = (k-precision)(q2e2 ⊕ q2)

r = a− bq3

Q = double, dynamicrounding(ry ⊕ q3)

Fig. 3. The shortest double precision division using Goldschmidt’s Algorithm

actly represented by q3. In round-to-nearest, difficult to round quotients are
represented by a quantity midway between two double precision numbers. In
difficult directed rounding divisions, the k−precision quantity q3 would be rep-
resentable as a double precision number. The correction will adjust the result
in the proper direction to insure correct rounding, but only by a fraction of a
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k−precision ulp. This algorithm saves one instruction and one floating point
latency from the first double precision division example.

In practice, software algorithms have the option to use both Goldschmidt and
Newton-Raphson iterations, and may use these algorithms to first develop a
high precision reciprocal instead of working directly on the quotient. Figure
4 shows the shortest double precision algorithm in terms of number of oper-
ations, using only commonly available rounding precisions (in contrast to the
special rounding mode used in Figure 3.) This algorithm can be found in [1]
and [7], but no mention is made of Goldschmidt’s Algorithm. In this version,

y = frcpa(b)

e = 1ª by
y1 = y0e⊕ y0; e1 = e⊗ e
y2 = y1e1 ⊕ y1; e2 = e1 ⊗ e1

y3 = y2e2 ⊕ y2

q = double(a⊗ y3)

r = a− bq
Q = double, dynamicrounding(ry3 ⊕ q)

Fig. 4. Standard Double Precision Division using Goldschmidt’s Algorithm

Goldschmidt’s algorithm is used three times to develop a reciprocal approxi-
mation y3 to over 62 bits of precision, from which an initial double precision
quotient approximation q is computed. The final computation contains over
114 valid bits before rounding, and so must round correctly to 53 bits.

3 Square Root

Goldschmidt’s algorithm to compute
√
b0 and 1/

√
b0 starts with an initial

approximation Y0 to 1/
√
b0. The objective is to find a series of Yi which drive

the product bn = b0Y
2

0 Y
2

1 ...Y
2
n−1 to 1. Then the products yn = Y0Y1...Yn will

approach 1/
√
b0 and gn = b0Y0Y1...Yn will approach

√
b0.

Let Y0 be a suitably good approximation to 1/
√
b0, such that 1/2 < b0Y

2
0 <

3/2. Such a Y0 is usually obtained by table lookup or a special hardware
instruction [3]. Set y0 = Y0, and g0 = b0y0 (note that g0 is an approximation
to
√
b0 with the same relative error that y0 has to 1/

√
b0). For i > 0, compute

bi = bi−1Y
2
i−1. Then if e = 1 − bi, 1/bi = 1/(1 − e) = 1 + e + e2 + ..., and

Yi =
√

1/bi = 1 + e/2 + 3

8
e2... or Yi ≈ (3− bi)/2, with quadratic convergence.
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Each Goldschmidt square root iteration consists of computing

bi = bi−iY
2

i−1 (13)

Yi = (3− bi)/2 (14)

Update the square root and/or the reciprocal square root approximations by

gi = gi−1Yi (15)

yi = yi−1Yi (16)

Equation 13 involves two dependent multiplications in the computation of bi.
In a hardware implementation, Yi can be computed from bi by bit inversion and
shifting, and is available almost at the same time as bi. In software, Equation
14 requires a fused multiply-add instruction. The evaluations of Equations 15
and 16 can occur concurrently with the next Goldschmidt iteration. Thus, the
Goldschmidt algorithm requires at least three multiplications in each iteration,
two of which are dependent.

Rewriting Equations 13, 15, and 16 in terms of b0 gives

bi = b0Y
2

0 Y
2

1 ...Y
2

i−1

gi = b0Y0Y1...Yi (17)

yi = Y0Y1...Yi (18)

Iteration stops when bi = b0y
2
i is sufficiently close to 1, or a fixed number of

iterations depending on the quality of the initial approximation y0. Observe
from Equations 17 and 18 that gi−1yi−1 = bi. This leads to an alternative to
Goldschmidt’s formulation, in which the bi’s are never computed. From the
discussion at the beginning of this section

Yi = (3− bi)/2 = 1 + (1− bi)/2
= 1 + (1− gi−1yi−1)/2

= 1 + ri−1

using our observation that gi−1yi−1 = bi, and setting ri−1 = 1/2− gi−1yi−1/2.
With this expression for Yi, the computations for gi and yi can be rewritten
as

gi = gi−1 + gi−1ri−1

yi = yi−1 + yi−1ri−1

The computations of gi and yi can take place concurrently, and both take the
form of fused multiply-add operations. Only the computation of ri−1 is not
quite in proper form for a fused multiply-add. To remove the division by two,
let us track hi = yi/2 instead of yi. We state the full software alternative to
Goldschmidt’s algorithm:
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Let y0 be a suitably good approximation to 1/
√
b0, such that 1/2 ≤ b0y

2
0 ≤ 3/2.

Set g0 = b0y0, and h0 = y0/2. Each iteration then computes

ri−1 = 0.5− gi−1hi−1

gi = gi−1 + gi−1ri−1

hi = hi−1 + hi−1ri−1



























for i > 0 (19)

In the modified iteration, there are three fused multiply-adds, of which the
second two are independent. They can be computed concurrently on machines
with two fused multiply-add units, or can be started one cycle apart on a
pipelined floating point unit. If the reciprocal square root is required, the
final hi can be doubled. As with the division algorithm, when using hardware
floating point arithmetic, there are accumulated rounding errors which prevent
the final few bits of gi and hi from being trustworthy. A correction to the final
iteration of Equation 19 is required.

Goldschmidt’s square root algorithm can only be used to come within 3 or 4
ulps of the machine precision. Ideally, if there were no rounding errors, the
ratio gi/hi = 2b0 would be maintained, as can be seen from Equations 17
and 18. As round errors creep into the gi and hi, the algorithm drifts towards

producing gi ≈
√

gi−1/(2hi−1). The g’s and h’s may independently drift by as
much as an ulp in each iteration, and the target of convergence by as much as
an ulp. In a double-extended precision implementation, it is not reasonable to
expect more than 62 correct bits using only Goldschmidt’s algorithm.

3.1 Square Root Example

Figure 5 demonstrates a double precision square root program. Assume that

the operation frsqrta(b) returns an approximation to
√

1/b with a relative

error less than 2−8.831, as in [3]. We again ignore treatment of arguments which
are negative, zeros, infinities, or NaNs. All operations are assumed to be in
double-extended precision and round-to-nearest mode, except when cast to
lower precision or using dynamic rounding. A description of this algorithm
appears in [1], but the author was unaware at the time that he was applying
Goldschmidt’s algorithm.

Figure 5 contains two instances of Equation 19, the alternative Goldschmidt
algorithm, each written in two lines (computing r, g1, h1 and r1, g2, h2) to
show that the computations on the same line are independent and can be com-
puted concurrently. The quantities g1 and h1 contain over 17 valid bits, and
g2 and h2 over 33 valid bits. A third application of Goldschmidt’s algorithm
to reach 66 bits is not possible, since the computations of g2 and h2 contain
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y = frsqrta(b)

g = by; h = 1/2 · y
r = 1/2ª hg
g1 = gr ⊕ g; h1 = hr ⊕ h
r1 = 1/2ª h1g1

g2 = g1r1 ⊕ g1; h2 = h1r1 ⊕ h1

d = bª g2g2

g3 = h2d⊕ g2

d1 = bª g3g3

S = double, dynamicrounding(h2d1 ⊕ g3)

Fig. 5. Double Precision Square Root using Goldschmidt’s Algorithm

accumulated rounding errors affecting the last two bits of their 64-bit results.
Therefore a traditional self-correcting Newton-Raphson iteration is used to
compute g3, exploiting the fact that h2 contains a 33+ bit representation of
1/(2g2). As in the case of the division algorithms, when g3 is produced (and
rounded to double-extended precision), exact results are already correct, and
difficult to round results will be represented by values midway between repre-
sentable double precision values, or by double precision values in the directed
rounding modes. The final calculation computes S, the correctly rounded dou-
ble precision square root of b, by modifying g3 by less than a double-extended
precision ulp. This adjustment serves to move inexact results a tiny fraction in
the appropriate direction before rounding. The algorithm runs in 10 floating
point latencies and requires 13 floating point instructions.

4 Conclusions

For both division and square root, Goldschmidt’s algorithms have different
preferred representations for hardware and software implementations. Hard-
ware tends to exploit the ability to compute 2−x or (3−x)/2 by bit comple-
mentation. The algorithms have been restated in terms of fused multiply-add
operations. In their restated form, the algorithms are suitable for software
implementation, and the latencies of the modified algorithms are the same as
that of the original hardware oriented forms of Goldschmidt’s algorithms.

We have shown that, except for propagation of errors due to rounding, Gold-
schmidt’s division algorithm and Newton-Raphson division produce identical
results. Both versions of Goldschmidt’s algorithms retain the property that
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the first operation for the subsequent iteration can overlap the last opera-
tion of the current iteration. The modified versions also involve intermedi-
ate quantities that retain almost full precision. The reformulated square root
algorithm may be useful for hardware implementation. Nevertheless, neither
Goldschmidt method can compensate for the buildup of rounding errors. While
the algorithms shown here tend to only use the (modified) Goldschmidt al-
gorithms, in practice the best results are usually achieved by starting with
Goldschmidt’s algorithm and then switching to the self-correcting Newton-
Raphson iteration, as in Figures 4 and 5, when the desired precision is about
to be achieved and correct rounding is required.
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A Fast Algorithm for Julia Sets of Hyperbolic

Rational Functions
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Abstract

Although numerous computer programs have been written to compute sets of points
which claim to approximate Julia sets, no reliable high precision pictures of non-
trivial Julia sets are currently known. Usually, no error estimates are added and
even those algorithms which work reliable in theory, become unreliable in practice
due to rounding errors and the use of fixed length floating point numbers.

In this paper we prove the existence of polynomial time algorithms to approximate
the Julia sets of given hyperbolic rational functions. We will give a strict computable
error estimation w.r.t. the Hausdorff metric on the complex sphere. This extends a
result on polynomials z 7→ z2 + c, where |c| < 1/4, in [RW03] and an earlier result
in [Zho98] on the recursiveness of the Julia sets of hyperbolic polynomials.

The algorithm given in this paper computes Julia sets locally in time O(k ·M(k))
(where M(k) denotes the time needed to multiply two k-bit numbers). Roughly
speaking, the local time complexity is the number of Turing machine steps to decide
a set of disks of spherical diameter 2−k so that the union of these disks has Hausdorff
distance at most 2−k+2. This allows to give reliable pictures of Julia sets to arbitrary
precision.

Key words: Julia Sets, Computational Complexity.

1 Introduction

Julia sets provide some of the most striking illustrations of how an apparently
simple process can lead to highly intricate sets. Since they are a seemingly
unexhaustable source of fantastic shapes and images (e.g. [PR86]), numerous
computer programs have been written for generating pictures of Julia sets.
Algorithms for computing approximations of Julia sets can be found e.g. in

Email address: email: robert.rettinger@fernuni-hagen.de (R. Rettinger).

Real Numbers and Computers’6, 158–171 Nov 15-17, 2004, Dagstuhl, Germany



[Saup87] and [PJS92]. It has turned out that increasing precision (zooming)
requires rapidly increasing computation time. Since usually the programs are
realized on computers operating on floating point numbers of fixed length
instead of real numbers, high precision pictures reflect effects of the rounding
procedure rather than the intended Julia set. Therefore, presumably nobody
has ever seen the micro-micro-micro structure of non-trivial Julia sets.

In this paper we give algorithms to compute the Julia sets of hyperbolic ratio-
nal functions locally in time O(k ·M(k)) (where M(k) denotes the time needed
to multiply two k-bit numbers) on Turing machines, i.e. with a detailed anal-
ysis of rounding errors. Roughly speaking, the local time complexity is the
number of Turing machine steps to give a (zoomed) set of pixels with Haus-
dorff distance at most 2−k+2. This gives the first polynomial bound on the
complexity of Julia sets for non-polynomial functions. A similar result for hy-
perbolic polynomials was independently shown by M. Braverman ([Bra04]),
which extends an earlier result of Rettinger and Weihrauch in [RW03] for poly-
nomials z 7→ z2 + c with |c| < 1/4. Furthermore, in [Zho98] it is shown that
the Julia sets of hyperbolic polynomials are recursive. However, the methods
used in [Zho98] cannot be applied to estimate computational complexity. In
[KKT01] it is shown that for fractal subsets of the Euclidean space computa-
tional complexity and Hausdorff dimension are independent.

In the next section we will give some basic general facts about Julia sets. In
Section 3 we mainly discuss extensions to the local repelling property of J .
This result allows us to use similar ideas to [RW03] even in the general case of
rational functions. In Section 4 we then give and discuss the definition of local
complexity on C∞. Finally, in Section 5 we present our algorithms for Julia
sets of hyperbolic rational functions. The algorithm for rational functions of
degree at least 2 will be divided into a general preliminary phase, discussed in
Subsection 5.1, and a main phase, discussed in Subsection 5.2.

2 Julia Sets

In this section we will give some basic notions and notations on Julia sets.
Many of the results presented in this section are from the book [Bea91] where
many more details on Julia sets of rational functions can be found. Other
valuable sources are [Dev89], [Fal90], [Bar93], [PJS92] and [Mil00].

The set of rational, real and complex numbers are denoted by Q, R and C,
respectively. We consider polynomials p(z) = an · zn + ... + a0 ∈ C[z] of one
complex variable, where an 6= 0 is the leading coefficient and n is the degree
of p, and rational functions r(z) = p(z)/q(z), where p and q are polynomials.
The degree of r is the maximum of the degrees of p and q, where we assume
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that p and q don’t have any non-constant factors in common.

As usually we denote the n-th iterate and the derivative of a function f by fn

and f ′, respectively. A complex number z is called a fixed point of a function f
iff f(z) = z. z is called periodic point of f iff z is a fixed point of some iterate
of f . A fixed point z is called repelling, attracting or indifferent iff |f ′(z)| > 1,
|f ′(z)| < 1 or |f ′(z)| = 1, respectively. Similarly, periodic points are classified
(where f have to be replaced by a sufficient iterate). We call z a critical point
of f iff f ′(z) = 0.

Definition 1 The Julia set J(r) of a rational function r is the closure of all
repelling periodic points of r.

There are many more equivalent characterizations of Julia sets, e.g. a point
z is in the Julia set of a rational function r iff the sequence {rn} is not nor-
mal (or equivalently not equicontinuous) on some neighborhood of z. Another
characterization is given below.

Lemma 1 Let r be a rational function of degree at least 2. Then

(1) J(r) is an uncountable compact set containing no isolated points.

(2) r(J(r)) = r−1(J(r)) = J(r) = J(rn) for all integers n > 0.

(3) For any z ∈ J(r), J(r) = cls(
⋃∞
k=1 r

−k({z})) (where cls(A) denotes

the closure of the set A).

(4) For any neighborhood U of z ∈ J(r), and any compact set K ⊆ C
there exist z′, z′′ and an integer n > 0 so that rn(U) ⊃ K \ {z′, z′′}.

Finally, we call a rational function r hyperbolic iff the closure of the forward
orbit Oc(r) =

⋃

r′(z)=0

⋃

n r
n(z) of the critical points of r is disjoint to J(r).

An immediate consequence of Lemma 1, (4) above is the following property of
hyperbolic rational functions (see [Bea91]). This will be the decisive ingredient
for Lemma 4 in the next section and thus for our algorithms in Section 5.

Lemma 2 Let r be a hyperbolic rational function and c > 0 be given. Then
there exists a neighborhood U of the Julia set J(r) of r and an integer n > 0
so that for all m > 0 and z ∈ U , |(rm)′(z)| > c.

Whereas polynomials can be treated adequately on the complex plane, an
appropriate discussion of rational functions is only possible on the complex
sphere C∞ (see Section 3 below). There, all the above notions can be defined
for the point ∞ in the usual way. We omit the details.
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3 The Complex Sphere

Let S denote the 2-sphere in R3, i.e. S = {(x, y, z) ∈ R3 : |x|2 +|y|2 +|z|2 = 1}.
Furthermore fix a point∞ = (0, 0, 1). Then we can identify S\{∞} with C by
the stereographic projection φ∗ : C → S, φ∗(z) = 1

1+|z|2
(2<(z), 2=(z), |z|2 −

1), where <(z) and =(z) denote the real and imaginary part of z, respec-
tively. Let σ be the spherical metric on C, i.e. σ(z, z′) = inf{∫γ 2

1+|t|2
|dt| :

γ is a smooth curve from z to z′}. This metric induces the usual metric on S
(viewed as manifold): σ(z, z′) is the length of the shortest path from z to z′,
where all points of the path have to be in S (we will identify the complex
numbers z and z′ with φ∗(z) and φ∗(z′) without further mentioning). We will
denote S together with the spherical metric by C∞. As usually we use the
notation σ(z, A) for subsets A ⊂ C∞ to denote the distance of a point z to
A, i.e. σ(z, A) = infz′∈A σ(z, z′). Similarly we define σ(A,A′) for A,A′ ⊂ C by
σ(A,A′) = max{supz∈A σ(z, A′), supz∈A′ σ(z, A)}.

It is obvious that every rotation of the sphere induces a σ isometry of C∞.
These rotations are exactly the Möbius transformations M(a, c), M(a, c)(z) =
az−c
c̄z+ā

, with |a|2 + |c|2 = 1, which maps c
a

to 0. Furthermore for each z ∈
C \ {0} there exists a unique representation z = c

a
, where |a|2 + |c|2 = 1 and

a is a non-negative real number. Let Mz := M(a, c), where c
a

is this unique
representation, M∞(z) := z−1 and M0 be the identity id on C∞.

We will give the main result of this section in Lemma 4 below. We prepare
this result by some remarks. The following (rough) relation of the spherical
and Euclidean metric will be used frequently below.

Lemma 3 Let z, z′ ∈ C and γ be the geodesic from z to z′, ∞ /∈ γ. Then

|z − z′| ≤ (1 + β2
γ)

2 · σ(z, z′) and σ(z, z′) ≤ 2|z − z′|

where βγ = supu∈γ |u|.

Notice, that in the above lemma βγ exists because the image of γ (which we
again denote by γ) is compact. We will switch several times between spherical
and Eucledean metric in the proof of Lemma 4 below. To simplify notations
we will use β−K := supu∈K |u|, βK := supu∈K |r(u)|, β′K := supu∈K |r′(u)| and
β′′K := supu∈U |r′′(u)| for compact sets K ⊂ C.

As the Euclidean and the spherical metric coincide in 0, we can transfer lo-
cal properties from C to C∞ by using suitable Möbius transformations. For
example, in the proof of Lemma 4 we will need derivatives on C∞: Given a
rational function r, let r′∞(z) be determined by (Mr(z) ◦ r ◦M−1

z )′(0). A simple

calculation gives r′∞(z) = 1+|z|2

1+|r(z)|2
r′(z) for z ∈ C. To bound the variation of
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r′∞(z) for different points z, we would also like to define something like a sec-
ond derivative r′′∞. Unfortunately, however r′∞ is not analytic. To circumvent
this problem, we define for δ > 0, r′′δ (z) := (rδ)

′
∞, where rδ = (1 + δ2)r′(z)

(the meaning of this will become clear in the proof below). One easily verifies
r′′δ (z) = r′′(z)(1 + δ2)(1 + |z|2)/(1 + |r(z)|2).

Lemma 4 There exists a polynomial P so that for all rational functions r
and all complex numbers z, z′ with |z − z′| < 1/2 and |r(z)− r(z′)| < 1/2 we
have

(|r′∞(z)| − P (β−γ , βγ, β
′
γ, β

′′
γ )σ(z, z′))σ(z, z′) ≤ σ(r(z), r(z′))

and
σ(r(z), r(z′)) ≤ (|r′∞(z)|+ P (β−γ , βγ, β

′
γ, β

′′
γ )σ(z, z′))σ(z, z′).

where γ denotes the geodesic from z to z′, i.e. σ(z, z′) =
∫

γ 2/(1 + |z|2)|dz|,
and ∞ /∈ γ ∪ r(γ).

Proof. Let r, γ and z, z′ be given according to the lemma and let K ⊃ γ
be a sufficiently small compact neighborhood of γ not containing ∞. We will
achieve the above result in several steps. First we show, that we can replace r
by the rational function q = Mr(z) ◦ r ◦M−1

z which simplifies the calculation
of the spherical distance between z, z′ and r(z), r(z′).

Claim 1 Let q = Mr(z) ◦ r ◦M−1
z and z∞ = Mz(z

′). Then

a) q′∞(0) = q′(0) = r′∞(z), q(0) = 0,

b) σ(q(0), q(z∞)) = σ(r(z), r(z′), σ(0, z∞) = σ(z, z′) and

c) for all v ∈Mz(K) we have |q(v)| ≤ 1, |q′(v)| ≤ 16β′K(1 + |r(z)|)2 and

|q′′(v)| ≤ 29(1 + |r(z)|)4(β′′K + β′K + (β′K)2).

We will use q instead of r in the sequel. To simplify matters we reuse γ to be
the geodesic from 0 to z∞. Next we rewrite σ(r(z), r(z′)) by σ(r(z), r(z′)) =

σ(q(0), q(z∞)) =
∫ q(z∞)
0

2
1+|u|2

|du| =
∫ z∞

0
2|q′(u)|

1+|q(u)|2
|du| =

∫ z∞
0

2|q′
∞

(u)|
1+|u|2

|du| where

we use
∫ b
a f(u)du for the integral on the straight line from a to b, for short.

Next we bound |q′∞(0)− q′∞(u)| by a constant and the spherical distance of 0
and u. To state this formally, we need another technical result.

Claim 2 There exists an ε > 0 so that for all t, t′, so that the straight line
from γ(t) to γ(t′) belongs to K, we have for ∆ = |γ(t′)− γ(t)|

∣

∣

∣

∣

∣

1 + |γ(t)|2
1 + |q(γ(t)|2 −

1 + |γ(t′)|2
1 + |q(γ(t′)|2

∣

∣

∣

∣

∣

≤ (2β′K(1 + (β−K)2) + 2β−K)∆ + ε∆2.
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Now let u be a point on γ and denote the part of γ from 0 to u again by γ.
Obviously, γ is a geodesic. Furthermore let ∆ > 0 be given and t0, ..., tn be
a partition of the domain of γ so that |γ(ti) − γ(ti+1)| ≤ ∆ and the straight
line from γ(ti) to γ(ti+1) belongs to K. With ∆i := |γ(ti+1) − γ(ti)| and
δi := β′K(2β′K(1 + (β−K)2) + 2β−K)∆i + ε∆2

i we have

|q′∞(u)− q′∞(0)| ≤ ∑n−1
i=0 |q′∞(ti+1)− q′∞(ti)|

≤ ∑n−1
i=0

∫ γ(ti+1)
γ(ti)

|q′′(v)( 1+|γ(ti)|
2

1+|q(γ(ti))|2
)||dv|+ δi

Taking the limit ∆→ 0 leads to

|q′∞(u)− q′∞(0)| ≤ (|q′′∞|+ β′K(2β′K(1 + (β−K)2) + 2β−K))|u|

where |q′′∞| ≤ β′′K ·(1+(β−K)2) is |q′′∞| = supv∈K |q′′∞(v)|. Putting things together
we can finally conclude

σ(r(z), r(z′)) =

z∞
∫

0

2|q′∞(u)|
1 + |u|2 |du| = q′∞(0)σ(0, z∞) + ε

where

|ε| ≤ ∫ z∞0 2| q′∞(u)−q′
∞

(0)
1+|u|2

||du| ≤ (|q′′∞|+ β′K(2β′K(1 + (β−K)2) + 2β−K))|u|σ(0, u).

By Lemma 3 we can bound |u| by σ(0, u) and a suitable factor. As this holds
for arbitrary K the proof is completed.

2

4 Local Complexity on C∞

The local complexity of subsets of C was introduced in [RW03]. Given a Tur-
ing machine M , let L(M) denote the set accepted by M and let UM(k) be the
union of all intervals Ik,i,j = [2−k · i; 2−k · (i+ 1)]× [2−k · j; 2−k · (j + 1)] with
”0k, i, j” ∈ L(M), where i, j are given by their binary representation. Then
we say, that M decides a closed set AM iff for each k, UM(k) covers AM and
additionally has Hausdorff distance at most 2−k+1 to AM . Notice that AM is
uniquely determined by M . Identifying the subsets Ik,i,j (for given k) with a
pixel (i, j) (say on a monitor), this definition is probably quite accurate to
investigate the problem of drawing pictures of subsets up to arbitrary preci-
sions. Finally, we say that a set A ⊆ C has local complexity O(t) iff there
exists a O(t) time bounded Turing machine M with AM = A.

This rises the question why we don’t investigate in a ”global complexity” of a
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set, e.g. the complexity of giving all the pixels in UM(k). The answer is simply
that such a global complexity is not suitable for most of the problems: For
many sets we need an exponentially number (in k) of pixels of size 2−k to cover
the set. This would lead to exponentially time bounded algorithms, hiding the
finer complexity structures. Furthermore we cannot display an unbounded
number of pixels on a monitor of fixed resolution. Thus, what we usually
do, is to zoom into the picture, and the complexity of this zooming is quite
accurately captured by the notion of local complexity given above.

This notion does neither depend on the exact shape of the pixels nor on the
Hausdorff distance 2−k+1. The latter can be chosen to be (

√
2−k + ε) · 2−k for

arbitrary ε > 0. More generally, for each k, let Ck = (Vi,k)i be a covering of
C of diameter at most d · 2−k. Then, for given k and ε > 0, any set A ⊂ C
can be covered by a union Vk =

⋃

j∈I Vj,k, where I ⊆ N, so that the Hausdorff
distance of A and Vk is at most (d+ ε)2−k. Thus, replacing the intervals Ik,i,j
by Vi,k gives a more general notion of local complexity. If we replace herein
the Euclidean metric by the spherical metric, we get a suitable definition for
the local complexity of subsets of C∞. To simplify matters we fix Vi,k to be a
circle with suitable center. Furthermore we fix ε := 1.

Definition 2 For given k, i, j ∈ N let

ck,i,j =











( i
2
· 2−k−2, j · 2−k−2,

√

1− (| i
2
|2 − |j|2)2−2k−4) if i is even

( i−1
2
· 2−k−2, j · 2−k−2,−

√

1− (| i−1
2
|2 − |j|2)2−2k−4) if i is odd

and Ck,i,j = {z ∈ C∞ : ck,i,j ∈ C∞ ∧ σ(z, ck,i,j) ≤ 2−k}. A Turing machine de-
cides a set A ⊆ C∞ iff AM :=

⋃

”0k,i,j”∈L(M) Ck,i,j ⊇ A and σ(A,AM) ≤ 2−k+2

for all k ∈ N, where i, j are presented to M by their binary representation. A
subset A ⊆ C has local complexity O(t) iff there exists a O(t) time bounded
Turing machine M which decides A.

For compact subsets of C the local complexity (as subset of C∞) and the
complexity defined in [RW03] coincide. Thus again we could draw parts of
the approximations according to the discussion given above, i.e. according to
the Euclidean metric, as long as we are far enough away from ∞. However, a
probably better way of presenting such pictures is by means of local spherical
projections. Similar to the complex plane we can represent any set in C∞ by
approximations demanded by the above definition:

Lemma 5 For every set A ⊆ C∞ and every k ∈ N there is a set I ⊆ N × N
so that AI :=

⋃

(i,j)∈I Ci,j,k ⊃ A and σ(A,AI) < 2−k+2.
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5 A Fast Algorithm for Rational Functions

In the sequel we use a Turing machine model with extra (oracle) tapes and
states, so that entering these states with a string of the form 0n]0i]0j]0s re-
sults in an answer x]y]0d where x and y are the binary representation (say of
length log2bxc + n + 2) of an approximation of the imaginary and real part
of the i-th linear factor (up to 2−n) of the nominator (s = 0) or denominator
(s = 1) polynomial. Furthermore d gives the degree of this polynomial. We
don’t assume a certain order on the linear factors so that this representation
is equivalent to the representation by the coefficients of the polynomials. Al-
though the representation is one among many others, it seems to be natural
for many problems in practice.

The algorithms presented in the sequel assume, that the rational function
r = p/q represented by the (input) polynomials p and q are hyperbolic and
furthermore p and q have no factors in common. Notice, that neither of these
assumptions can be decided for the given representation of the input.

Our algorithms work in two phases. In the preliminary phase a first approx-
imation to the Julia set is calculated. This phase outputs three open sets
U0 ⊂ U1 ⊂ U2, each represented by a finite sequence of open balls with ratio-
nal center and radius, a bijective Möbius transformation τ and δ > 0, n > 0
so that for the n-th iteration s = (τ ◦ r ◦ τ−1)n we have

(i) τ(zr) 6∈ K := {z : |z| ≤ δ} for a critical point zr of r,

(ii) J ′ := J(s)(= τ(J(r))) ⊆ U0 ⊂ U2 ⊂ K,

(iii) σ(U2, J
′) ≤ ε−1, σ(z,C∞ \ U2) ≥ 1

3
ε−1 and σ(z′,C∞ \ U1) ≥ 1

3
ε−1

for all z ∈ U1, z
′ ∈ U0,

(iv) |(s)′∞(z)| ≥ 2 for all z ∈ U2,

where ε = P (β−K , βK , β
′
K , β

′′
K) (P the polynomial from Lemma 4). This phase

does not depend on the requested precision or pixel.

In the main phase we will then approximate the Julia set up to the requested
precision 2−k for a pixel Ck,i,j in the sense of Definition 2. This phase needs
time O(k ·M(k)), where M(k) is the time needed to multiply two k bit num-
bers. Using the Schönhage-Strassen algorithm we get a (local) complexity of
O(n2 log n log log n) for the Julia set of a hyperbolic rational function. Notice
however, that, despite the fact, that our algorithms are uniform in the sense,
that they compute the Julia sets for any given hyperbolic rational function,
the given time bound is not uniformly, i.e. the constant factor hidden in the
big-O depends on the given function. Furthermore we strongly conjecture, that
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a common polynomial or even exponential time bound on the complexity of
Julia sets of hyperbolic functions of a certain degree ≥ 2 does not exist.

5.1 Preliminary Computations

In this section we give an informal description on how to compute U0 to U2, τ
and δ. By the representation of the rational function r = p/q it is clear, that
the value of r and the modulus of continuity (to arbitrary precision) can be
determined at any complex number z = x + iy, x, y rational and q(z) 6= 0.
Furthermore for given points z and z′ in C∞, it is possible to compute the
spherical distance to arbitrary precision, for example by using suitable Möbius
transformations.

It is quite easy to give fast algorithms for rational functions of degree 1: In
this case there exists bijective Möbius transformations φ so that φ ◦ r ◦ φ−1 is
of the form z 7→ z+β or z 7→ kz. In the former case J(r) = ∅ and in the latter
J(r) depends on k: if |k| < 1 then J(r) = {∞}, if |k| > 1 then J(r) = {0}, if
|k| = 1 we have J(r) = ∅. For more details see [Bea91]. We will thus assume,
that the rational functions given to our algorithms are of degree at least 2.

Now to the preliminary computations which we need in Subsection 5.2. In
a first step we compute an 2−k (say k = 3) approximation to τ . If r is a
polynomial we simply take τ = id. Otherwise we can find an approximation
zc to a critical point of r. Let τ := M∞ ◦Mzc and s := τ ◦ r ◦ τ−1. Notice that
this is a first approximation to τ . If we later recognize, that τ is not sufficient,
we increase k and compute a better approximation to zc and then again set
τ = M∞ ◦Mzc and repeat the following steps for this new τ .

Next we search an approximation of a repelling periodic point z0 of s. If
we fail after a fixed number of steps (say e.g. 100 · k), restart with a better
approximation for zc and τ . By Lemma 1 and Definition 1 we will finally find
such a point and this point belongs to J(r).

Then we compute one after the other the sets s−1(z0), s−1(s−1(z0)), ..., i.e. the
preimages of z0, the preimages of the preimages of z0 and so on. At the same
time we try to find a set A of open balls B(z) of points z in these preimages
and an index n so that a) z0 ∈

⋃

U(z)∈A U(z), b) for each U(z) ∈ A we have
(sn)−1(U(z)) ⊆ ⋃

U(z)∈A U(z), c) the radius of U(z) is at most ε−1 and d)
|(sn(z′))′∞| > 2 for all z′ ∈ ⋃U(z)∈A U(z). If we find such an n and a set A,
we are done. If we fail to find such a set A after a fixed number of steps (say
again 100 · k) we will restart with a better approximation for zc and τ .

Once such a set A is found we can take U2 =
⋃

U(z)∈A U(z) and repeat this
procedure to get U1 and finally U0. The existence of such an A follows by the

166



following result.

Lemma 6 For each δ > 0 there exists an n > 0 and a finite set A of balls
U(z) = {z′ : σ(z, z′) < rz} of radius rz ≤ δ, so that

J(r) ⊂
⋃

U(z)∈A

((τ ◦ r ◦ τ−1)n)−1(U(z)) ⊂
⋃

U(z)∈A

U(z).

A few comments on this procedure are in order: As we can compute the sets
mentioned above only up to finite precision, the properties a) to d) are meant
to be guaranteed by the algorithm. Lemma 6 gives enough space to do this
by appropriate approximations. Another problem are the roots of q. If we are
near such roots, nearly nothing can be said about the modulus of continuity.
This problem is resolved by choosing a suitable τ .

5.2 Approximation up to Arbitrary Precision

We will now assume that the properties (i) to (iv) of the introductory discus-
sion of this section are fulfilled, i.e. n, δ, τ and U0, U1, U2 are chosen properly.

The problem to decide, on input 0k, i, j, wether the pixel Ck,i,j should belong
to a covering A of J(r) of Hausdorff distance at most 2−k+2 is equivalent to
the decision, wether the pixel {z : σ(z, τ(ck,i,j)) < 2−k} should belong to a
covering A′ of τ(J(r)) of Hausdorff distance at most 2−k+2. Thus, to simplify
matters, we replace r by (τ ◦ r ◦ τ−1)n presented by the preliminary phase,
and i, j by the corresponding values, where we reuse the same notations r,
i, j again. (Actually we have to replace the single pixel by a finite number of
pixels of higher precision, as the new center is probably not a center of a pixel
Ck,i′,j′ . We omit the purely technical details.)

Furthermore we divide the question, wether the pixel Ck,i,j is near to J(r) into
tests Tk,i′,j′(2

−k/t) ∈ {0, 1} where t > 1 and

Tk,i′,j′(2
−k/t) =











1 if σ(ck+k′,i′,j′ , J(r)) < 2−k/t

0 if σ(ck+k′,i′,j′ , J(r)) > 2−k

for a suitable constant k′.

Obviously, we can then cover and thus decide the pixel Ck,i,j by at most (4 · t)2

such tests Tk,i′,j′(2
−k/t). To simplify notation, we use ck,i,j for the center of

these tests, although they are actually of the form Ck′,i,j for some k′ > k.
Notice, that different to the algorithm in [RW03] we have to cover the whole
surface of a pixel by such tests, as the Julia set might no longer be connected.
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Once we have determined τ and U0, U1 and U2 in the preliminary computa-
tion we have several alternative choices to compute such tests, all leading to
a similar asymptotic complexity bound. The first idea is probably to compute
everything w.r.t. the Euclidean metric and translate it to the spherical metric
afterwards. This, however, seems to lead to unnecessarily complex algorithms
and large constants hidden in the big-O notation. We choose therefore a dif-
ferent way by using Lemma 4 above.

To apply Lemma 4 we have to take the errors introduced by rounding (inter-
mediate) results into consideration. Let therefore δ = β−K be the constant of
the introductory discussion of this section, i.e. U2 ⊂ K = {z : |z| < β−K} and
l0 := dlog2 β

−
K + 1e. Furthermore, for x ∈ K ∩ R, let [x]l denote an l0 + l bit

approximation of x so that |x− [x]l| ≤ 2−l+1 and the fractional part of [x]l has
l bits. We will denote the set of all such [x]l with x ∈ K by Kl, for short. Simi-
larly, for z ∈ C we use [z]l to denote roundings of the real and imaginary part of
z. The corresponding set is thus Kl+ iKl. Obviously, we have |z− [z]l| ≤ 2−l+2

and thus σ(z, [z]l) ≤ 2−l+3. Furthermore, we define the product [
∏n
s=1]lxs for

x1, ..., xn in Kl by [
∏0
s=1]lxs = 1 and [

∏t+1
s=1]lxs = [xt+1 · [

∏t
s=1]lxs]l. The follow-

ing lemma, which can be proven by a simple induction, gives a rough upper
bound on the error made by multiplying in this way (in a special case).

Lemma 7 Let N, l ∈ N, δ > 0 and x1, ..., xN in Kl with |xi| ≤ δ (for all i)
be given. Then |[∏N

s=1]lxs −
∏N
s=1 xs| ≤ (2δ + 1)N · 2−l.

Let K and ε = P (β−K , βK , β
′
K , β

′′
K) be given as in the introductory discussion

of this section. Furthermore let k,m > 0 and t > 1 be given. Then we can use
Lemma 4 to prove the following version of this lemma, respecting rounding
errors.

Lemma 8 Let l = k + 6 + dlog2 te + dlog(β′K(1 + (β−K)2) + 1/m)e − bεc and
z ∈ Kl + iKl be given so that σ(z, J(r)) ≤ 2/(3mε). Then either

σ(z, J(r)) ≤ (β′K(1 + β2
K) + 1/m)−12−k−2/t and σ([r(z)]l, J(r)) ≤ 2−k/t

or

σ(z, J(r)) > (β′K(1 + β2
K) + 1/m)−12−k−2/t, and

(|r′∞(z)| − (1/m))σ(z, J(r)) ≤ σ([r(z)]l, J(r)) ≤ (|r′∞(z)|+ (1/m))σ(z, J(r))

Now we are prepared to give the main algorithm. The following algorithm
performs for given k′ ≥ 2 a test Tk,i,j(2

−k/t) with the help of a constant num-
ber of pixels of a 2/(3 · 2k′ε) approximation to J(r). To simplify notation let
N(k) = dk/ log2(2/3)e+ 1 and L(k, k′) = max{k + 6 + dlog2 te+ dlog(β′K(1 +
(β−K)2)+2−k

′

)e−bεc, N(k)dlog2(2β′K(1+(β−K)2)+1)e}, thus L(k, k′) ≤ c·(k+k′)
for some constant c > 0 (not depending on k).
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ALGORITHM Reduce(k’)
INPUT: 0k, i, j
OUTPUT: 0 or zn (see Lemma 9 below)

BEGIN
z0 := ck,i,j, l := L(k, k′), n := 0, m := 1;
WHILE (zn ∈ U1 and m ≤ 1 + 2k+1/(3 · 2k′ε)) DO
m := [[|r′∞(zn)|]l ·m]l; zn+1 := [r(zn)]l, n := n+ 1;

END WHILE
IF zn /∈ U1 THEN RETURN 0
ELSE RETURN zn

END

The correctness of the above algorithm is given by the following lemma.

Lemma 9 The above algorithm stops on all inputs ck,i,j. If the algorithm re-
turns 0 then σ(ck,i,j , J(r)) > 2−k/t and otherwise the algorithm returns zn with
n ≤ N(k) and

Tk,i,j(2
−k/t) =











1 if σ(zn, J(r)) ≤ 2/(3 · 2k′ε)
0 if σ(zn, J(r)) ≥ 2(β′K(1 + (β−K)2) + 2)/(3 · 2k′ε)

is a test for ck,i,j in the sense discussed above, where

t = 3 · (1 + 2−k
′

)N(k)/(1− 2−k
′

)N(k)

Proof. By Lemma 7 we have for n ≤ N(k):

|
n
∏

s=0

(|r′∞(zs)| · (1− 2−k
′

)− [[
n
∏

s=0

]l(|r′∞(zs)| · (1− 2−k
′

)]l| ≤ 1

and thus [[
∏N(k)
s=0 ]l(|r′∞(zs)| · (1− 2−k

′

)]l| ≥ (3
2
)N(k) − 1 ≥ 2k. That means, the

algorithm must have stopped before reaching zN(k). For z0 with σ(z0, J(r)) ≥
2−k we get by Lemma 8 for all computed zn

σ(zn, J(r)) ≥ (
∏n−1
s=0 (|r′∞(zs)| · (1− 2−k

′

))σ(z0, J(r))

≥ ([[(
∏n−1
s=0 ]l(|r′∞(zs)| · (1− 2−k

′

))]l − 1)σ(z0, J(r))

For the final zn returned by the algorithm we have therefore either zn /∈ U1 or
σ(zn, J(r)) ≥ 2/(3 · 2k′ε). Analogously, we get the upper bound.

2

Using (1+1/n)n ≤ 3 and (1−1/n)n ≥ 1/3 for n > 1 we get for k′ = dlog2 N(k)e
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immediately.

Corollary 1 If Reduce(dlog2 N(k)e) returns zn then

Tk,i,j(2
−k/c) =











1 if σ(z, J(r)) ≤ 2/(3N(k)ε)

0 if σ(z, J(r)) ≥ 2(β′K(1 + (β−K)2) + 2)/(3N(k)ε)

is a test for ck,i,j in the sense discussed above, where c is a suitable constant
not depending on k. Otherwise we have σ(ck,i,j, J(r)) > 2−k/c.

Notice that for k′ = 2 there exists a constant c (not depending on k) so
that t in the above lemma can be bounded by 2cN(k). Furthermore the above
algorithm needs in each step a finite number of multiplications, divisions and
additions of l + c′ ≤ c(k + k′) + c′-bit numbers (the additive constant stems
from the fact, that we have to compute intermediate results up to a higher
precision to get the demanded precision of the result in the considered step).
Thus for k′ ≤ k the above algorithm needs at most c · k ·M(k) + c steps to
present a result, where c does not depend on k.

Now the main result can be deduced easily: First use algorithm Reduce(2)
and the set U1 to get an exponentially time bounded algorithm for the lo-
cal complexity of J(r) (by the discussion above we need (4 · t)2 tests of the
form Tk,i,j , i.e. O(22cN(k)kM(k)) steps, to decide for a given pixel Ck,i,j wether
it should be accepted or not). The idea of a faster algorithm is similar to
the one in [RW03]. There it is shown that, for given t, c′ > c and any algo-
rithm which decides J(r) in time O(t), one can decide the question wether
σ(z, J(r)) ≤ c2−k) or σ(z, J(r)) ≥ c′2−k in time O(t(c′′k + c′′)) for a suit-
able constant c′′ not depending on k. Thus by Corollary 1 we can use first
the algorithm Reduce(dlog2 N(k)e) and decide the reduced problem after-
wards by the exponentially time bounded algorithm Reduce(2). This leads
to a polynomially time bounded algorithm, as the length of the reduced input
is O(log2 N(k)) = O(log2 k), compared to the original input length O(k). Us-
ing Reduce(dlog2 N(k)e) and this polynomially time bounded algorithm then
gives the following result.

Theorem 1 The Julia sets of hyperbolic rational functions have a local com-
plexity of O(k ·M(k)), where M(k) denotes the time needed to multiply two
k-bit numbers.
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Abstract
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1 Introduction

Algorithmic information theory is a framework to apply information-theoretic
and probabilistic ideas to recursive function theory. In algorithmic informa-
tion theory, one of the primary concepts is the program-size complexity (or
Kolmogorov complexity) H(s) of a finite binary string s, which is defined as
the length of the shortest binary input for the universal self-delimiting Tur-
ing machine to output s. By the definition, H(s) can be thought of as the
information content of individual finite binary string s. In fact, algorithmic
information theory has precisely the formal properties of classical information
theory (see [2]). The concept of program-size complexity plays a crucial role
in characterizing the randomness of a finite or infinite binary string. In [2]
Chaitin introduced the halting probability Ω as an example of random infinite
string. His Ω is defined as the probability that the universal self-delimiting
Turing machine halts, and plays a central role in the development of algo-
rithmic information theory. The first n bits of the base-two expansion of Ω
solves the halting problem for a program of size not greater than n. By this
property, the base-two expansion of Ω is shown to be the instance of a random
infinite binary string. In [3] Chaitin encoded this random property of Ω onto
an exponential Diophantine equation in the manner that a certain property of
the set of the solutions of the equation is indistinguishable from coin tosses.
Moreover, based on this random property of the equation, Chaitin derived
several quantitative versions of Gödel’s incompleteness theorems.

In [12] we generalized Chaitin’s halting probability Ω to ΩD so that the degree
of randomness of ΩD can be controlled by a real number D with 0 < D ≤ 1.
As D becomes larger, the degree of randomness of ΩD increases. When D = 1,
ΩD becomes a random real number, i.e., Ω1 = Ω. The properties of ΩD and its
relations to self-similar sets were studied in [12]. In the present paper, however,
we generalize Chaitin’s Ω to a different direction from [12]. The aim of the
present paper is to extend Chaitin’s halting probability Ω to measurement
operator in an infinite dimensional quantum system (i.e., a quantum system
whose state space has infinite dimension).

The program-size complexity H(s) is originally defined using the concept of
program-size, as stated above. However, it is possible to define H(s) without
referring to such a concept, i.e., we first introduce a universal probability m,
and then define H(s) as − log2 m(s). A universal probability is defined through
the following two definitions [14]. We denote by Σ∗ the set of finite binary
strings, by N+ the set of positive integers, and by Q the set of rational numbers.

Definition 1 For any r : Σ∗ → [0, 1], we say that r is a lower-computable
semi-measure if r satisfies the following two conditions:

173



(i)
∑
s∈Σ∗ r(s) ≤ 1.

(ii) There exists a total recursive function f : N+×Σ∗ → Q such that, for each
s ∈ Σ∗, limn→∞ f(n, s) = r(s) and ∀n ∈ N+ 0 ≤ f(n, s) ≤ f(n+ 1, s).

Definition 2 Let m be a lower-computable semi-measure. We say that m is a
universal probability if for any lower-computable semi-measure r, there exists
a real number c > 0 such that, for all s ∈ Σ∗, c r(s) ≤ m(s).

We show that Chaitin’s Ω can be defined using a universal probability without
reference to the universal self-delimiting Turing machine, as in the case of
H(s).

In quantum mechanics, a positive operator-valued measure (POVM) is the
mathematical tool which describes the statistics of outcomes in a quantum
measurement in the most general setting. In this paper we extend the universal
probability to an analogue of a POVM in infinite dimensional quantum system,
called a universal semi-POVM. Then, based on universal semi-POVM, we
introduce the extension Ω̂ of Chaitin’s Ω to measurement operator in infinite
dimensional quantum system.

1.1 Quantum measurements

Let X be a separable complex Hilbert space. We assume that the inner product
〈u, v〉 of X is linear in the first variable u and conjugate linear in the second

variable v, and it is related to the norm by ‖u‖ = 〈u, u〉1/2. B(X) is the set
of bounded operators in X. We denote the identity operator in X by I. For
each T ∈ B(X), the adjoint operator of T is denoted as T ∗ ∈ B(X). We say
T ∈ B(X) is Hermitian if T = T ∗. Bh(X) is the set of Hermitian operators in
X. We say T ∈ B(X) is positive if 〈Tx, x〉 ≥ 0 for all x ∈ X. B(X)+ is the set
of positive operators in X. For each S, T ∈ Bh(X), we write S 6 T if T − S
is positive. Let {An} be a sequence of operators in B(X), and let A ∈ B(X).
We say {An} converges strongly to A as n → ∞ if limn→∞ ‖Anx − Ax‖ = 0
for all x ∈ X.

With every quantum system there is associated a separable complex Hilbert
space X. The states of the system are described by the nonzero elements in
X. In the present paper, we consider the case where X is a Hilbert space of
infinite dimension. That is, we consider infinite dimensional quantum systems.

Let us consider a quantum measurement performed upon a quantum system.
We first define a POVM on a σ-field as follows.

Definition 3 (POVM on a σ-field) Let F be a σ-field in a set Φ. We say
M : F → B(X)+ is a POVM on σ-field F if {Bj} is a countable partition of
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Φ into pairwise disjoint subsets in F , then
∑
jM(Bj) = I where the series

converges strongly.

In the most general setting, the statistics of outcomes in a quantum measure-
ment are described by a POVM M on a σ-field in a set Φ. The Φ is a set of
outcomes possible under the quantum measurement. If the state of the quan-
tum system is described by an x ∈ X with ‖x‖ = 1 immediately before the
measurement, then the probability distribution of the measurement outcomes
is given by 〈M(B)x, x〉. (See e.g. [8] for the treatment of the mathematical
foundation of quantum mechanics.)

In this paper, we relate an argument s of a universal probability m(s) to
an individual outcome which may occur in a quantum measurement. Thus,
since m(s) is defined for all finite binary strings s, we focus our thought on
a POVM measurement with countably infinite measurement outcomes, such
as the measurement of energy level of a harmonic oscillator. Since Φ is a
countably infinite set for our purpose, we particularly define the notion of
POVM on a countably infinite set as follows.

Definition 4 (POVM on a countably infinite set) Let S be a countably
infinite set, and let R : S → B(X)+. We say R is a POVM on countably
infinite set S if R satisfies

∑
v∈S R(v) = I where the series converges strongly.

Let S be a countably infinite set, and let F be the set of all subsets of S.
Assume that R : S → B(X)+ is a POVM on countably infinite set S in Defi-
nition 4. Then, by setting M(B) =

∑
v∈B R(v) for every B ∈ F , we can show

that M : F → B(X) is a POVM on σ-field F in Definition 3. Thus Definition
4 is sufficient for our purpose. Consider the quantum measurement described
by the R performed upon a quantum system. We then see that if the state
of the quantum system is described by an x ∈ X with ‖x‖ = 1 immediately
before the measurement then, for each v ∈ S, the probability that the result v
occurs is given by 〈R(v)x, x〉. Each operator R(v) ∈ B(X)+ is called a POVM
element associated with the measurement.

In a POVM measurement with countably infinite measurement outcomes, we
represent each measurement outcome by just a finite binary string in perfect
register with an argument of universal probability. Thus we consider the notion
of POVM on Σ∗ which is a special case of POVM on a countably infinite set.

Definition 5 (POVM on Σ∗) We say R : Σ∗ → B(X)+ is a POVM on Σ∗

if R is a POVM on countably infinite set Σ∗.

In a quantum measurement described by a POVM on Σ∗, an experimenter
gets a finite binary string as a measurement outcome.

Any universal probability m satisfies
∑
s∈Σ∗m(s) < 1. This relation is incom-
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patible with the relation
∑
s∈Σ∗ R(s) = I satisfied by a POVM R on Σ∗. Hence

we further introduce the notion of semi-POVM on Σ∗ which is appropriate
for an extension of universal probability.

Definition 6 (semi-POVM on Σ∗) We say R : Σ∗ → B(X)+ is a semi-
POVM on Σ∗ if R satisfies

∑
s∈Σ∗ R(s) 6 I where the series converges strongly.

Obviously, any POVM on Σ∗ is a semi-POVM on Σ∗. Let R be a semi-POVM
on Σ∗. It is easy to convert R into a POVM on a countably infinite set by
appending an appropriate positive operator to R as follows. We fix any one
object w which is not in Σ∗. Let Ω̃R =

∑
s∈Σ∗ R(s). Then 0 6 Ω̃R 6 I and∑

s∈Σ∗ R(s) + (I − Ω̃R) = I. Thus, by setting R(s) = R(s) for every s ∈ Σ∗

and R(w) = I − Ω̃R, we see that R : Σ∗ ∪ {w} → B(X)+ is a POVM on
countably infinite set Σ∗∪{w} in Definition 4. Therefore a semi-POVM on Σ∗

has a physical meaning in the same way as a POVM on a countably infinite
set. Hence, hereafter, we say that a POVM measurementM is described by a
semi-POVM R on Σ∗ ifM is described by the POVM R on countably infinite
set Σ∗ ∪ {w}. Let us consider the quantum measurement described by the
R performed upon a quantum system. We then see that if the state of the
quantum system is described by an x ∈ X with ‖x‖ = 1 immediately before
the measurement then, for each s ∈ Σ∗, the probability that the result s occurs
is given by 〈R(s)x, x〉.

1.2 Related works

There are precedent works which make an attempt to extend the universal
probability to operators in quantum system [6,13].

The computability of a POVM is thought to be a physical and engineering
requirement for an experimenter to perform a meaningful quantum measure-
ment described by the POVM. In the previous work [13], we investigated what
appears in the framework of quantum mechanics if we take into account the
computability of a POVM. We obtained a new kind of inequalities of quan-
tum mechanics about the probability of each measurement outcome in a com-
putable POVM measurement performed upon a finite dimensional quantum
system. In order to derive these inequalities, we introduced the concept of uni-
versal semi-POVM on finite dimensional quantum system, as a generalization
of the universal probability to a matrix-valued function. The present work is,
in essence, an extension of the work [13] to infinite dimensional setting with
respect to the form of the theory.

The first attempt to extend the universal probability to an operator is done
by [6] for finite dimensional quantum system. The purpose of [6] is mainly
to define the information content of an individual pure quantum state, i.e.,
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to define the quantum Kolmogorov complexity of the quantum state, while
such an attempt is not the purpose of both [13] and the present paper. [6]
generalized the universal probability to a matrix-valued function µ, called
quantum universal semi-density matrix. The µ is a function which maps any
positive integer N to an N ×N positive semi-definite Hermitian matrix µ(N)
with its trace less than or equal to one. [6] proposed to regard µ(N) as an
analogue of a density matrix of a quantum system whose state space has finite
dimension N . Since the dependency of µ(N) on N is crucial to the framework
of [6], it would not seem clear how to extend the framework of [6] to an
infinite dimensional quantum system. By comparison, the extension is clear
to our framework.

In quantum mechanics, what is represented by an operator is either a quantum
state or a measurement operator. In [13] and the present work we generalize
the universal probability to an operator-valued function in different way from
[6], and identify it with an analogue of a POVM. We do not stick to defining
the information content of a quantum state. Instead, we focus our thoughts on
properly extending algorithmic information theory to quantum region while
keeping an appealing feature of the theory.

1.3 Organization of the paper

We begin in Section 2 with some basic notation and the results of algorithmic
information theory. In Section 3, we introduce our definition of universal semi-
POVM after considering mathematical constraints on it. We then propose
our extension of Ω to an operator in infinite dimensional quantum system in
Section 4. The introduction of universal semi-POVM also enables us to extend
H(s) to an operator in a Hilbert space of infinite dimension. In Section 5, we
introduce the extension of H(s) and study its properties. We conclude this
paper with a discussion about the future direction of our work in Section 6.
Due to the limited length of the paper, we omit most proofs. A full paper
describing the details of the proofs is in preparation.

2 Preliminaries

2.1 Notation

We start with some notation about numbers and matrices which will be used
in this paper.
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#S is the cardinality of S for any set S. N ≡ {0, 1, 2, 3, . . . } is the set of
natural numbers, and N+ is the set of positive integers. Q is the set of rational
numbers. R is the set of real numbers, and C is the set of complex numbers.
CQ is the set of the complex numbers in the form of a + ib with a, b ∈ Q.
For any matrix A, A† is the adjoint of A. Let N ∈ N+. CN is the set of
column vectors consist N complex numbers. Her(N) is the set of N × N
Hermitian matrices. For each A ∈ Her(N), the norm of A is denoted by ‖A‖,
i.e., ‖A‖ = max{|ν| | ν is an eigenvalue of A}. For each A,B ∈ Her(N), we
write A 6 B if B − A is positive semi-definite. HerQ(N) is the set of N × N
Hermitian matrices whose elements are in CQ. diag(x1, . . . , xN) is the diagonal
matrix whose (j, j)-elements is xj.

2.2 Algorithmic information theory

In the following we concisely review some definitions and results of algorithmic
information theory [2,3]. We assume that the reader is familiar with algorith-
mic information theory in addition to the theory of computable analysis. (See
e.g. Chapter 0 of [10] for the treatment of the computability of complex num-
bers and complex functions on a discrete set.)

Σ∗ ≡ {λ, 0, 1, 00, 01, 10, 11, 000, 001, 010, . . . } is the set of finite binary strings
where λ denotes the empty string, and Σ∗ is ordered as indicated. We identify
any string in Σ∗ with a natural number in this order, i.e., we consider ϕ : Σ∗ →
N+ such that ϕ(s) = 1s where the concatenation 1s of strings 1 and s is
regarded as a dyadic integer, and then we identify s with ϕ(s). For any s ∈ Σ∗,
|s| is the length of s. A subset S of Σ∗ is called a prefix-free set if no string in
S is a prefix of another string in S.

A computer is a partial recursive function C : Σ∗ → Σ∗ whose domain of
definition is a prefix-free set. For each computer C and each s ∈ Σ∗, HC(s)

is defined by HC(s) ≡ min
{
|p|

∣∣∣ p ∈ Σ∗ & C(p) = s
}

. A computer U is said

to be optimal if for each computer C there exists a constant sim(C) with the
following property; if C(p) is defined, then there is a p′ for which U(p′) = C(p)
and |p′| ≤ |p| + sim(C). It is then shown that there exists a computer which
is optimal. We choose any one optimal computer U as the standard one, and
define H(s) ≡ HU(s), which is referred to as the program-size complexity of s,
the information content of s, or the Kolmogorov complexity of s [5,9,2].

Let V be any optimal computer. For any s ∈ Σ∗, PV (s) is defined as
∑
V (p)=s 2−|p|.

Chaitin’s halting probability ΩV of V is defined by

ΩV ≡
∑

V (p) is defined

2−|p|. (1)
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For any α ∈ (0, 1], we say that α is random if there exists c ∈ N such that,
for any n ∈ N+, n − c ≤ H(αn) where αn is the first n bits of the base-two
expansion of α. Then [2] showed that, for any optimal computer V , ΩV is
random. It is shown that 0 < ΩV < 1 for any optimal computer V .

The class of computers is equal to the class of functions which are computed
by self-delimiting Turing machines. A self-delimiting Turing machine is a de-
terministic Turing machine which has two tapes, a program tape and a work
tape. The program tape is infinite to the right, while the work tape is infinite
in both directions. The program tape is read-only and the tape head of the
program tape cannot move to the left. On the other hand, the work tape is
read/write and the tape head of the work tape can move in both directions.
The machine starts in the initial state with an input binary string on its pro-
gram tape and the work tape blank. The left-most cell of the program tape is
blank and the tape head of the program tape initially scans this cell. The input
string lies immediately to the right of this cell. When the machine halts, the
output string is put on the work tape. Since the computation must end with
the tape head of the program tape scanning the last bit of the input string, the
domain of definition of the function computed by a self-delimiting Turing ma-
chine is a prefix-free set. A self-delimiting Turing machine is called universal if
it computes an optimal computer. Let MV be a universal self-delimiting Turing
machine which computes a optimal computer V . Then PV (s) is the probability
that MV halts and outputs s when MV starts on the program tape filled with
an infinite binary string generated by infinitely repeated tosses of a fair coin.
Therefore ΩV =

∑
s∈Σ∗ PV (s) is the probability that MV just halts under the

same setting. [2] showed the following theorem.

Theorem 7 For any optimal computer V , both 2−HV (s) and PV (s) are uni-
versal probabilities.

By Theorem 7, we see that, for any universal probability m,

H(s) = − log2 m(s) +O(1). (2)

Thus it is possible to define H(s) as − log2 m(s) with any one universal prob-
ability m instead of as HU(s). Note that the additive constant O(1) is inessen-
tial to algorithmic information theory. Any universal probability is not com-
putable, as corresponds to the uncomputability of H(s). As a result, we see
that 0 <

∑
s∈Σ∗m(s) < 1 for any universal probability m.

We can give another characterization of ΩV using a universal probability, as
seen in the following theorem. The proof of the theorem is based on Theorem
6.6 of [1] and Theorem 7 above.

Theorem 8 For any α ∈ R, α =
∑
s∈Σ∗m(s) for some universal probability
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m if and only if α = ΩV for some optimal computer V .

In the present paper, we extend a universal probability to a semi-POVM on
Σ∗. Thus, Theorem 8 suggests that an extension of ΩV to an operator can
be defined as the sum of the POVM elements of such a semi-POVM on Σ∗.
Therefore the most important thing is how to extend a universal probability
to semi-POVM on Σ∗ on a Hilbert space of infinite dimension. We do this first
in what follows.

3 Extension of universal probability

In order to extend a universal probability to semi-POVM on an infinite di-
mensional Hilbert space, we have to develop a theory of computability for
points and operators of such a space. We can construct the theory on concrete
Hilbert spaces such as l2 and L2(R3n) with n ∈ N+ (the latter represents the
state space of n quantum mechanical particles moving in three-dimensional
space). For the purpose of generality, however, we here adopt an axiomatic
approach which encompasses a variety of spaces. Thus we consider the notion
of computability structure on a Banach space which was introduced by [10] in
the late 1980s.

3.1 Computability structures on a Banach space

Let X be a complex Banach space with a norm ‖ · ‖, and let ϕ be a nonempty
set of sequences in X. We say ϕ is a computability structure on X if the
following three axioms; Axiom 9, 10, and 11 hold. A sequence in ϕ is regarded
as computable sequence in X.

Axiom 9 (Linear Forms) Let {xn} and {yn} be in ϕ, let {αnk} and {βnk}
be computable double sequences of complex numbers, and let d : N+ → N+ be
a total recursive function. Then the sequence

sn =
d(n)∑

k=1

(αnkxk + βnkyk)

is in ϕ.

For any double sequence {xnm} in X, we say {xnm} is computable with respect
to ϕ if it is mapped to a sequence in ϕ by any one recursive bijections from
N+ to N+ × N+. An element x ∈ X is called computable with respect to ϕ if
the sequence {x, x, x, . . . } is in ϕ.
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Axiom 10 (Limits) Suppose that a double sequence {xnm} in X is com-
putable with respect to ϕ, {yn} is a sequence in X, and there exists a total
recursive function e : N+ × N+ → N+ such that ‖xne(n,k) − yn‖ ≤ 2−k. Then
{yn} is in ϕ.

Axiom 11 (Norms) If {xn} is in ϕ, then the norms {‖xn‖} form a com-
putable sequence of real numbers.

We say a sequence {en} in X is a generating set for X or a basis for X if the
set of all finite linear combinations of the en is dense in X.

Definition 12 Let X be a Banach space with a computability structure ϕ. We
say the pair (X,ϕ) is effectively separable if there exists a sequence {en} in ϕ
which is a generating set for X. Such a sequence {en} is called an effective
generating set for (X,ϕ) or a computable basis for (X,ϕ).

Throughout the rest of this paper, we assume that X is an arbitrary complex
Hilbert space of infinite dimension with a computability structure ϕ such
that (X,ϕ) is effectively separable. We choose any one such a computability
structure ϕ on X as the standard one throughout the rest of this paper, and
we do not refer to ϕ hereafter. For example, we will simply say a sequence
{xn} is computable instead of saying {xn} is in ϕ.

We next define the notion of the computability for a semi-POVM on Σ∗ as a
natural extension of effectively determined bounded operator which is defined
in [10].

Definition 13 (computability of semi-POVM) Let R be a semi-POVM
on Σ∗. We say R is computable if there exists an effective generating set {en}
for X such that the mapping (s, n) 7−→ (R(s))en is a computable double se-
quence in X.

Recall that we identify Σ∗ with N+ in this paper. For any semi-POVM R on
Σ∗, based on Axiom 9, 10, 11, and ‖R(s)‖ ≤ 1 for all s ∈ Σ∗, we can show
that if R is computable then {(R(s))en} is a computable double sequence in
X for every effective generating set {en} for X.

3.2 Universal semi-POVM

We first introduce the notion of lower-computable semi-POVM on Σ∗, which
is an extension of the notion of lower-computable semi-measure over semi-
POVM on Σ∗. Our definition of lower-computable semi-POVM premises the
following lemma proved in [10]. We say a basis {en} for X is orthonormal if
〈em, en〉 = δmn for any m,n ∈ N+.
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Lemma 14 (Pour-El and Richards [10]) Let Y be an effectively separable
Hilbert space with a computability structure. Then there exists a computable
orthonormal basis {en} for Y .

By the above lemma, we are given free access to the use of a computable
orthonormal basis for X in what follows. The following definition is also needed
to introduce the notion of lower-computable semi-POVM on Σ∗.

Definition 15 Let {ei} be an orthonormal basis for X. For any T ∈ B(X)
and m ∈ N+, we say T is an m-square operator on {ei} if for all k, l ∈ N+

if k > m or l > m then 〈Tek, el〉 = 0. Furthermore, we say T is an m-square
rational operator on {ei} if T is an m-square operator on {ei} and for all
k, l ∈ N+, 〈Tek, el〉 ∈ CQ

The following Lemma 16 is suggestive to fix the definition of lower-computable
semi-POVM on Σ∗. By Lemma 16, we can effectively check whether S 6 T
holds or not, given S, T ∈ Bh(X) and m ∈ N+ such that S and T are m-square
operators on an orthonormal basis for X.

Lemma 16 Let T ∈ Bh(X), and let {ei} be an orthonormal basis for X.
Then, the following two conditions (i) and (ii) are equivalent to each other.

(i) T is a positive operator.
(ii) For all finite sequence ν1, . . . , νm ∈ N

+ with ν1 < · · · < νm,

det




〈Teν1
, eν1
〉 · · · 〈Teν1

, eνm〉
...

...

〈Teνm , eν1
〉 · · · 〈Teνm , eνm〉



≥ 0.

We recall that, for any lower-computable semi-measure r, there exists a total
recursive function f : N+×Σ∗ → Q such that, for each s ∈ Σ∗, limn→∞ f(n, s) =
r(s) and ∀n ∈ N+ 0 ≤ f(n, s) ≤ f(n + 1, s) ≤ r(s). We here consider how
to extend this f to an operator in order to define a lower-computable semi-
POVM R on Σ∗. Let {ei} be an orthonormal basis for X. When we prove the
existence of universal semi-POVM (i.e., Theorem 26), we have to be able to
decide whether f(n, s) 6 f(n + 1, s) in the sequence {f(n, s)}n∈N+ of opera-
tors which converges to R(s). Thus, firstly, it is necessary for each f(s, n) to
be an m-square rational operator on {ei} for some m ∈ N+. If so we can use
Lemma 16 to check f(n, s) 6 f(n+ 1, s). On that basis, in order to complete
the definition of a lower-computable semi-POVM, it seems at first glance that
we have only to require that 0 6 f(n, s) 6 f(n + 1, s) 6 R(s) and f(n, s)
converges to R(s) in an appropriate sense. Note that each operator f(n, s) in
the sequence has to be positive in order to guarantee that the limit R(s) is
positive. However, this passing idea does not work properly as shown by the
following consideration.
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For simplicity, we consider matrices in Her(N) with N ∈ N+ instead of oper-
ators in X. We show that for some computable matrix A > 0 there does not
exist a total recursive function F : N+ → HerQ(N) such that

lim
n→∞F (n) = A and ∀n ∈ N+ 0 6 F (n) 6 A. (3)

This follows from Example 18 below, which is based on the following result of
linear algebra.

Proposition 17 Let A,B ∈ Her(N). Suppose that rankA = 1 and 0 6 B 6
A. Then B = τA for some τ ∈ [0, 1].

Example 18 We consider the matrix A ∈ Her(2) given by

A =




2
3

√
2

3
√

2
3

1
3


 .

First, we see that all elements of A are computable real numbers, and therefore
A itself is computable. We can check that rankA = 1. In fact, A has two
eigenvalues 0 and 1. It can be shown that there does not exist any nonzero
B ∈ HerQ(2) such that 0 6 B 6 A. Contrarily, assume that such a B exists.
Then, by Proposition 17, we have B = τA for some τ ∈ (0, 1], i.e.,

B =




2
3
τ
√

2
3
τ

√
2

3
τ 1

3
τ


 .

However, for any τ > 0, it is impossible for all elements of B to be simulta-
neously in CQ. 2

Thus, even in non-effective manner, we cannot get a sequence {F (s)} ⊂
HerQ(N) which satisfies the condition (3). On the other hand, for any positive
semi-definite A ∈ Her(N) and any n ∈ N+, there exists a B ∈ HerQ(N) such
that 0 6 B 6 A + 2−nE, where E is the identity matrix. This is because,
since HerQ(N) is dense in Her(N) with respect to the norm ‖ · ‖, there ex-
ists a B ∈ HerQ(N) such that ‖A + 2−n+1/3E − B‖ ≤ 2−n/3. Thus we have
0 6 A + 2−n/3E 6 B 6 A + 2−nE. Furthermore we can show that, for any
positive semi-definite A ∈ Her(N), if A is computable, then there exists a
total recursive function F : N+ → HerQ(N) such that (i) limn→∞ F (n) = A,
(ii) 0 6 F (n), and (iii) F (n) − 2−nE 6 F (n + 1) − 2−(n+1)E 6 A. Note that
a positive semi-definite matrix A with rank 1 as considered in Example 18 is
not an atypical example as a POVM elements, since such a POVM element is
common in a familiar projective measurement.

The foregoing consideration suggests the following definition of a lower-computable
semi-POVM on an infinite dimensional Hilbert space.
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Definition 19 Let {ei} be a computable orthonormal basis for X, and let
R be a semi-POVM on Σ∗. We say R is lower-computable with respect to
{ei} if there exist an f : N+ × Σ∗ → B(X)+ and a total recursive function
g : N+ × Σ∗ → N+ such that

(i) for each s ∈ Σ∗, f(n, s) converges strongly to R(s) as n→∞,
(ii) for all n and s, f(n, s)− 2−nI 6 f(n+ 1, s)− 2−(n+1)I,

(iii) for all n and s, f(n, s) is a g(n, s)-square rational operator on {ei}, and
(iv) the mapping N+×Σ∗×N+×N+ 3 (n, s, i, j) 7−→ 〈f(n, s)ei, ej〉 is a total

recursive function.

In the above definition, we choose the sequence {2−n} as the coefficients of I
in the inequality of the condition (ii). However, by the following proposition,
we can equivalently replace {2−n} by any recursive nonincreasing sequence of
non-negative rational numbers which converges to 0.

Proposition 20 Let {ei} be a computable orthonormal basis for X, and let
R be a semi-POVM on Σ∗. Then, R is lower-computable with respect to {ei}
if and only if there exist an f ′ : N+ × Σ∗ → B(X)+, a total recursive function
g′ : N+ × Σ∗ → N+, and a total recursive function h : N+ × Σ∗ → Q such that

(i) for each s ∈ Σ∗, f ′(n, s) converges strongly to R(s) as n→∞,
(ii) for all n and s, f ′(n, s)− h(n, s)I 6 f ′(n+ 1, s)− h(n+ 1, s)I,

(iii) for each s, limn→∞ h(n, s) = 0 and ∀n ∈ N+ h(n, s) ≥ h(n+ 1, s) ≥ 0,
(iv) for all n and s, f ′(n, s) is a g′(n, s)-square rational operator on {ei}, and
(v) the mapping N+×Σ∗×N+×N+ 3 (n, s, i, j) 7−→ 〈f ′(n, s)ei, ej〉 is a total

recursive function.

In Proposition 22 below, we show that the lower-computability of semi-POVM
on Σ∗ given in Definition 19 does not depend on the choice of a computable
orthonormal basis used in the definition. The proof of Proposition 22 uses the
following Lemma 21, which follows from Lemma 16.

Lemma 21 Let T ∈ Bh(X) be an m-square operator on an orthonormal basis
{ei} for X. For any real number a > 0, 0 6 T + aI if and only if 0 6 T + aIm
where Im is the operator in Bh(X) such that Imei = ei if i ≤ m and Imei = 0
otherwise.

By Lemma 21, in order to check whether the condition (ii) of Definition 19
holds, we can equivalently check the condition that 0 6 f(n+ 1, s)− f(n, s) +
2−n−1Im if f(n, s) and f(n + 1, s) are m-square operators on an orthonormal
basis {ei} for X.

Let T ∈ B(X). The norm of T is denoted by ‖T‖. We define ‖T‖2 as
(
∑∞
i=1 ‖Tei‖

2)1/2 ∈ [0,∞], where {en} is an arbitrary orthonormal basis for
X. Note that ‖T‖2 is independent of the choice of an orthonormal basis {en}
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for X, and ‖T‖ ≤ ‖T‖2. These properties of ‖ · ‖2 and Proposition 20 together
with Lemma 21 are used to prove Proposition 22.

Proposition 22 Let R be a semi-POVM on Σ∗, and let {ei} and {e′k} be
computable orthonormal bases for X. Then, R is lower-computable with respect
to {ei} if and only if R is lower-computable with respect to {e′k}.

Based on the above proposition, we define the notion of a lower-computable
semi-POVM on Σ∗ independently of the choice of a computable orthonormal
basis for X.

Definition 23 (lower-computable semi-POVM on Σ∗) Let R be a semi-
POVM on Σ∗. We say R is lower-computable if there exists a computable or-
thonormal basis {ei} for X such that R is lower-computable with respect to
{ei}.

Thus, for any semi-POVM R on Σ∗, based on Proposition 22, we see that
if R is lower-computable then R is lower-computable with respect to every
computable orthonormal basis for X.

Any computable function r : Σ∗ → [0, 1] with
∑
s∈Σ∗ r(s) ≤ 1 is shown to be

a lower-computable semi-measure. Corresponding to this fact we can show
Theorem 24 below. In the theorem, however, together with the computabil-
ity of semi-POVM R on Σ∗, we need an additional assumption that (i) each
POVM element R(s) is Hilbert-Schmidt and (ii) given s, ‖R(s)‖2 can be com-
puted to any desired degree of precision. Here, for any T ∈ B(X), we say T
is Hilbert-Schmidt if ‖T‖2 < ∞. As an example, consider a POVM P on Σ∗

with (P (s))ei = δsiei, where {ei} is a computable orthonormal basis for X.
Then P is shown to be a computable POVM on Σ∗ which satisfies this addi-
tional assumption. Note that the quantum measurement described by the P
is a familiar projective measurement, such as the measurement of the number
of photons in a specific mode of electromagnetic field. Lemma 21 is also used
in the proof of Theorem 24.

Theorem 24 Suppose that (i) R : Σ∗ → B(X) is a computable semi-POVM
on Σ∗, (ii) R(s) is Hilbert-Schmidt for every s ∈ Σ∗, and (iii) {‖R(s)‖2}s∈Σ∗

is a computable sequence of real numbers. Then R is a lower-computable.

As a natural generalization of universal probability, the notion of universal
semi-POVM is defined as follows.

Definition 25 (universal semi-POVM) Let M be a lower-computable semi-
POVM on Σ∗. We say that M is a universal semi-POVM if for each lower-
computable semi-POVM R on Σ∗, there exists a real number c > 0 such that,
for all s ∈ Σ∗, cR(s) 6M(s).
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Most importantly we can prove the existence of universal semi-POVM.

Theorem 26 There exists a universal semi-POVM.

In the previous work [13], we developed the theory of universal semi-POVM for
finite dimensional quantum system, and we showed that, for every universal
probability m, the mapping Σ∗ 3 s 7−→ m(s)E is a universal semi-POVM on a
finite dimensional quantum system, where E is the identity matrix. However,
as shown in the following proposition, the corresponding statement does not
hold for the infinite dimensional setting on which we work at present. The
proof of Proposition 27 is obtained by applying Theorem 24 to a POVM P on
Σ∗ with (P (s))ei = δsiei, where {ei} is a computable orthonormal basis for X.

Proposition 27 Let m be a universal probability. Then the mapping Σ∗ 3
s 7−→ m(s)I is not a universal semi-POVM.

Thus, there is an essential difference between finite dimensional quantum sys-
tem and infinite dimensional quantum system with respect to the properties
of universal semi-POVM.

4 Extension of Chaitin’s Ω

In this section, we introduce an extension of Chaitin’s Ω as a partial sum of
the POVM elements of a POVM measurement performed upon an infinite
dimensional quantum system. Before that, we give the relation between uni-
versal semi-POVM and universal probability. We first see the relation between
universal semi-POVM and lower-computable semi-measure in Proposition 28.

Proposition 28 Let r be a lower-computable semi-measure, and let M be a
universal semi-POVM. Then there exists a c > 0 such that, for all s ∈ Σ∗,

(i) cr(s)I 6M(s), and
(ii) for all x ∈ X with ‖x‖ = 1, cr(s) ≤ 〈M(s)x, x〉.

Based on the above proposition, we can show the following.

Theorem 29 Let M be a universal semi-POVM, and let x ∈ X be com-
putable with ‖x‖ = 1. Then the mapping Σ∗ 3 s 7−→ 〈M(s)x, x〉 is a universal
probability.

Since any universal probability is not computable, by Theorem 29 we can show
that any universal semi-POVM is not a computable semi-POVM on Σ∗.
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Now, based on the intuition obtained from Theorem 8, we propose to define
an extension Ω̂ of Chaitin’s Ω as follows.

Definition 30 (extension of Chaitin’s Ω to operator) For each univer-
sal semi-POVM M , Ω̂M is defined by

Ω̂M ≡
∑

s∈Σ∗
M(s).

Let M be a universal semi-POVM. Then, obviously, Ω̂M ∈ B(X)+ and Ω̂M 6

I. We can further show that cI 6 Ω̂M for some real number c > 0. This is
because, by Proposition 28, there is a real number c > 0 with the property that
c2−sI 6 M(s) for all s ∈ Σ∗. The following theorem supports this proposal.
The proof is based on Theorem 8 and Theorem 29.

Theorem 31 Let M be a universal semi-POVM. If x is a computable point
in X with ‖x‖ = 1, then

(i) there exists an optimal computer V such that
〈
Ω̂Mx, x

〉
= ΩV , and

(ii)
〈
Ω̂Mx, x

〉
is a random real number.

Let M be any universal semi-POVM, and let x be any point in X with ‖x‖ = 1.
Consider the POVM measurementM described by the M . This measurement
produces one of countably many outcomes; elements in Σ∗ and one more some-
thing which corresponds to the POVM element I − ΩM . If the measurement
M is performed upon the state described by the x immediately before the
measurement, then the probability that a result s ∈ Σ∗ occurs is given by
〈M(s)x, x〉. Therefore

〈
Ω̂Mx, x

〉
is the probability of getting some finite bi-

nary string as a measurement outcome in M.

Now, assume that x is computable. Recall that, for any optimal computer V ,
ΩV is the probability that V halts and outputs some finite string, which results
from infinitely repeated tosses of a fair coin. Thus, by Theorem 31,

〈
Ω̂Mx, x

〉

has a meaning of classical probability that a universal self-delimiting Tur-
ing machine generates some finite string. Hence

〈
Ω̂Mx, x

〉
has a meaning of

probability of producing some finite string in the contexts of both quantum
mechanics and algorithmic information theory. Thus, in the case where x is
computable, algorithmic information theory is consistent with quantum me-
chanics in a certain sense. Note further that quantum mechanics still insists
that

〈
Ω̂Mx, x

〉
has a meaning of probability, i.e., the probability of getting

some finite binary string in the measurementM, even if x is not computable.
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5 Operator-valued algorithmic information theory

We choose any one universal semi-POVM M as the standard one for use
throughout the rest of this paper. The equation (2) suggests defining an
operator-valued information content Ĥ(s) of s ∈ Σ∗ by

Ĥ(s) ≡ − log2 M(s). (4)

Here log2 M(s) ∈ Bh(X) is defined based on the notion of continuous func-
tional calculus (for the detail, see e.g. the section VII.1 of [11]), and is well-
defined forM(s). This is because there is a real number c > 0 with the property
that c2−sI 6 M(s) for all s ∈ Σ∗. This definition of Ĥ(s) is also supported
by the following Proposition 32. Let S be any set, and let f : S → Bh(X) and
g : S → Bh(X). Then we write f(x) = g(x) + O(1) if there is a real number
c > 0 such that, for all x ∈ S, ‖f(x) − g(x)‖ ≤ c, which is equivalent to
−cI 6 f(x)− g(x) 6 cI.

Proposition 32 Let M and M ′ be universal semi-POVMs. Then log2 M(s) =
log2 M

′(s) + O(1).

By the above proposition, the equation (4) is independent of the choice of a
universal semi-POVM M up to an additive constant.

We can show the relation between Ĥ(s) and H(s) in the following theorem,
based on Theorem 7, Proposition 28, and Theorem 29.

Theorem 33 Let x ∈ X with ‖x‖ = 1.

(i) There exists a real number c > 0 such that
〈
Ĥ(s)x, x

〉
≤ H(s) + c for all

s ∈ Σ∗.
(ii) If x is computable then

〈
Ĥ(s)x, x

〉
= H(s) + o(1).

In [3] Chaitin developed a version of algorithmic information theory where
the notion of program-size is not used. That is, in the work he, in essence,
defined H(s) as − log2 m(s) for a universal probability m, and showed several
information-theoretic relations on H(s). Thus we can develop the information-
theoretic feature of algorithmic information theory to a certain extent even if
we do not refer to the concept of program-size. On the lines of this Chaitin’s
approach, we show that an information-theoretic feature can be developed
based on Ĥ(s) as follows. We first need the following theorem.

Theorem 34 Let ψ : Σ∗ → Σ∗ be a partial recursive function. Then the fol-
lowing hold.

(i) There exists a real number c > 0 such that, for all s ∈ Σ∗, if ψ(s) is
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defined then cM(s) 6M(ψ(s)).
(ii) There exists a real number c > 0 such that, for all s ∈ Σ∗, if ψ(s) is

defined then Ĥ(ψ(s)) 6 Ĥ(s) + cI.

We choose any one computable bijection < s, t > from (s, t) ∈ Σ∗ × Σ∗ to
Σ∗. Let s, t ∈ Σ∗. The joint information content Ĥ(s, t) of s and t is defined
as Ĥ(s, t) ≡ Ĥ(< s, t >). We then define the conditional information content
Ĥ(s|t) of s given t by the equation Ĥ(s|t) ≡ Ĥ(t, s)− Ĥ(t). Finally we define
the mutual information content Ĥ(s; t) of s and t by the equation Ĥ(s; t) ≡
Ĥ(s) + Ĥ(t)− Ĥ(s, t). Thus Ĥ(s; t) = Ĥ(t)− Ĥ(t|s). We can then show the
following theorem using (ii) of Theorem 34. In particular, by (i) of Theorem
35, we have Ĥ(s; t) = Ĥ(s)− Ĥ(s|t) + O(1).

Theorem 35

(i) Ĥ(s, t) = Ĥ(t, s) + O(1) and Ĥ(s; t) = Ĥ(t; s) +O(1).
(ii) Ĥ(s, s) = Ĥ(s) + O(1) and Ĥ(s; s) = Ĥ(s) + O(1).

(iii) Ĥ(s, λ) = Ĥ(s) + O(1) and Ĥ(s;λ) = O(1).
(iv) ∃ c ∈ R ∀ s, t ∈ Σ∗ cI 6 Ĥ(s|t).

The above relations can be compared with the following relations in informa-
tion theory except for the relation (v) (See the discussion in Section 6 for this
exception).

Theorem 36

(i) H(X, Y ) = H(Y,X) and I(X;Y ) = I(Y ;X).
(ii) H(X,X) = H(X) and I(X;X) = H(X).

(iii) H(X, Y ) = H(X) and I(X;Y ) = 0 if Y takes any one fixed value with
probability 1, i.e., H(Y ) = 0.

(iv) 0 ≤ H(X|Y ).
(v) H(X, Y ) ≤ H(X) +H(Y ) and 0 ≤ I(X;Y ).

Here X and Y are discrete random variables, and H(X), H(X, Y ), H(X|Y ),
and I(X;Y ) denote the entropy, joint entropy, conditional entropy, and mutual
information, respectively (see e.g. [4] for the detail of these quantities). Thus,
our theory build on Ĥ(s) has the formal properties of information theory to
a certain extent.

6 Discussion

Based on the universal semi-POVM, we have introduced Ω̂M which is an exten-
sion of Chaitin’s halting probability ΩU to a measurement operator in infinite
dimensional quantum system, and also we have introduced the operator Ĥ(s)
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which is an extension of the program-size complexity H(s). In algorithmic in-
formation theory, however, ΩU is originally defined through (1) based on the
behavior of an optimal computer U , i.e., ΩU is defined as the probability that
the universal self-delimiting Turing machine which computes U halts. Likewise
H(s) is originally defined as the length of the shortest input for the universal
self-delimiting Turing machine to output s. Thus ΩU and H(s) are directly
related to a behavior of a computing machine. Therefore, in order to develop
our operator version of algorithmic information theory further, it is necessary
to find more concrete definitions of Ω̂M and Ĥ(s) which are immediately based
on a behavior of some sort of computing machine.

In general, a POVM measurement can be realized by first interacting the
quantum system on which we make the POVM measurement with an ancilla
system, and then making a projective measurement upon the ancilla system.
This interaction is described by a unitary operator. Let UM be such a uni-
tary operator in the POVM measurement described by an arbitrary universal
semi-POVM M . If we can identify a computing machine M of some sort which
performs the unitary transformation UM in a natural way in the POVM mea-
surement, then we might be able to give a machine interpretation to Ω̂M and
Ĥ(s). Note that the machine M might be different kind of computing ma-
chine from the so-called quantum Turing machine. This is because the unitary
operator defined by a quantum Turing machine makes local changes on a
quantum system, whereas UM makes global changes in general. We leave the
development of this line to a future study.

Now, by defining H(s) as − log2 m(s) for any one universal probability m, [3]
proved the following theorem, which corresponds to the inequality in informa-
tion theory called subadditivity, i.e., (v) of Theorem 36.

Theorem 37 (subadditivity) ∃ c ∈ R ∀ s, t ∈ Σ∗ c ≤ H(s; t).

Here H(s; t) was defined as H(s) + H(t)−H(< s, t >) in [3]. Because of the
non-commutativity of operators in X, however, it is open to prove the corre-
sponding formula for our Ĥ(s; t). In the proof of Theorem 37 given in [3], the
product m(s)m(t) is considered. In general, a product of two POVM elements
has no physical meaning unless they commute. For a universal semi-POVM
M , it would seem difficult to prove the commutativity of M(s) and M(t) for
distinct s and t. Thus M(s)M(t) seems to have no physical meaning as a prod-
uct of two POVM elements. Hence the difficulty in proving the subadditivity
for our Ĥ(s; t) seems to justify our interpretation of a universal semi-POVM
as measurement operators which describe a POVM measurement performed
upon a quantum system. Note that, as is shown in [12], we can show the sub-
additivity in finite dimensional setting, since m(s)E is a universal semi-POVM
in finite dimensional linear space, where E is the identity matrix. Obviously,
m(s)E and m(t)E commute in this case.
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Abstract

A real number x is called ∆0
2 if its binary expansion corresponds to a ∆0

2-set of
natural numbers. Such reals are just the limits of computable sequences of rational
numbers and hence also called computably approximable. Depending on how fast
the sequences converge, ∆0

2-reals have different levels of effectiveness. This leads to
various hierarchies of ∆0

2 reals. In this paper we summarize several recent develop-
ments related to such kind of hierarchies.

Key words: Computably approximable reals, ∆0
2-reals, hierarchy

1 Introduction

We consider only the reals of the unit interval [0, 1] in this paper except ex-
plicitly stated otherwise. Thus, each real x corresponds naturally to a set A
of natural numbers such that x = xA :=

∑

n∈A 2−(n+1). In this paper we iden-
tify a set with its characteristic sequence, i.e., n ∈ A ⇐⇒ A(n) = 1 and
n /∈ A ⇐⇒ A(n) = 0 for all n. Thus the real xA of binary expansion A can
also be denoted by 0.A. In this way, the computability of subsets of natural
numbers can be transferred straightforwardly to reals. For example, accord-
ing to Turing [22], a real x is computable if there is an effective procedure to
write down its binary expansion one bit after another. 1 In other words, x has
a computable binary expansion in the sense that x = xA for a computable
A ⊆ N. This definition is robust because Robinson [16] and others (see [9,15])
have shown that, if we define the computability of reals by means of Dedekind
cuts or Cauchy representations, we achieve the same notion. More precisely, x

Email address: zheng@informatik.tu-cottbus.de (Xizhong Zheng).
1 Turing’s original definition in [22] uses the decimal expansion instead of binary
expansion. But they are obviously equivalent.

Real Numbers and Computers’6, 192–216 Nov 15-17, 2004, Dagstuhl, Germany



is computable iff it has a computable Dedekind cut Lx := {r ∈ Q : r < x}; and
iff there is a computable sequence (xs) of rational numbers which converges
to x effectively in the sense that

(∀n ∈ N)(|xn − xn+1| ≤ 2−n). (1)

Therefore the class of computable reals is denoted by EC (for Effctively
Computable). Actually, the effectivization of any representation of reals leads
to the same computability notion. This means that the computability of re-
als is independent of their representations. By a simple relativization we can
easily show that the notion of Turing reducibility of reals is independent of
their representations too (see, e.g., [5]). Here the Turing reducibility of reals
is defined as follows: xA is Turing reducible to xB (denoted by xA ≤T xB) iff
A ≤T B. Two reals x, y are Turing equivalent (denoted by x ≡T y) if x ≤T y
and y ≤T x. The Turing degree degT (x) of a real x is defined as the class of
all reals which are Turing equivalent to x, i.e., degT (x) := {y ∈ R : y ≡T x}.
Because of the correspondence between reals and subsets of natural numbers,
we can identify the Turing degree degT (xA) of a real xA and the Turing degree
degT (A) := {B ⊆ N : A ≡T B} of the set A ⊆ N. Thus, we can say that a
degree of real is c.e. if it contains at least a c.e. set.

Unfortunately, the nice story of independence has to stop here. For stronger
computability 2 the representation does play a critical role. Specker shows for
example in [21] that, the primitive recursiveness of reals based on Dedekind
cuts is strictly stronger than that based on binary expansion which is again
stronger than one defined based on the representation of Cauchy sequences.
For polynomial time computability, Ko [8] shows that, binary expansions and
Dedekind cuts lead to the same notion of polynomial time computability of
reals, but they are strictly stronger than that of Cauchy representation. More-
over, only the class of polynomial time computable reals defined based on
Cauchy sequence representation is closed under arithmetical operations.

The situation for weak computability of reals is quite similar. For instance, we
can consider the following three versions of “computably enumerable” reals:
C1 consists of all reals xA for c.e. sets A; C2 contains all reals x of c.e. left
Dedekind cuts Lx; and C3 is the class of limits of computable sequences of
rational numbers (which form, of course, c.e. sets of rational numbers). These
notions are not equivalent and we have actually C1 ( C2 ( C3. As a result,
both strong and weak computability of reals depend on their representations
and in general the notion corresponding to Cauchy sequence representation
has also nice analytical properties. In the preceding example, only the class

2 A notion α is stronger than β means that there are fewer objects of property
α than that of property β. A notion which is stronger (weaker) than normal com-
putability is called stronger (weaker) computability.
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C3 is an algebraic fields. The elements of C3 are naturally called computably
approximable (c.a., for short) and the class C3 is hereafter denoted by CA.
Computably approximable reals is a very interesting class which shares a lot
of properties with the class of computable reals. Ho [7] shows that a real
is computably approximable iff it is 0′-computable, i.e., there exists a 0′-
computable sequence (xs) of rational numbers which converges to x effectively
in the sense of (1). Thus, a computably approximable real has a ∆0

2 binary
expansion and hence it is also called a ∆0

2-real. Specker [21] was the first to
show that CA is different from EC. Since then, a lot of classes of reals between
EC and CA have been introduced and investigated. They are closely related
to various hierarchies of ∆0

2-sets (cf. [20,10,11]). Especially, since c.a. reals are
limits of computable sequences of rational numbers, we can introduce various
subclasses of CA by add some extra conditions on the convergence. This leads
to a lot of hierarchies of ∆0

2-reals which classify computability levels of reals.

2 A finite Hierarchy

Let’s begin with a finite hierarchy of ∆0
2-reals in this section. As mentioned,

the class EC of computable reals is the first and the smallest subclass of ∆0
2-

real which we are really interested in. If we consider the monotone instead of
effectively converging computable sequences of rational numbers, we obtain
the classes of c.e. and co-c.e. reals which both extend the class EC. As arith-
metical closure of c.e. reals we obtain the class of d-c.e. reals which can be
further extended to its closure (the class of dbc reals) under computable total
real functions. Thus, all these classes are defined in purely analytical way and
they form a finite hierarchy of CA.

2.1 Computably Enumerable reals

In computability theory, the recursive enumerability (r.e.) or, recently more
popular after Soare [17], computable enumerability (c.e.) of sets is one of the
most important notion besides computability. For real numbers, there are two
straightforward ways to define their “computable enumerability”: A real x is
called binary c.e. or Dedekind c.e. if x = xA for a c.e. set A or if its Dedekind
cut Lx is a c.e. set of rational numbers, 3 respectively. Obviously, a real x is
Dedekind c.e. iff there is an increasing computable sequence (xs) of rational
numbers which converges to x. In addition, it is easy to see that any binary
c.e. real is also Dedekind c.e. But the converse does not hold in general as

3 We use rational numbers Q and dyadic rational numbers D exchangeably. They
are equivalent in general.
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observed by C. G. Jockusch (see [18]). For example, if A is a non-computable
c.e. set and B := A ⊕ A, then the real xB is Dedekind c.e. but not binary
c.e., where A ⊕ B := {2n : n ∈ A} ∪ {2n + 1 : n ∈ B}. Actually, if (As) is a
computable enumeration of A, i.e., (As) is a computable sequence of finite sets
such that A0 = ∅, As ⊆ As+1 for all s and limsAs = A, then (xAs⊕As) is an
increasing computable sequence of rational number which converges to xA⊕A.
These and other observations (see e.g. [19,18]) show that Dedekind c.e.’ness is
more proper than binary c.e.’ness and hence we have the following definition.

Definition 2.1 A real x is c.e. (co-c.e.) if there is an increasing (decreasing)
computable sequence (xs) of rational numbers which converges to x. The classes
of c.e. and co-c.e. reals are denoted by CE and co -CE.

C.e. and co-c.e. reals are also called left and right computable because they can
be approximated from the left and right side in the real axis, respectively. Left
and right computable reals together are called semi-computable and the class
of all semi-computable reals is denoted by SC. A real x is semi-computable iff
there is a computable sequence (xs) of rational numbers which converges to x
1-monotonically in the sense that |x− xt| ≤ |x− xs| for all t > s (see [23,1]).

The c.e’ness of a real is different from the c.e’ness of its binary expansion
but is equivalent to the strongly ω-c.e’ness of its binary expansion as shown
by Calude, Hertling, Khoussainov and Wang [2]. Let’s explain the notion of
strongly ω-c.e. now. According to Ershov [6], a set A ⊆ N is h-c.e. for a
function h : N→ N if there is a computable sequence (As) of finite sets which
converges to A such that A0 = ∅ and |{s ∈ N : As(n) 6= As+1(n)}| ≤ h(n)
for all n ∈ N. Ershov shows that (so called Ershov’s hierarchy theorem), if
f(n) < h(n) hold for infinitely many n, then there is an h-c.e. set which is
not f -c.e. For any constant k ∈ N, A is k-c.e. if it is h-c.e. for the constant
function h := λn.k, and A is ω-c.e. if it is h-c.e. for a computable function
h. Obviously, 1-c.e. sets are just c.e. sets and the 2-c.e. sets are usually called
d-c.e. (standing for difference of c.e. sets) because for any 2-c.e. set A there
exist c.e. sets B,C such that A = B\C. Thus, an ω-c.e. set can be constructed
in such a way that, for any n ∈ N, the mind-changes for n (i.e., the change of
the value As(n)) is bounded by a computable function. As a variant of ω-c.e.,
A is called strongly ω-c.e. if there is a computable sequence (As) of finite sets
which converges to A such that

(∀n∀s)(n ∈ As − As+1 =⇒ (∃m < n)(m ∈ As+1 − As)). (2)

That is, whenever some number n leaves A, some smaller number m has to
enter A at the same time. Thus, any strongly ω-c.e. set is h-c.e. for h :=
λn.2n, and, by Ershov’s hierarchy theorem, not every ω-c.e. set is strongly
ω-c.e. One of the most important property of strongly ω-c.e. sets it the binary
characterization of c.e. reals.
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Theorem 2.2 (Calude, Hertling, Khoussainov and Wang [2]) A real
x is c.e. iff x = xA for a strongly ω-c.e. set A.

The binary expansion leads naturally to an infinite hierarchy of c.e. reals. Soare
[18] called a c.e. real x stably c.e. 4 if its binary expansion is d-c.e. Jockusch’s
observation gives an example of stably c.e. real. Since there exists a strongly
ω-c.e. set which is not d-c.e., the class of all stably c.e. reals is strictly between
the classes of binary c.e. and c.e. reals. There is no reason to stop here. In
general, a c.e. real is called h-stably c.e. for a function h if its binary expansion
is an h-c.e. set. Thus, the k-stably c.e., for constant k ∈ N, and the ω-stably
c.e. reals can be defined accordingly [23]. By Theorem 2.2, the classes of h-
stably c.e. reals collapse to the level λn.2n-stably c.e. for h(n) ≥ 2n for all n.
For lower levels, however, we have a proper hierarchy.

Theorem 2.3 (Weihrauch and Zheng [23]) For any constant k, there is
a (k+ 1)-stably c.e. real which is not k-stably c.e. and there exists an ω-stably
c.e. real which is not k-stably c.e. for any k ∈ N.

Additionally, Downey [4] calls a real strongly c.e. if its binary expansion is c.e.
Moreover, Wu [24] calls a real k-strongly c.e. if it is the sum of up to k strongly
c.e. reals. All k-strongly c.e. reals are called regular. Wu shows that, for any
k ∈ N, a k-strongly c.e. real is 2k-stably c.e. and there is a (k + 1)-strongly
c.e. real which is not k-stably c.e. This, together with Theorem 2.3, implies
that, for any k ∈ N, there is a (k+1)-strongly c.e. real which is not k-strongly
c.e. and there exists a c.e. real which is not regular.

Besides λn.2n-stable c.e.’ness, there is another very useful necessary condition
of semi-computability as follows.

Theorem 2.4 (Ambos-Spies, Weihrauch and Zheng [1]) If A,B ⊆ N
are Turing incomparable c.e. sets, then the real xA⊕B is not semi-computable.

In particular, the previous theorem implies that any non-computable c.e. de-
gree contains a non-semi-computable real and the class of c.e. reals is not
closed under subtraction.

2.2 Difference of c.e. Reals

The classes of c.e. and semi-computable reals are introduced naturally by the
monotonicity of sequences and have a lot of nice computability-theoretical
properties. However, neither of them have nice analytical property. For exam-

4 Of course, Soare [18] uses the term “stably r.e.” In this paper we always use
“computable” instead of “recursive” after the suggestion of Soare in [17].
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ple, they are not closed under subtraction. This motivates us to explore their
arithmetical closure and leads to the following definition.

Definition 2.5 A real x is called d-c.e. (difference of c.e.) if x = y − z for
c.e. reals y, z. The class of all d-c.e. reals is denoted by DCE.

By Theorem 2.4, the class DCE is a proper superset of CE and SC, because
xA⊕B = x2A − x2B+1 is d-c.e. but not semi-computable if A and B are Turing
incomparable c.e. sets. But the difference hierarchy collapses since DCE is
obviously closed under addition and subtraction. Moreover, the class DCE is
also closed under multiplication and division and hence is a filed. This follows
from another nice characterization of d-c.e. reals as follows.

Theorem 2.6 (Ambos-Spies, Weihrauch and Zheng [1]) A real x is d-
c.e. iff there is a computable sequence (xs) of rational numbers which converges
to x weakly effectively in the sense that the sum

∑

s∈N |xs − xs+1| is finite.

Because of Theorem 2.6, d-c.e. reals are also called weakly computable in liter-
atures [23,1,25]. Now it is easy to see that DCE is closed under arithmetical
operations +,−,×,÷ and hence it is the arithmetical closure of CE. Recently,
Raichev [12] shows that DCE is actually a real closed field.

The binary expansion of a c.e real can only be up to λn.2n-c.e. in Ershov’s
hierarchy. However, the d-c.e. real can have much more complicated binary
expansion even beyond the ω-c.e. sets as the next result showed.

Theorem 2.7 (Zheng [27]) There are two (strongly) c.e. reals y and z such
that the difference x := y − z does not have an ω-c.e. Turing degree. That is,
there exists a d-c.e. real which has a non-ω-c.e. Turing degree.

More recently, the following results about the Turing degrees of d-c.e. reals
are shown.

Theorem 2.8 (Downey, Wu and Zheng [3]) (1) Any ω-c.e. Turing de-
gree contains a d-c.e. real; and

(2) There exists a ∆0
2-Turing degree which does not contain any d-c.e. reals.

Thus, the class of Turing degrees of d-c.e. reals contains all ω-c.e. degrees and
some (but not all) non-ω-c.e. degrees. Theorem 2.8 is proved by an interesting
finite priority construction using double witnesses technique. The main idea
will be explained in the proof of Theorem 2.12 which extends Theorem 2.8 to
a larger class.

We close our discussion about d-c.e. reals with an interesting necessary con-
dition shown by Ambos-Spies, Weihrauch and Zheng [1] as follows.
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Theorem 2.9 (Ambos-Spies, Weihrauch and Zheng [1]) For any set A,
if x2A is a d-c.e. real, then A is h-c.e. for h = λn.23n.

By Ershov’s hierarchy theorem, there exists a ∆0
2-set A which is not λn.23n-c.e.

and hence x2A is not a d-c.e. real. This implies immediately that DCE ( CA.

2.3 Divergence Bounded Computable reals

The class DCE is an arithmetical closure of CE and has nice arithmetical
properties. However, it is not closed under total computable real functions
(see [29]). This leads to another class of reals which extends DCE properly.
To understand better the computability contents of these reals, we introduce
first a new class as follows.

Definition 2.10 (Rettinger et al [14]) A real x is called dbc (divergence
bounded computable) if there is a computable total function h and a com-
putable sequence (xs) of rational numbers which converges to x such that there
are at most h(n) non-overlapping index-pairs (i, j) with |xi − xj| ≥ 2−n.

The pair (i, j) with |xi − xj| ≥ 2−n is called a 2−n-jump. The class of all dbc
reals is denoted by DBC. Surprisingly, the class DBC is just the closure of
c.e. reals (and hence of d-c.e. reals) under total computable real functions.

Theorem 2.11 (Rettinger et al [14]) A real x is dbc iff there is a d-c.e.
real y and a total computable real function f such that x = f(y).

Notice that, if A is an ω-c.e. but not λn.23n-c.e. set, then x2A is divergence
bounded computable but not d-c.e. by Theorem 2.9. This implies that DBC
properly extends the class DCE. On the other hand, by a diagonalization we
can show that there is a ∆0

2-real which is not dbc. The next theorem shows
that, even the Turing degrees of dbc reals do not exhaust all ∆0

2-Turing degrees
and this extends Theorem 2.8.

Theorem 2.12 (Zheng and Rettinger [30]) There is a ∆0
2-Turing degree

which does not contain any divergence bounded computable reals.

Proof. We construct a computable sequence (As) of finite subsets of natural
numbers which converges to A such that A is not Turing equivalent to any
divergence bounded computable real. To this end, the set A has to satisfy all
the following requirements.

Re :
be and he are total and (be(s)) con-
verges he-bounded effectively to xBe

}

=⇒ A 6= ΦBe
e ∨Be 6= ΨA,
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where (be, he,Φe,Ψe) is an effective enumeration of all tuples of computable
partial functions be :⊆ N → D, he :⊆ N → N, and computable functionals
Φe,Ψe. In this proof, we use the corresponding lower case letters ϕe and ψe
to denote the use functions of Φe and Ψe, which record the largest oracle
queries during the computations ΦB

e and ΨA
e , respectively. For any e, s ∈ N,

if be(s) is defined, then let Be,s be the finite set of natural numbers such that
be(s) = xBe,s . We define the length function l as follows:

l(e, s) := max{x : As ¹ x = ΦBe,s
e,s ¹ x & Be,s ¹ ϕe,s(x) = ΨAs

e,s ¹ ϕe,s(x)}.

Thus, to satisfy Re, it suffices to guarantee that l(e, s) is bounded above, if
the premisses of Re hold.

To satisfy Re, we choose a witness ne large enough and let A(ne−1)A(ne) = 00
at the beginning. Then wait for a stage s such that l(e, s) > ne. If this does
not happen, then we are done. Otherwise, let s1 be the first stage such that
l(e, s1) > ne and let me := ψe,s1(ϕe,s1(ne)). Assume w.l.o.g. that ne < me. If
he,s1(me) is also defined, then we put ne − 1 into A to destroy the agreement
and wait for a new stage s2 > s1 such that l(e, s2) > ne holds again. If no
such stage exists, then we are done again. Otherwise, we put ne into A too. If
there exists another stage s3 > s2 such that l(e, s3) > ne, then we delete both
ne − 1 and ne from A. In this case, the set As3+1 is recovered to that of stage
s1, i.e., As3+1 = As1 . This closes a circle in which the values A(ne − 1)A(n2)
changes in the order 00 → 10 → 11 → 00. This process will continue as long
as the number of 2−me-jumps of the sequence (xBe,s) does not exceed he(me).

In this way, we achieve a temporary disagreement between A and ΦBe
e by

change the values A(ne − 1)A(ne) whenever the length of agreement goes
beyond the witness ne. After that, if the agreement becomes bigger than ne
again, then the corresponding value ΦBe

e (ne − 1)ΦBe
e (ne) has to be changed

too and this forces the initial segment Be ¹ ϕe(ne) to be changed, say, Be,s ¹

ϕe,s(ne) 6= Be,t ¹ ϕe,t(ne). If |xBe,s − xBe,t | ≥ 2−me , then (s, t) is a 2−me-jump
and this can happen at most he(me) times if the sequence (be(s)) converges
he-bounded effectively.

On the other hand, if |xBe,s − xBe,t | = 2−m < 2−me for a natural number m >
me. Then there exists a (least) natural number n < me such that Be,s(n) 6=
Be,t(n) because Be,s ¹ me 6= Be,t ¹ me (remember that me ≥ ϕe(ne)). This
implies that, Be,s = 0.w10kv or Be,s = 0.w01kv for some w, v ∈ {0, 1}∗ and
k := m − n. Correspondingly, the combination ΦBe,s

e,s (ne − 1)ΦBe,s
e,s (ne) can

have at most two possibilities too. However, in every circle described above,
A(ne− 1)A(ne) takes three different forms, i.e., 00, 10 and 11. In other words,
we can always achieve a disagreement A 6= ΦB

e at some stages and hence the
requirement Re is satisfied eventually.
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To satisfy all requirements simultaneously, we apply a finite injury priority
construction. In this case, only elements larger than ψeϕe(ne) are allowed to
be appointed as witnesses of Ri for i > e to preserve Re from disturbance by
lower priority Ri. ¤

3 Ershov’s Hierarchy

Ershov’s hierarchy [6] of ∆0
2-subsets of natural numbers can be transferred to

reals straightforwardly if any real number is appointed to a set. Thus, by means
of binary expansion and Dedekind cut representations, we can introduce two
hierarchies of reals of Ershov’s type.

3.1 Binary Computability

Since any real x corresponds naturally to its binary expansion set A in the
sense that x = xA, the Ershov’s hierarchy on sets can be transferred to the
∆0

2-reals straightforwardly as follows.

Definition 3.1 (Zheng and Rettinger [28]) Let h be a function. A real x
is h-binary computable if x = xA for an h-c.e. set A.

The k-binary computable for any constant k and ω-binary computable reals
are defined accordingly. Let k-b EC (for k ∈ N), ω-b EC and h-b EC denote
the classes of all k-, ω- and h-binary computable reals, respectively. In ad-
dition, the class

⋃

k∈N k-b EC is denoted by ∗-b EC. By Ershov’s hierarchy
theorem, we have an infinite hierarchy k-b EC ( (k + 1)-b EC ( ∗-b EC (
ω-b EC ( CA for all constant k. Obviously, 1-b EC is the class of strongly
c.e. reals and hence 1-b EC ( CE. Furthermore, we have

Theorem 3.2 (Zheng and Rettinger [28]) (1) k-b EC * SC for k ≥ 2;
(2) CE * ∗-b EC and ∗-b EC ( DCE;
(3) ω-b EC is incomparable with DCE.

Proof. 1. Let A,B be two Turing incomparable c.e. sets. Then the join A⊕B
is obviously a 2-c.e. set and hence the real xA⊕B is 2-binary computable. But
it is not semi-computable because of Theorem 2.4. This means that 2-b EC *
SC and hence k-b EC * SC for all k ≥ 2.

2. By Theorem 2.3, there exists an ω-stably c.e. real x which is not k-stably
c.e. for any k ∈ N. Thus, x is c.e. but not k-binary computable and hence
CE * ∗-b EC.
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For the second part of item 2, it suffices to prove the inclusion part. Assume
by induction hypothesis that k-b EC ⊆ DCE for some k ∈ N. Let A ⊆ N
be a (k + 1)-c.e. set. Then there exist a c.e. set B and a k-c.e. set C such
that A = B \ C. Obviously, the set B ∪ C is k-c.e. too. Then, both xB∪C
and xC are k-binary computable and hence are d-c.e. by induction hypothesis,
i.e., xB∪C , xC ∈ DCE. Since the class DCE is closed under subtraction and
xA = xB\C = x(B∪C)\C = xB∪C−xC , xA is d-c.e. too. Therefore (k+1)-b EC ⊆
DCE.

3. DCE 6⊆ ω-b EC follows from Theorem 2.7. To prove ω-b EC 6⊆ DCE, we
can choose by Ershov’s hierarchy theorem an ω-c.e. set A which is not λn.23n-
c.e. Then the set 2A is obviously also an ω-c.e. set and hence x2A is ω-binary
computable. However x2A is not d-c.e. by Theorem 2.9. ¤

Thus, any class k-b EC, for k ≥ 2, is incomparable with the classes of CE
and SC. Moreover, since ω-b EC contains CE but not its arithmetical closure
DCE, ω-b EC is not closed under addition and subtraction. It is also not
difficult to see that, all classes k-b EC for k > 0 are not closed under addition
and subtraction too.

3.2 Dedekind Computability

The Ershov’s hierarchy of ∆0
2-subsets of natural numbers can be easily ex-

tended to the subsets of dyadic rational numbers. Of course, we have to con-
sider functions h : D → N for the h-c.e. sets of dyadic rational numbers.
Thus, the Ershov’s hierarchy can be transferred directly to reals by means of
Dedekind cuts as follows.

Definition 3.3 (Zheng and Rettinger [28]) Let h : D→ N be a function.
A real x is called h-Dedekind computable if its Dedekind cut Lx is h-c.e.

The k- (for k ∈ N), ∗- and ω-Dedekind computability are defined accord-
ingly. The classes of h-, k- ∗- and ω-Dedekind computable reals are denote
by h-dEC, k-dEC, ∗-dEC and ω-dEC, respectively. By definition, the class
1-dEC is equal to CE and any semi-computable real is obviously 2-Dedekind
computable. However, other classes k-dEC for any k ≥ 2 collapse to the sec-
ond level 2-dEC.

Theorem 3.4 (Zheng and Rettinger [28]) (1) k-dEC = SC for k ≥ 2;
(2) ω-b EC = ω-dEC.

Proof. 1. It suffices to prove that ∗-dEC ⊆ SC. Let x ∈ ∗-dEC and k :=
min{n : x ∈ n-dEC}. If k < 2, then we are done. Suppose now that k ≥ 2.
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By choice of k, the Dedekind cut Lx := {r ∈ D : r < x} is k-c.e. but not
(k − 1)-c.e. Let (As) be a computable k-enumeration of Lx. Then there are
infinitely many r ∈ D such that |{s ∈ N : r ∈ As+1∆As}| = k where ∆ is the
symmetric set difference defined by A∆B := (A \ B) ∪ (B \ A). Then the set
Ok := {r ∈ D : |{s ∈ N : r ∈ As+1∆As}| = k} is an infinite c.e. set. If k is
even, then r /∈ Lx for any r ∈ Ok (remember A0 = ∅) and hence x ≤ r. Then
we can show that inf Ok = x holds and hence x is co-c.e. Similarly, if k is odd,
then x is c.e. Therefore, ∗-dEC ⊆ SC.

2. “ω-b EC ⊆ ω-dEC ”: Let xA ∈ ω-b EC. There is a computable function
h and a computable h-enumeration (As) of A. We are going to show that
xA ∈ ω-dEC. To this end, let Es := {r ∈ Ds : r ≤ xAs} for all s, where
Ds := {n · 2−s : n ∈ Z} is the set of all dyadic rational numbers of precision s.
We identify a dyadic rational number r with a binary word in the sense that
r =

∑

i<l(r) r(i) · 2
−(i+1) where l(r) is the length of the word r and identify a

set A with its characteristic sequence. Then r < xA, iff r <L A, iff (∀∞s)(r ≤L
As), iff (∀∞s)(r ∈ Es), iff r ∈ E := lims→∞Es, where <L is the length-
lexicographical ordering of binary words and sequences. Thus, the limit E :=
limsEs is the left Dedekind cut of the real xA. On the other hand, for any
r ∈ D and any s, t ∈ N, if As ¹ l(r) = At ¹ l(r), then r ≤L xAs ⇐⇒ r ≤L xAt
and hence r ∈ Es ⇐⇒ r ∈ Et. That is, if the membership of r to Es is
changed, there must be a numbers n < l(r) such that As(n) changes. Since
(As) is a computable h-enumeration of A, the sequence (Es) is a computable
g-enumeration of E, where g : D → N is a computable function defined by
g(r) :=

∑

i≤l(r) h(i). Thus, x is a g-Dedekind computable and hence an ω-
Dedekind computable real.

“ω-dEC ⊆ ω-b EC”: Suppose that x := xA is ω-Dedekind computable. That
is, there is a computable function h and a computable sequence (Es) of finite
sets of dyadic rational numbers such that (Es) is a computable h-enumeration
of the left Dedekind cut Lx of xA. Suppose w.l.o.g. that, for any s, if σ ∈ Es,
then τ ∈ Es for any τ such that l(τ) ≤ l(σ) and τ ≤L σ. Let rs be the
maximal element of Es and As := {n : rs(n) = 1}, i.e., rs = xAs for any s.
Then, we have lims→∞ xAs = lims→∞ rs = xA and hence lims→∞As = A. Since
(As) is obviously a computable sequence of finite subsets of natural numbers,
it suffices to show that there is a computable function g such that (As) is
a g-enumeration of A. Now we define the computable function g : N → N
inductively as follows.

For any n ∈ N. suppose that g(m) is defined for any m < n. To define g(n),
let’s estimate first how many times As(n) can be changed for different s at
all. Let σ be a binary word of the length n. If there are s < t such that
As ¹ n = At ¹ n = σ and n /∈ As & n ∈ At. Then, we have rs = xAs < σ1 and
σ1 ≤ xAt = rt. Here we regard the binary word σ1 as a dyadic rational number.
This implies that σ1 /∈ Es and σ1 ∈ Et by the choice of the sequence (Es).
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Similarly, for the case n ∈ As & n /∈ At, we have σ1 ∈ Es and σ1 /∈ Et. Since
(Es) is an h-enumeration of Lx, there are at most h(σ1) non-overlapping pairs
(s, t). This means that, for any s < t, if n ∈ As∆At and As ¹ n = At ¹ n = σ,
then σ1 ∈ Es∆Et. Therefore, As(n) can be changed at most g(n) times where
g(n) is defined by g(n) :=

∑

{g(m) : m < n}+
∑

{h(σ1) : σ ∈ {0, 1}n}. Thus,
(As) is a computable g-enumeration of A and hence A is an ω-c.e. set, because
g is obviously a computable function. That is, xA is ω-binary computable. ¤

In summary, the k-binary computability and the k-Dedekind computability
are incomparable, for any k ≥ 2 or k := ∗. But the ω-binary and Dedekind
computability are equivalent.

4 Hierarchies Based on Divergence Bounding

In the definition of binary and Dedekind computability, we looked at the
possible changes of bits in binary expansion and the changes of memberships of
a dyadic rational numbers to the Dedekind cut, respectively. These reflect the
different levels of effectivity. If we consider Cauchy sequence representation,
the effectivity levels of reals can be classified according to how fast a real be
approximated. A possible way to measure the convergence speed of a sequence
is to count its big jump. Depending on two different ways how the big jumps
are defined, we introduce in this section two hierarchies. To distinguish them
clearly, they are called (without special reason) h-Cauchy computability and
h-bounded computability, respectively.

4.1 Cauchy Computability

If a sequence (xs) converges effectively, then |xi − xj| ≤ 2−n for any i, j ≥ n.
Thus, the pairs (i, j) with i, j ≥ n such that |xi − xj| > 2−n are the annoying
factor which destroy the computability of its limit. Such pairs are called big
jumps. The more big jumps a sequence possesses, the less computability its
limit has. Since 2−n converges to 0 (for n → ∞), there is no constant upper
bound of numbers of jumps (i, j) such that |xi − xj| ≥ 2−n for all n if the
sequence (xs) is not trivial. However, such kind constant bound seems very
important for a hierarchy of Ershov’s type. Therefore, we consider only the
jumps of sizes between 2−n and 2−n+1 firstly.

Definition 4.1 (Zheng and Rettinger [28]) Let i, j, n ∈ N and let (xs) be
a sequence of reals converging to x and h : N→ N be a function.

(1) A pair (i, j) is an n-jump of (xs) if 2−n < |xi− xj| ≤ 2−n+1 and i, j ≥ n;
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(2) The sequence (xs) converges to x h-effectively if, for any n ∈ N, the
number of non-overlapping n-jumps of (xs) is bounded by h(n);

(3) The real x is h-Cauchy computable if there is a computable sequence (xs)
of rational numbers which converges to x h-effectively.

Other types of Cauchy computability can be defined accordingly and the
classes of h-, k- (k ∈ N), ∗- and ω-Cauchy computable reals are denoted
by h-cEC, k-cEC, ∗-cEC and ω-cEC, respectively. By definition, it is easy
to see that 0-, and ω-Cauchy computable reals are just the computable and
divergence bounded computable reals, respectively, i.e., 0-cEC = EC and
ω-cEC = DBC. In addition, for any rational number a and any function h,
we have x ∈ h-cEC iff a− x ∈ h-cEC.

Now we show a general hierarchy theorem for Cauchy computability.

Theorem 4.2 (Zheng and Rettinger [28]) If f, g are total computable
functions such that f(n) < g(n) for infinitely many n, then g-cEC * f -cEC.

Proof. We construct a computable sequence (xs) of rational numbers which
converges g-effectively to a non-f -Cauchy computable real x. Thus, x satisfies
all requirements Re: “if (ϕe(s))s converges f -effectively to ye, then x 6= ye”,
where (ϕe) is an effective enumeration of all computable partial functions
ϕe :⊆ N→ Q.

The strategy to satisfy a single requirement Re is quite straightforward. Let
Ie := [a, b] be a rational interval with length 2−ne+2 for some ne ∈ N such
that f(ne) < g(ne). Divide it equally into four subintervals Ii := [ai, ai+1],
for i < 4, of length 2−ne . Let b1 := a0 + 3 · 2−(ne+2) and b2 := a2 + 2−(ne+2).
Notice that, 2−ne < 2−ne + 2−(ne+1) = |b1 − b2| < 2−ne+1. Define xs := b1

as long as the sequence (ϕe(s))s does not enter the interval I1. Otherwise, if
ϕe(s) enters into the interval I1 for some s ≥ ne, then let xs := b2. Later
on, if ϕe(t) enters I3 for some t > s, then let xt := b1 again, and so on. If
(ϕe(s))s converges f -effectively, then (xs) can be changed at most f(ne) + 1 ≤
g(ne) times. This guarantees that the sequence (xs) converges g-effectively and
lim xs 6= lims ϕe(s). To satisfy all the requirements simultaneously, we use a
finite injury priority construction ¤

Thus, we have an Ershov-type hierarchy that k-cEC ( (k + 1)-cEC (
∗-cEC ( ω-cEC for any k ∈ N. In addition, any k-Cauchy computable real
(for k ∈ N) is d-c.e., because any k-effectively convergent sequence converges
weakly effectively too. On the other hand, all classes k-cEC (k > 0) are not
comparable with CE and SC according to the following theorem.

Theorem 4.3 (Zheng and Rettinger [28]) The class k-cEC is incompa-
rable with the classes CE and SC for any k > 0.
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Proof. It suffices to show that 1-cEC * SC and CE * ∗-cEC.

Let A and B be Turing incomparable c.e. sets and let (As) and (Bs) be their
computable enumerations, respectively. Suppose w.o.l.g. that A0 = B0 = ∅,
A2s = A2s+1 & |B2s+1\B2s| = 1 and |A2s+2\A2s+1| = 1& B2s+1 = B2s+2 for all
s. Let xs := xAs⊕Bs for any s ∈ N. Then (xs) is a computable sequence of ra-
tional numbers converging 1-effectively to xA⊕B which is not semi-computable
by Theorem 2.4. That is, xA⊕B ∈ 1-cEC \ SC.

For CE * ∗-cEC, we construct an increasing computable sequence (xs) of
rational numbers whose limit x := lims xs is not k-Cauchy computable for any
k ∈ N. That is, x satisfies, for all i, j ∈ N, the requirements R〈i,j〉: “if (ϕi(s))s
converges j-effectively ye, then x 6= ye”, where (ϕi) is an effective enumeration
of all computable partial functions ϕi :⊆ N→ Q.

To satisfy a single requirement Re for e = 〈i, j〉, we choose a rational interval
[a; b]. Let n be the minimal natural number such that 2n ≥ 3(j + 1)/(b − a).
Define ai := a + i · 2−n for i ≤ 3(j + 1) and a3(j+1)+1 = b. Then the intervals
Ii := [ai; ai+1] have length 2−n for any i < 3(j+1). We define x0 as the middle
point of the interval I1. If ϕi(s) enters I1 for some s ≥ n, then define xs as
the middle point of the interval I4. If there is a t > s such that ϕi(t) ∈ I4,
then define xt as the middle point of the interval I7, and so on. In general,
if xs1 ∈ I3k+1 and ϕi(s2) ∈ I3k+1 for some s2 > s1, then redefine xs2 as the
middle point of I3k+4. If (ϕi(s))s converges j-effectively, then we can always
find a correct x which differs from the limit lims ϕi(s), because ϕi(s1) ∈ I3k+1

and ϕi(s2) ∈ I3k+4 implies that 2−n+1 ≤ |ϕi(s1) − ϕi(s2)| ≤ 2−n+2. To satisfy
all requirements, it succeeds to apply the above strategy to an interval tree
and use the finite injury priority construction. We omit the details here. ¤

We have seen that both classes 0-cEC and ω-cEC are fields. However, the
next theorem shows that all other classes of Cauchy computable reals are not
closed under addition and subtraction.

Theorem 4.4 (Zheng and Rettinger [28]) There are x, y ∈ 1-cEC such
that x− y /∈ ∗-cEC. Therefore, k-cEC and ∗-cEC are not closed under addi-
tion and subtraction for any k > 0.

Proof. We construct two computable increasing sequences (xs) and (ys) of
rational numbers which converge 1-effectively to x and y, respectively, while
their difference z := x − y is not ∗-cEC. That is, z satisfies all requirements
R〈i,j〉: “if (ϕi(s))s converges j-effectively to yi, then yi 6= z”, where (ϕi) is an
effective enumeration of all partial computable functions ϕi :⊆ N→ Q.

To satisfy a single requirement Re for e := 〈i, j〉, we choose two natural num-
bers ne and me large enough such that ne < me and me − ne ≥ j + 3. Let’s
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begin with xs = ys = zs = 0. Whenever |zs−ϕi(t)| < 2−(me+2) (for zs = xs−ys)
holds for some t ≥ m2, we increase (xs, ys) by (2−(ne+1) + 3 · 2−(me+1), 2−(ne+1))
or (2−(ne+1), 2−(ne+1) +3 ·2−(me+1)) alternatively so that |zs−zs+1| = 3/2 ·2−me .
We need at most j + 1 times of such action to satisfy Re, if (ϕi(s)) converges
j-effectively. ¤

Similar to the binary computability, Cauchy computability leads also to an
infinite hierarchy by Theorem 4.2. However, they are not equivalent in almost
all levels.

Theorem 4.5 (Zheng and Rettinger [28]) (1) ω-b EC ( ω-cEC; and
(2) k-b EC ( k-cEC for any k ≥ 1 or k = ∗.

Proof. 1. Since ω-cEC is closed under arithmetical operations but ω-b EC
not, it suffices to prove the inclusion ω-b EC ⊆ ω-cEC. For any xA ∈ ω-b EC,
there is a computable function h and a computable h-enumeration (As) of A.
Notice that, if As ¹ n = At ¹ n, then |xAs − xAt | ≤ 2−n for any s, t and n.
This means that, the computable sequence (xs) defined by xs := xAs for all
s converges to xA g-effectively, where g is a computable function defined by
g(n) :=

∑

i≤n h(i). Thus, xA ∈ ω-cEC.

2. We prove only the inequality and it suffices to prove 1-cEC * ∗-b EC. We
will construct a computable sequence (xs) of rational numbers which converges
1-effectively to a non-∗-cEC real xA, i.e., A is not k-c.e. for any constant k and
hence satisfies all requirements R〈i,j〉: “if (Wi,s)s∈N is a j-enumeration, then
lims→∞Wi,s 6= A”, where (We) is a computable enumeration of all c.e. subsets
of N and (We,s) is its uniformly computable approximation. The strategy to
satisfy a single requirement Re for e = 〈i, j〉 is as follows. We choose an interval
Ie = [ne,me] of natural numbers such that me − ne > 2j. This interval is
preserved exclusively for the requirement Re. At the beginning, let x0 := 2−ne

(ne is put into A). If at some stage s0, ne enters Wi,s0 , then define xs0+1 :=
xs0 − 2−me (ne leaves A) and let me := me − 1. If at a later stage s1 > s0, ne
leaves Wi, then define xs1+1 := xs1 + 2−me (ne enters A) and let me := me− 1,
and so on. We take this action at most j times. Thus, if (Wi,s)s∈N is a j-
enumeration, then Re will be satisfied eventually. The sequence (xs) defined
in this way converges obviously 1-effectively. ¤

4.2 h-Bounded Computability

The Cauchy computability discussed in Subsection 4.1 leads to an Ershov-type
hierarchy. However, the definition of n-jumps in Definition 4.1 seems quite
arbitrary. There is no reason to consider only the number of jumps between
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2−n and 2−n+1. More naturally, we can count all the jumps larger than, say
2−n. This leads to another Cauchy computability in this subsection. In this
case, we can also show a general hierarchy theorem and a lot of nice analytical
properties. Nevertheless, the Ershov-type hierarchy does not hold any more.

Definition 4.6 (Zheng [26]) Let h : N → N be a function, C be a class of
functions, and (xs) a sequence of rational converging to x.

(1) (xs) converges to x h-bounded effectively if there are at most h(n) non-
overlapping index-pairs (i, j) such that |xi − xj| > 2−n for all n;

(2) x is h-bounded computable (h-bc) if there is a computable sequence of
rational numbers which converges to x h-bounded effectively;

(3) x is C-bounded computable (C-bc) if it is h-bc for some h ∈ C.

The classes of h-bc and C-bc reals are denoted by h-BC and C-BC, respec-
tively. Obviously, if C is the class of all computable functions, then C-BC =
DBC. Thus, divergence bounded computable reals are also called ω-bounded
computable, or simply ω-bc (ω-BC for the class). On the other hand, if
lim inf h(n) < ∞, then only rational numbers can be h-bc, i.e., h-BC = Q.
Therefore, we cannot anticipate an Ershov-type hierarchy in this case. Ac-
tually, even the class EC cannot be characterized as C-BC for any class C
of functions. Notice that, although any computable real is id-bc, i.e., EC ⊆
id-BC for the identity function id, there is an h-bc real which is not com-
putable for any unbounded nondecreasing computable function h.

Moreover, if there is a constant c such that |f(n) − g(n)| ≤ c for all n, then
f -BC = g-BC. This means that a general hierarchy theorem like Theorem
4.2 does not hold neither. Nevertheless, we have another version of hierar-
chy theorem as follows which implies, e.g., f -BC ( g-BC if the computable
functions f, g satisfy f ∈ o(g).

Theorem 4.7 (Zheng [26]) If f, g : N → N are computable and satisfy the
condition (∀c ∈ N)(∃m ∈ N)(c+ f(m) < g(m)), then g-BC * f -BC.

Proof. We construct a computable sequence (xs) of rational numbers converg-
ing g-bounded effectively to some real x which satisfies all requirements Re: “if
(ϕe(s)) converges f -bounded effectively to ye, then ye 6= x”, where (ϕe) is an
effective enumeration of the partial computable functions ϕe :⊆ N→ Q. That
is, x is not f -bc. The idea to satisfy a single requirement Re is as follows. We
choose an interval I and a natural number m such that f(m) < g(m). Choose
further two subintervals Ie, Je ⊂ I which have at least a distant 2−m. Then
we can find a real x either from Ie or Je to avoid the limit ye of the sequence
(ϕe(s)) if it converges f -bounded effectively. To satisfy all the requirements
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simultaneously, we use a finite injury priority construction. ¤

Almost all classes of Cauchy computability hierarchy discussed in subsection
4.1 are not closed under addition and subtraction. However, by the next the-
orem a lot of classes C-BC are closed under the arithmetic operations.

Theorem 4.8 (Zheng [26]) Let C be a class of functions f : N→ N. If, for
any f, g ∈ C and c ∈ N, there is an h ∈ C such that f(n+c)+g(n+c) ≤ h(n)
for all n, then C-BC is a field.

Proof. Let f, g ∈ C. If (xs) and (ys) are computable sequences of rational
numbers which converge to x and y f - and g-bounded effectively, respectively.
By triangle inequations the computable sequences (xs + ys) and (xs − ys)
converge h1-bounded effectively to x+y and x−y, respectively, for the function
h1 defined by h1(n) := f(n+ 1) + g(n+ 1).

For the multiplication, choose a natural number N such that |xn|, |yn| ≤ 2N

and define h2(n) := f(N+n+1)+g(N+n+1) for any n ∈ N. If |xi−xj| ≤ 2−n

and |yi−yj| ≤ 2−n, then |xiyi−xjyj| ≤ |xi||yi−yj|+|yj||xi−xj| ≤ 2N ·2−n+1 =
2−(n−N−1). This means that (xsys) converges h2-bounded effectively to xy.

Now suppose that y 6= 0 and w.l.o.g. that ys 6= 0 for all s. Let N be a
natural number such that |xs|, |ys| ≤ 2N and |ys| ≥ 2−N for all s ∈ N. If
|xi−xj| ≤ 2−n and |yi−yj| ≤ 2−n, then |xi/yi−xj/yj| = |(xiyj−xjyi)/(yiyj)| ≤
(|xi||yi − yj| + |yj||xi − xj|)/(|yiyj|) ≤ 23N · 2−n+1 = 2−(n−3N−1). That is, the
sequence (xs/ys) converges h3-bounded effectively to (x/y) for the function
h3 : N → N defined by h3(n) := f(3N + n + 1) + g(3N + n + 1). Since the
functions h1, h2, h3 are bounded by some functions of C, all x + y, x + y, xy
and x/y are C-bc and hence the class C-BC is closed under arithmetical
operations +,−,× and ÷. ¤

As examples of class C which satisfy the condition of Theorem 4.8, we have
Lin := {λn.(c · n + d) : c, d ∈ N}; Log(k) := {λn.(c logk(n) + d) : c, d ∈ N};
Poly := {λn.(c ·nd) : c, d ∈ N}; Exp1 := {λn.(c ·2n) : c ∈ N}, etc. Notice that,
the classes Lin-BC, Logk-BC and Poly-BC are all fields which do not even
contain all c.e. reals. On the other hand, Exp1-BC is a field which contains
CE and hence DCE. The next theorem shows that there is a smaller class
o(2n)-BC which contains DCE properly. If oe(2

n) denotes the class of all
computable function f ∈ o(2n), then oe(2

n)-BC does not contain CE any
more.

Theorem 4.9 (Zheng [26]) SC * oe(2
n)-BC and DCE ( o(2n)-BC.

Proof. To prove SC * oe(2
n)-BC, we construct an increasing computable

sequence (xs) of rational numbers converging to x which satisfies all require-
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ments Re: “if ϕi and ψj are total functions and ψj ∈ o(2
n) and (ϕi(s)) con-

verges ψj-bounded effectively to yi then x 6= yi”, where (ϕe) and (ψe) are
effective enumerations of all partial computable functions ϕe :⊆ N → Q and
ψe :⊆ N→ N, respectively.

To satisfy a single requirement Re (e = 〈i, j〉), we choose a rational interval
Ie−1 of length 2−me−1 for some natural number me−1. Then we look for a
witness interval Ie ⊆ Ie−1 of Re such that each element of Ie satisfies Re. At
the beginning, the interval Ie−1 is divided into four equidistant subintervals
J te for t < 4 and let Ie := J1

e as the (default) candidate of witness interval of
Re. If the function ψj is not a total function such that ψj ∈ o(2n), then we
are done. Otherwise, there exists a natural number me > me−1 + 2 such that
2(ψj(me)+2) ·2−me ≤ 2−(me−1+2). In this case, we divide the interval J3

e (which
is of length 2−(me−1+2)) into subintervals I te of length 2−me for t < 2me−(me−1+2)

and let Ie := I1
e as a new candidate of witness interval of Re. If the sequence

(ϕi(s)) does not enter the interval I1
e at all, then it is a correct witness interval.

Otherwise, suppose that ϕi(s0) ∈ I1
e for some s0 ∈ N. Then we change the

witness interval to be I3
e . If ϕi(s1) ∈ I3

e for some s1 > s0, then let Ie := I5
e , and

so on. This can happen at most ψj(me) times if the sequence (ϕi(s)) converges
ψj-bounded effectively. To satisfy all the requirements Re simultaneously, a
finite injury priority construction suffices.

The inclusion DCE ⊆ o(2n)-BC follows immediately from the fact that any
bounded increasing sequence converges h-bounded effectively for some h ∈
o(2n). To show that DCE 6= o(2n)-BC, we construct a computable sequence
(xs) of rational numbers and a (non-computable) function h ∈ o(2n) such that
the sequence (xs) converges h-bounded effectively to a real x which satisfies all
requirements Re: “if ϕe is a total function, and

∑

s∈N |ϕe(s)− ϕe(s+ 1)| ≤ 1,
then lims→∞ ϕe(s) 6= x”, where (ϕe) is an effective enumeration of all partial
computable functions ϕe :⊆ N → Q. The strategy to satisfy a single require-
ment Re is quite simple. Namely, we choose two rational intervals Ie and Je
such that they have a distance 2−me for some natural number me. Then we
choose the middle point of Ie as x whenever the sequence (ϕe(s)) does not
enter the interval Ie. Otherwise, we choose the middle of Je which can be
changed later if the sequence (ϕe(s)) enters the interval Je, and so on. Be-
cause of the condition

∑

s∈N |ϕe(s) − ϕe(s + 1)| ≤ 1, we need at most 2me

changes. By a finite injury priority construction, this works for all require-
ments simultaneously. However, the real x constructed in this way is only a
2n-bounded computable real. To guarantee the o(2n)-bounded computability
of x, we need several me’s instead of just one. That is, we choose at first a
natural number me > e, two rational intervals Ie and Je and implement the
above strategy, but at most 2me−e times. Then we look for a new m′e > me

and apply the same procedure up to 2m
′

e−e times, and so on. This means that,
in worst case, we need 2e different me’s to satisfy a single requirement Re. We
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can see that the finite injury priority technique can still be applied. ¤

By Theorem 4.9, we have DCE * oe(2
n)-BC, However, it is not clear yet,

whether oe(2
n) ⊆ DCE hold.

5 Monotone Computability Hierarchy

The convergence speed of a sequence can also be measured by comparing the
absolute error-estimation at different stages. This leads to another hierarchy
of ∆0

2-reals.

Definition 5.1 (Rettinger and Zheng [13]) Let h : N→ R be a function.
A real x is called h-monotonically computable (h-mc) if there is a computable
sequence (xs) of rational numbers which converges to x h-monotonically in the
sense that

(∀n,m ∈ N)(n < m =⇒ h(n)|x− xn| ≥ |x− xm|). (3)

If h = λn.c for a constant c ∈ R, then any h-mc reals are called c-mc. We
call a real monotonically computable (mc) if it is c-mc for some constant c and
ω-monotonically computable (ω-mc) if it is h-mc for a computable function
h : N → N. The classes of h-mc, c-mc, mc and ω-mc reals are denoted by
h-MC, c-MC,MC and ω-MC, respectively.

5.1 c-MC and Dense Hierarchy

By definition, we have obviously 0-MC = Q, 1-MC = SC and c-MC = EC
for 0 < c < 1. Moreover, c1-MC ⊆ c2-MC hold for any constants c2 ≥ c1.
The next theorem shows that this inclusion is proper if c2 > c1 ≥ 1.

Theorem 5.2 (Rettinger and Zheng [13]) For any real constants c2 >
c1 ≥ 1, c1-MC ( c2-MC.

Proof. Because of the density of Q in R, it suffices to consider the rational
numbers c2 > c1 > 1. We construct a computable sequence (xs) of rational
numbers which converges c2-monotonically to a non-c1-mc real x. That is,
x satisfies all requirements Re: “if (ϕe(s))s converges to ye c1-monotonically,
then x 6= ye”, where (ϕe) is a computable enumeration of computable functions
ϕi : N→ Q. To satisfy a single requirement Re, we choose a rational interval
I and divide it into seven subintervals Ii for i < 7 such that
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x ∈ I1 & x1 ∈ I3 & x2 ∈ I5 =⇒ c1|x− x1| < |x− x2| (4)

and, for any (i, j, k) ∈ {(1, 3, 5), (1, 3, 3), (1, 5, 5), (5, 3, 3)},

x ∈ Ii & x1 ∈ Ij & x3 ∈ Ik =⇒ c2|x− x1| ≥ |x− x2|. (5)

As long as the sequence (ϕe(s))s does not enter the interval I3, we choose an xs
from I3. If ϕe(s1) ∈ I3 for some s1, then we choose an xs1 from I5. Moreover, if
there is another s2 > s1 such that ϕe(s2) ∈ I5, then we choose an xs2 from I1.
Thus, the sequence (xs) changes at most two times and converges to an limit x
c2-monotonically because of condition (4). If x is in I3 or I5, then the sequence
(ϕe(s))s does not converge to x at all. For the case x ∈ I1, the sequence
(ϕe(s))s can not converge c1-monotonically to x because of condition (5). In
any case, the limit x satisfies the requirement Re. To satisfy all requirements
simultaneously, a finite injury priority construction suffices. ¤

Theorem 5.2 implies immediately that SC ( MC. Furthermore, it is shown
in [13] that, every c-mc real is d-c.e. and there exists a d-c.e. real which is not
c-mc for any constant c. That is we have

Theorem 5.3 (Rettinger and Zheng [13]) SC ( MC ( DCE.

5.2 ω-Monotone Computability

The hierarchy theorem for c-mc reals cannot be extended to h-mc reals in
general because all unbounded monotone function h corresponds to the same
class of h-mc reals.

Theorem 5.4 (Zheng, Rettinger and Barmpalias [31]) If h is a mono-
tone and unbounded computable function, then h-MC = ω-MC.

Proof. Let g be a computable function and let (xs) be a computable se-
quence of rational numbers which converges g-monotonically to x. Since h
is unbounded, there is an increasing computable sequence (ns) such that
h(ns) ≥ g(s) for all s. Let n(s) be the maximal i such that ni ≤ s and
ys := xn(s). For any s < t, if n(s) = n(t), i.e., there is an i such that
ni ≤ s < t < ni+1 and n(s) = i, then h(s)|x − ys| = h(s)|x − xi| ≥
|x − xi| = |x − yt|. Otherwise, if n(s) < n(t), then there are i < j such
that ni ≤ s < nj ≤ t and n(s) = i < j = n(t). Since h is increasing, this
implies that h(s)|x − ys| ≥ h(ni)|x − xi| ≥ g(i)|x − xi| ≥ |x − xj| = |x − yt|.
Therefore, the computable sequence (ys) converges to x h-monotonically and
hence x is h-mc. ¤
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Theorem 5.5 (Zheng, Rettinger and Barmpalias [31]) The class of ω-
mc reals is incomparable with DCE and DBC.

Proof. DCE * ω-MC: It suffices to construct a computable sequence (xs)
of rational numbers which converges weakly effectively to a non-id-mc real
x. That is,

∑

s∈N |xs − xs+1| ≤ 2 and x satisfies all requirements Re that
“if (ϕe(s))s converges id-monotonically to ye, then x 6= ye”, where (ϕe) is
a computable enumeration of computable functions ϕe :⊆ N → Q. To sat-
isfy a single requirement Re, we fix a rational interval (a, b). At any stage s,
let xs be the middle point of (a, b) as long as there are no t1 < t2 such that
ϕe,s(t1), ϕe,s(t1) ∈ (a, b). Otherwise, let (a1, b1) := (ϕe(i1)−δ, ϕe(t1)+δ), where
δ := min{|ϕe(t1)− ϕe(t2)|/(t1 + 1), (ϕe(t1)− a)/2, (b− ϕe(t1))/2, 2−4e}. Then
we define xs as the middle poind of the interval (a1, b1). Since the sequence
(ϕe(s))s does not converge id-monotonically to any element of (a1, b1), this
xs satisfies Re. By priority technique, all requirements can be satisfied simul-
taneously. Because the new interval (a1, b1) has a length less than 2−4e, the
constructed sequence converges weakly effectively.

ω-MC * DBC: We construct a computable function h : N → N and a com-
putable sequence (xs) of rational numbers converging h-monotonically to x
which satisfies all requirements R〈i,j〉: “If (ϕi(s))s converges αj-bounded effec-
tively to y, then x 6= y,” where (ϕe) and (αe) are computable enumerations of
computable functions ϕe : N→ Q and αe : N→ N, respectively. ¤

5.3 Computability and Semi-Computability of h-MC Reals

Now let’s look at h-mc reals for computable functions h : N → (0, 1]Q. Ob-
viously, if there is a constant c < 1 such that h(n) ≤ c for all n, then
h-MC = EC. Therefore, we consider only the computable function h such
that limn→∞ h(n) = 1. For any such h, we have h-MC ⊆ SC. Is it possi-
ble that h-MC is equal to EC or SC? The next theorem gives the exact
criteria when these can happen. Roughly speaking, if h(n) converges to 1
“very slowly”, then h-MC = EC and if h(n) converges 1 “very fast”, then
h-MC = SC. Otherwise, h-MC is strictly between EC and SC.

Theorem 5.6 (Zheng, Rettinger and Barmpalias [31])
For any computable function h : N→ (0, 1]Q we have

(1) If
∑

n∈N(1− h(n)) =∞, then h-MC = EC;
(2) If

∑

n∈N(1− h(n)) is computable, then h-MC = SC;
(3) If

∑

n∈N(1− h(n)) is non-computable, then EC ( h-MC ( SC.
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Proof. 1. Suppose that
∑

n∈N(1−h(n)) =∞ and hence
∏

n∈N h(n) = 0. First,
since h(n) 6= 0 for all n, for any computable sequence (xs) of rational number
converging effectively to x, we can easily construct a computable subsequence
which converges to x h-monotonically. That is, EC ⊆ h-MC. On the other
hand, let (xs) be a computable sequence of rational numbers which converges
h-monotonically to x. That is, h(n)|x−xn| ≥ |x−xm| for any m > n. This im-
plies that |x− xn| ≤

∏

i≤n h(i)|x− x0|. Since limn→∞
∏

i≤n h(i) =
∏

n∈N h(n) =
0, we can choose a computable subsequence of (xs) which converges to x ef-
fectively. That is h-MC ⊆ EC.

2. Suppose that
∑

n∈N(1−h(n)) = u and u is a computable real. We show now
that SC ⊆ h-MC. Since u is also co-c.e., there is a decreasing computable
sequence (us) of rational number which converges to u. If x is a c.e. real and
(xs) is an increasing computable sequence of rational numbers which converges
to x. Let (ys) be a computable sequence defined by ys := xs−us+

∑

i≤s(1−h(i))
for all s. It is not difficult to see that (ys) is also increasing and satisfies
ys+1 − ys ≥ (x− ys)(1− h(s)) and hence (ys) converges to x h-monotonically.
That is, SC ⊆ h-MC.

3. Suppose that
∑

n∈N(1− h(n)) = u and u is not a computable real. We first
show that SC * h-MC. Notice that, for any h-mc c.e. real x, there exists
an increasing computable sequence of rational numbers which converges to x
h-monotonically. Now we are going to construct an increasing computable se-
quence (xs) of rational numbers which converges to a non-h-mc real x. Namely
x satisfies all requirements Re: “if ϕe is an increasing total function and (ϕe(s))
converges h-monotonically to ye, the ye 6= x”, where (ϕe) is an effective enu-
meration of computable functions ϕe :⊆ N→ Q.

Let Σ5 := {0, 1, 2, 3, 4} and I be set of all rational subintervals of the interval
[0, 1]. We define at first an interval tree I : Σ∗5 → I inductively by I(λ) := [0, 1]
and I(wi) := Ii for all w ∈ Σ∗5 and i < 5, where (Ii)i<5 is an equidistant
subdivision of the interval I(w). The interval I(w) is denoted by [aw, bw] for
any w ∈ Σ∗5. Then we have aw =

∑

i<|w| 5
−(i+1) · w[i] and bw = aw + 5−|w|.

To satisfy a single requirement Re we will try to find a witness interval
J ⊆ [0, 1] such that any point of J except endpoints satisfies the require-
ment Re. Suppose that ϕe is increasing. At the beginning, let J := I(11).
If the sequence (ϕe(s)) does not enter I(11), then we are done. Otherwise,
suppose that ϕe(s0) ∈ I(11) for some s0. If there exists a t < s0 such that
h(t)(a3−ϕe(t)) < a3−ϕe(t+ 1) holds, then we change the witness interval to
be I(3). In this case, for any x ∈ I(3), we have h(t)(x−ϕe(t)) < x−ϕe(t+ 1)
and hence I(3) is a correct witness interval of Re. Otherwise, if the inequality
h(t)(a3−ϕe(t)) ≥ a3−ϕe(t+ 1) holds for all t < s0, then we choose I(131) to
be a new candidate of witness interval. Analogously, if there exists an s1 > s0

such that ϕe(s1) ∈ I(131), then we choose either I(3) or I(1331) to be the
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new candidate of witness interval of Re, depending on whether there exists a
t < s1 such that h(t)(a3 − ϕe(t)) < a3 − ϕe(t+ 1) holds, and so on. Let’s look
at the possible outcome of our construction. If the interval I(3) is chosen as a
witness interval at some stage, then we are done because the sequence (ϕe(s))
does not converge to any element of I(3).

Otherwise, if I(3) has never been chosen as the witness interval of Re, then
there are two possibilities. Either there is a k ∈ N such that I(13k1) is chosen
as a candidate of witness interval and there does not exist s such that ϕe(s) ∈
I(13k1) and hence I(13k1) is a correct witness interval of Re or each of the
following intervals I(11), I(131), I(1331), · · · is chosen to be a candidate of
witness interval at some stage. In the latter case, there exists a computable
increasing sequence (sn) of natural numbers such that ϕe(sn) ∈ I(13n1) for
all n. This implies that the limit ye := lims→∞ ϕe(s) = 5−1 + 3 ·

∑∞
i=2 5−i is a

computable real number. In addition, by construction we have the inequality
h(n)(a3 − ϕe(n)) ≥ a3 − ϕe(n + 1) holds for all n ∈ N. This is equivalent to
(1− h(n))(a3 − ϕe(n)) ≤ ϕe(n+ 1)− ϕe(n). Notice that a3 − ϕe(n) > 5−1 for
all n. Now we define a computable function g : N→ (0, 1)Q by g(n) := 1− 5 ·
(ϕe(n+1)−ϕe(n)) for all n which satisfies g(n) ≤ h(n) for all n. On the other
hand, we have

∑

n∈N(1− g(n)) = 5
∑

n∈N(ϕe(n + 1)− ϕe(n)) = 5(ye − ϕe(0)).
That is, the sum

∑

n∈N(1 − g(n)) is a computable real number and hence
∑

n∈N(1−h(n)) is computable too. This contradicts the hypothesis on h. This
contradiction implies that only finitely many intervals can be chosen to be the
candidate of a witness interval of Re and the last one is a correct one. Thus,
a finite injury priority construction applies.

At the last, we prove that EC ( h-MC. Since
∏

n∈N h(n) = c > 0 we can
choose a rational number q such that 0 < q < c. We are going to construct
an increasing computable sequence (xs) of rational numbers from [0, 1] which
h-monotonically converges to a non-computable real x. Let (ϕe) be an effective
enumeration of partial computable functions ϕe :⊆ N→ N and δe := q·2−(e+2).
The sequence (xs) is construct in stages. At the beginning, x0 := 0. At any
stage s+ 1, if there is a “non-used” (minimal) e ≤ s such that

(∃t ≤ s)
(

2−t < δe & ϕe,s(t) ≤ 1− h(s)(1− xs) + δe
)

, (6)

then define xs+1 := 1−h(s)(1−xs)+2δe. Otherwise, let xs+1 := 1−h(s)(1−xs).
It is not difficult to see that (xs) is increasing and converges h-monotonically
to some x. Furthermore, if ϕe is a total increasing function such that |ϕe(n)−
ϕe(n + 1)| ≤ 2−(n+1) for all n, then limn→∞ ϕe(n) 6= x. That is, x is a non-
computable h-mc real. ¤
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